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Preface

This is an unusual statistics book in several respects. It attempts to explain the
statistical methodology needed to answer several biological questions. This is in
contrast to books that try to teach statistical techniques and hope that the reader
can find the appropriate contexts in which to use them. Many an applied scientist
has seen this hope turn into despair, not really due to a fault of his own. Statistics
without context can be counter-intuitive and can mislead the reader with terms
such as ‘significant’, ‘power’, ‘efficient’, ‘consistent’, ‘maximum likelihood’, ‘non-
informative prior’, and so on.

We focus on a very specific scientific technique—microarrays—and a set of
scientific questions related to this technique. We try to show how sound statistical
methods can be used to answer these questions.

As a consequence of this approach, another unusual feature of this book crops
up: several statistical techniques have been explained more than once. Rather than
considering this inefficient, we believe that it strengthens confidence in the tech-
nique for those who work their way through the book from A to Z; it also makes
life easier for people who like to pick and choose their way through the book.

The book is divided into two parts. Part I tries to answer a question that many
had hoped could have been avoided: How do I get good data? Data, all too often,
arrive on the statistician’s desk after the experiment has been conducted. Although
this is not necessarily wrong, it sometimes leads to the very unfortunate cases
in which the statistician has to tell the scientist that the data are not useful for
answering the questions of interest. Help on the issue of statistical design can
make the difference between not being able to begin to answer the question of
interest and at least having a shot at it. Besides ideas on creating a good design, a
host of other issues, ranging from the kind of data to be extracted from the slide
to the quality of the data, will be addressed in this part of the book.

Part II focuses on the relationship between the data and the biological ques-
tions of interest: what do the data actually tell me? In other words, which genes
are important in what situations? For example, can gene expression profiles dis-
criminate between benign and malignant tumours? Also, research biologists are
frequently interested in exploratory questions such as which genes behave in ‘sim-
ilar’ ways. This might give some clue to their function.

In this book, we focus on sound statistical principles and logical thinking.
Without this slightly skeptical stance, there may be a danger of over-interpreting

xi



xii PREFACE

random patterns that inevitably occur in microarray data. However, there is a wealth
of information in microarray experiments, and with modern statistical techniques
on fast computers, we can begin to tap into it. The overriding goal of this book,
therefore, is to make this information digestible to the working scientist.
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Preliminaries

1.1 Using the R Computing Environment

The R package is a mathematical computer language and a multifaceted computing
environment for statistics and graphics. Although there are several such packages
available, R is one of the best and, unlike almost all others, it is free. It has a
GNU General Public License. All you need to do to use it is to visit the R website
(http://www.r-project.org/) and download the package from there.

Because of its mathematical diversity and its free availability, R has become a
very popular tool for analysing microarrays. It is based on the S language developed
at Bell Laboratories and therefore shares many similarities with the commercial
package S-PLUS.

Although the methods we discuss in this book can be implemented in other
packages, all the plots and analyses in the book were obtained using R. In the book,
we give information on how to implement many of the procedures. The website

http://www.stats.gla.ac.uk/~microarray/book/

that accompanies the book has more detailed information on how to use each
procedure in R, though it assumes a working knowledge of the package. Many of
the new procedures programmed by the authors have been bundled together in the
smida library. This can be downloaded from the book’s website or from the R
website. Follow the instructions on how to download the latest version of R for your
platform from one of the CRAN mirrors (see http://www.r-project.org/).

If you are not familiar with R, Introductory Statistics with R (Dalgaard 2002) is
a useful guide. Another excellent book is Modern Applied Statistics with S-PLUS
(Venables and Ripley 1999), which gives an overview of many implementations of
cutting-edge statistical techniques. Although this is written primarily for S-PLUS,
the similarities between the two packages mean that it is equally relevant for R

Statistics for Microarrays: Design, Analysis and Inference E. Wit and J. McClure
 2004 John Wiley & Sons, Ltd ISBN: 0-470-84993-2
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2 PRELIMINARIES

users. The book’s associated MASS library is available in R. Other R implementa-
tions of microarray-related algorithms are available from the Bioconductor website
(http://www.bioconductor.org/).

Note that throughout this book, whenever we refer to R commands or libraries,
we use typewriter font, for example, smida. All the R functions mentioned in this
book are included in the smida package, unless explicitly stated.

1.1.1 Installing smida

This book not only covers many traditional statistical techniques but also proposes
new methodology and algorithms for the analysis of microarray data. Many of
these algorithms have been implemented by the authors of this book in R. They
have been bundled into an add-on library called smida. This library is available
from the book’s website, and from any of the CRAN mirrors at the R website. The
library has to be installed only once on your computer.

For Windows users: the easiest way to install the library in R is as follows:

1. download smida as a zip file (ends .zip), either from the book website or
from one of the CRAN mirrors, and store it in a convenient folder;

2. open R on your computer;

3. click on Packages drop down menu and select the Install package(s) from
local zip files... option;

4. search for the folder you chose in the window that appears, double click on
smida.zip and then click on the Open button.

For Unix and Linux users: An easy way to install the library in R is as follows:

1. download smida as a file (ends .tgz) file, either from the book website or
from one of the CRAN mirrors, and store it in a convenient folder;

2. type

R INSTALL smida.tgz

in a local client window in the same directory where the smida file has been
saved.

For more information on how to install packages, see the section on R Add-On
Packages in the Frequently Asked Questions page of the R online help. You might
need system administrator privileges to install an R library. If your computer is part
of a network, you may need to ask your system administrator for help in doing this.
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Other platforms users: follow the instructions in your version of R.

Installing other libraries

Some of the algorithms in smida require sub-algorithms from other libraries, such
as MASS or lars. Some are pre-installed in R, such as MASS, but others are not,
such as lars. A list of required libraries can be found on the book website. When
you load smida (see below) it will tell you which libraries need to be installed.
These libraries are available from the book’s website as well as from the CRAN
mirrors and can be installed in the same way as the smida library.

1.1.2 Loading smida

Once you have installed the library in R, you can then load smida by simply typing

library(smida)

inside R. You need to load a library once per session. If you need to load another
library, you simply replace smida with the name of that library. Note that smida is
written using version 1.8 and therefore might not work properly with older versions
of R.

R is a command line–driven programme. This makes investigating data sets
highly interactive and flexible. On the other hand, it does require some familiarity
with the S language used by R. Even for experienced users, it is extremely helpful
to begin each R session by typing

help.start()

in the R command line. It launches a HTML page in your browser that automatically
lists the help files for all the libraries that you have installed in R.

1.2 Data Sets from Biological Experiments

Throughout this book, we use five data sets from original microarray experi-
ments. They are all of a very different nature and are therefore an excellent testing
ground for many statistical concepts. In the Arabidopsis experiment, the relation-
ship between potassium starvation in the plants and gene expression of transporter
and other genes is of interest. The skin cancer experiment is a comparative microar-
ray study of gene expression in a cancerous cell line and a normal cell line. The
breast cancer experiment is a clinical study of DNA amplification and deletion
patterns, using microarray technology. Its aim is to study the relationship between
DNA amplification patterns (rather than gene expression) and the severity of the
breast cancer, as measured by several clinical indicators on the patients. The mam-
mary gland experiment studied the relationship between gene expression in the
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mammary gland of mice and the developmental stage of the mice. The tuberculo-
sis experiment is also a time-course experiment, measuring the effect of starvation
stress on the gene expression of the tuberculosis bacterium.

1.2.1 Arabidopsis experiment: Anna Amtmann

Dr Amtmann is a plant scientist at the University of Glasgow. She is interested
in how plants regulate nutrient uptake. Plants cannot move and therefore must
be able to adjust their growth and development to an ever-changing environment.
Inorganic ions in the soil (e.g. potassium K+ and calcium Ca2+) are essential
components of a plant’s nutrition. However, both ion supply and demand fluctuate
considerably depending on water status of the soil, light, time of the day, season,
developmental stage and tissue. Plants overcome this fluctuation by temporarily
storing the nutrients in leaves when they are in large supply and transporting them
back to essential cells when they are in short supply.

In order to study the nature, regulation and physiological integration of plant
ion transport, a variety of techniques can be used. Electrophysiology measures
minute electrical currents passing through individual membrane proteins. Such live
recordings have led to the discovery of ion channels responsible for the uptake
of essential nutrients as well as toxic ions into plants. Structure–function analy-
sis involves cloning and heterologous expression of genes to elucidate important
protein regions for particular functional activities. Finally, microarrays can reveal
which genes are involved in the regulation of ion transport.

By varying the physical growth environment for the Arabidopsis thaliana plant,
Dr Amtmann triggers nutrition transport in the plant. By comparing the expression
of a control plant with a plant in which nutrition reallocation takes place, it is
possible to pick up differences in the gene expressions. However, the question
‘which are the genes that are responsible for the regulation of ion transport?’ is in
fact a bit too general. It is difficult to compare the situation of nutrition transport
with no nutrition transport per se. The situation of nutrition transport can be the
result of two very different situations, and different genes may be responsible for
each. Either the plant has been starved and is moving nutrition from storage sites
into growing tissues or there is an excess of nutrients that requires the plant to
store them in, for example, the leaves. The question of interest for the microarray
experiment therefore is ‘which are the genes that show significant changes when the
plant is put under different kinds of stress to provoke nutrient transport within the
plant?’ The types of stress considered are varying lengths of potassium starvation
and resupply.

Dr Amtmann is part of a larger group of scientists interested in a number of
different nutrients, and some of their findings are published in Maathius et al.
(2003).

The main aim of the experiment was to find which transporter genes are
involved when Arabidopsis is starved of potassium. A number of different genes
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working together are needed to move potassium around the plant, and the even-
tual aim is to discover the regulatory network that controls potassium homeostasis
under varying conditions of external supply.

Collaborators of Dr Amtmann have found that calcium and sodium transporters
were strongly affected by nutrient starvation (Maathius et al. 2003). Analysis of this
particular experiment found that few known potassium transporter genes responded
to the potassium stress. The results could indicate that the majority of potassium
transporters in Arabidopsis are regulated post-transcriptionally rather than at the
transcript level.

Also, the plants used for the experiment were mature and thus were not growing
quickly. Mature plants already have stores of potassium, and therefore starvation
might not have induced a lot of potassium transport. Further investigations of potas-
sium starvation will concentrate on young Arabidopsis seedlings, where changes
in potassium are likely to have greater effects.

Physical aspects of the experiment

The Arabidopsis plants used in the experiment were grown hydroponically under
the same laboratory conditions, initially with no mineral starvation. Once fully
grown, some plants were then given a mineral starvation treatment; others were
used as controls.

For the extraction of RNA, the whole roots were used. The roots are the first
point of contact with external nutrient solution and so are the first part of the plant
affected by a change in the surrounding conditions. The root samples are then
immediately shock-frozen in liquid nitrogen. The RNA was then extracted from
the roots using Qiagen RNeasy products. Sometimes spiking controls were added.
A protocol from MWG (Ebersberg, Germany) was used for hybridization, using
direct labelling with Cy dyes during reverse transcription and a formamide-based
hybridization buffer. ScanArray Lite was used to scan the arrays, and the image
analysis was carried out using QuantArray.

The arrays used were custom-made two-channel cDNA chips (MWG) contain-
ing 50-mer probes representing 1,153 genes and 57 control sequences. Each of
these 1,250 oligonucleotide probes are replicated twice on the arrays. For more
information, see Maathius et al. (2003).

Organizational aspects of the experiment

Eleven two-channel arrays were used, each with one channel assigned to a treatment
sample and the other to a control. In seven of the arrays, the treatments involved
starving the plants for different lengths of time, ranging from 5 h to 4 d. The aim
of this was to give insight into which genes were responsible, in the root, for
re-allocating nutrients from storage areas (such as leaves) to essential cells. The
treatment samples used for the other four arrays had potassium reintroduced for 5
or 24 h after a period of starvation of 24 or 96 h. This was done to look at the
recovery process of the plant after K+ starvation. Table 1.1 details the 11 arrays’
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Table 1.1 Details of the treatment samples applied to each array used in the
Arabidopsis experiment, together with the dye assignment for treatment and control.

Array Treatment type Repeat Cy3 channel Cy5 channel

sample sample

K+ K+
starvation re-addition
(Hours) (Hours)

1 5 None 1 Control Treatment
2 10 None 1 Control Treatment
3 10 None 2 Treatment Control
4 24 None 1 Control Treatment
5 24 None 2 Treatment Control
6 96 None 1 Control Treatment
7 96 None 2 Treatment Control
8 24 5 1 Control Treatment
9 96 5 1 Control Treatment

10 96 5 2 Treatment Control
11 96 24 2 Treatment Control

treatments and the channels to which these treatments were assigned. The control
sample, also known as the reference sample, is Arabidopsis RNA from a plant that
was not starved and was harvested at the same time as the treatment plants.

Note that repeats were not taken at the same time of day and so cannot be
considered exact replicates.

1.2.2 Skin cancer experiment: Nighean Barr

Dr Nighean Barr is a researcher at the Cancer Research UK Beatson Laboratories in
Glasgow. One experiment that she has carried out investigated differences between
gene expressions in cancerous and normal fibroblast cells. These cells are the
main constituent of connective tissue within the body and make fibres and the
extracellular matrix. In the skin, these cells are susceptible to UV radiation from
sunlight, and through this they can become cancerous. By finding which genes
are differentially expressed in the cancerous versus normal cells, one can focus
research into treatments for cancer. The data have not yet been published.

Physical aspects of the experiment

The fibroblast tissue used was created in vitro from two cell lines—one cancerous
and one normal. From each of these two cell lines, four separate technical replicates
were created. Pairs of cancerous and normal replicates were then hybridized to
two-channel cDNA arrays. Each array contained 4,608 genes replicated twice.
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Organizational aspects of the experiment

As the RNA comes from two cell lines, the conclusions of this experiment can only
be generalized to these specific cell lines. They do not necessarily have something
to say about the expression in the general population of unaffected and cancerous
fibroblast cells. In this sense, these replicates are sometimes referred to as technical
replicates.

The experiment is a direct comparison of cancerous fibroblast cells with normal
cells using four technical replicates of each of the cell lines. Four arrays were used
in the experiment. The solution hybridized to each array contains one replicate of
the cancerous tissue and one replicate of the normal tissue. For two of the arrays,
the normal tissue was stained with Cy3 dye and Cy5 was used for the cancerous
tissue; on the other two arrays the dye assignments were swapped. The design
details are given in the Table 1.2.

1.2.3 Breast cancer experiment: John Bartlett

Dr John Bartlett is a senior lecturer in the Division of Cancer Sciences and Molec-
ular Pathology of the University of Glasgow at the city’s Royal Infirmary. He is
interested in finding out the key genetic determinants associated with aggressive
and non-aggressive breast cancer.

Rather than looking at gene expression of RNA in tissue, he investigates differ-
ences in the genomic DNA of breast cancer patients compared to that in controls. In
cancer cells, the genome can undergo changes, such as obtaining additional copies
of certain genes and losing genetic material from other genes. An increase in
the gene number is known as gene amplification. When fewer copies are present
compared to the genome of normal cells, this is known as gene deletion. An
established method, comparative genomic hybridization (CGH) (Kallioniemi et al.
1992), allows regions of the genome where changes occur to be identified. Until
recently, only fairly large regions of the genome could be considered—around 5
to 10 million base pairs. Using microarrays for conducting CGH, Dr Bartlett can
consider specific genes rather than the much larger genomic regions previously
looked at.

Table 1.2 Details of the dye assignments
of samples applied to each array used in the
skin cancer experiment.

Array Cy3 sample Cy5 sample

1 Cancer Normal
2 Normal Cancer
3 Cancer Normal
4 Normal Cancer
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In order to link gene amplification/deletion information to the aggressiveness
of the tumours in this experiment, clinical information is available about each
of the patients, such as their Nottingham prognostic index (NPI). This is used
to help classify the tumours into different severity groups while controlling for
non-genomic influences.

Dr Bartlett is working with Dr Caroline Witton of the University of Glasgow
at the Royal Infirmary and with Steven Seelig, Walter King and Teresa Ruffalo
of Vysis Inc., Downers Grove, Chicago, who produced the arrays used in the
experiment.

The work has resulted in a sub-classification of breast cancers and it has sug-
gested genes that have an effect on the aggressiveness of the cancer. The results of
the experiment are detailed in Witton et al. (2002). The chips used in this experi-
ment have since been superseded by larger chips from Vysis Inc. John Bartlett and
Caroline Witton continue to work on breast cancer classification with these new
arrays.

Physical aspects of the experiment

Genomic DNA from cancer patients is extracted from stored frozen tumour tis-
sue and from female reference DNA. The protocol used for the extraction, PCR
amplification, labelling and hybridization are given in Pestova et al. (2004).

The arrays contain 59 clones, each spotted three times. 57 genes are represented
by these 59 clones, since two genes have both 5′ and 3′ versions included. In each of
the two-channel arrays, reference female DNA is used as a control in one channel.
Rather than Cy dyes, the dyes used are Alexa 488, a green dye, and Alexa 594,
a red one. Further details about the image analysis and arrays used are given in
Pestova et al. (2004).

Organizational aspects of the experiment

The experiment involves the genetic material from 62 breast cancer patients. To
measure the gene profiles in all tumours, 62 arrays were used in the experiment. In
all the cases, the control samples were coloured with Alexa 594 and the patients’
samples with Alexa 488. For each patient, there is also a variety of clinical infor-
mation available, including the following:

• their survival time (in years) after the tissue was removed;

• their age at diagnosis (in years);

• the size of their tumour (in mm);

• whether they died from breast cancer;

• whether they are still alive;
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• the severity grade of their breast cancer: 1 (low) to 3 (high);

• their NPI score.

1.2.4 Mammary gland experiment: Gusterson group

Professor Barry Gusterson and Dr Torsten Stein of the University of Glasgow’s
Division of Cancer Science and Molecular Pathology are interested in the molecular
mechanisms of breast cancer development. They have conducted a large microarray
time-series experiment looking at changes in gene expression in healthy mammary
tissue during development and pregnancy.

The interest in healthy breast morphogenesis for cancer research is partly due to
a desire to understand what changes in gene expression occur in non-cancerous tis-
sue before looking at pathological tissue. Even more importantly, the morphological
changes that happen during normal development show many characteristics that
are also found during breast cancer development, including invasive growth, high
proliferation and tissue remodelling. However, genes that regulate these changes in
healthy mammary tissue are often deregulated in cancerous tissue. The identifica-
tion of these genes could therefore enable the development of treatments to target
such genes in cancerous patients. The time frame considered was from puberty
through adult virgin, early, mid- and late pregnancy, lactation and involution, which
is the period after lactation stops and the milk secreting cells die.

Given the ethical infeasibility of using human tissue, mice were used as a
model organism for all experiments. In order to find the regulatory genes for the
different morphological changes, it is important to identify those genes that are
only expressed at certain time points of development. However, it is known that
similar processes can also occur at multiple stages, and therefore similar sets of
genes can be expressed at different times. Therefore, it can be important to find
the genes that are expressed in certain combinations of stages.

For example, after birth, mouse pups do not suckle immediately. During this
time, the mammary gland starts to go through a process that resembles early invo-
lution. Thus, it is of interest to see what genes are up- or down-regulated during
both the beginning of lactation and of involution.

As a result of this project, a number of putative regulatory genes have been
identified at various developmental stages. Also, around 100 genes have been found
that are specifically up-regulated during involution, many of which have been
independently verified. This work has been published (Stein et al. 2004); however,
further analysis will be done on this large experiment.

Physical aspects of the experiment

The whole mammary gland of a mouse in the experiment was used for each array,
after removing the major lymph node from the gland. The RNA from each gland
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was extracted after preparation and liquid nitrogen freezing using Trizol reagents
and Qiagen RNeasy-columns. Following the Affymetrix guidelines, the labelled
RNA was hybridized to the chip for 16 hours at 42 ◦C. Afterwards, the chip was
washed using an Affymetrix Fluidics station. An Agilent scanner, together with
Affymetrix’s MAS 5.0 software, was used for the image analysis.

The chips were Affymetrix mouse arrays containing 12,488 probe sets, rep-
resenting around 8,600 genes. The number of probes in each set varied between
12 and 20. Housekeeping genes were used as controls along with 4 bacterial gene
spikes. Each probe is 25 nucleotides in length. Affymetrix arrays are single-channel
chips and so only one condition or tissue can be probed per array.

Organizational aspects of the experiment

For each mammary gland, tissue from a different mouse is used. In the experi-
ment, 18 time points during the development of a female mouse were considered.
Each time point was replicated three times. Altogether, 54 arrays were produced.
Table 1.3 details the design of the experiment.

1.2.5 Tuberculosis experiment: BµG@S group

The bacterial microarray group at St. George’s hospital in London (BµG@S),
led by Professor Philip Butcher, has created a number of different types of two-
channel microarrays. Each array type is suitable for a different type of bacteria.
The arrays have been produced not only for their own group but also for the
wider scientific community. One array type is for mycobacterium tuberculosis
(M. tuberculosis), the bacterium that is the cause of tuberculosis. We consider a
time-course experiment conducted on M. tuberculosis arrays by the senior scientist
at BµG@S, Jason Hinds.

The aim of the experiment was to understand the developmental changes in gene
expression of M. tuberculosis under stressed growth conditions, where resources

Table 1.3 Table showing the stage of growth and time point within this stage of
each array in the mouse mammary gland experiment.

Arrays State Time point Arrays State Time point

1–3 Virgin Week 6 28–30 Pregnancy Day 17.5
4–6 Virgin Week 10 31–33 Lactation Day 1
7–9 Virgin Week 12 34–36 Lactation Day 3

10–12 Pregnancy Day 1 37–39 Lactation Day 7
13–15 Pregnancy Day 2 40–42 Involution Day 1
16–18 Pregnancy Day 3 43–45 Involution Day 2
19–21 Pregnancy Day 8.5 46–48 Involution Day 3
22–24 Pregnancy Day 12.5 49–51 Involution Day 4
25–27 Pregnancy Day 14.5 52–54 Involution Day 20
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are limited. A related experiment done by the BµG@S group has been done on
the M. tuberculosis trcS mutant and has found a number of genes differentially
expressed in this mutant compared to a reference strain (Wernisch et al. 2003).

Physical aspects of the experiment

Samples of M. tuberculosis strains were grown in flasks with a fixed amount of
growth medium. Initially, the M. tuberculosis grows abundantly; when resources
become scarce the bacterium shuts down many of its functions. This is thought to
occur at some point before day 30, the end of the experiment.

The arrays used were two-channel chips specifically designed and made by the
BµG@S group in collaboration with the National Institute for Medical Research,
with funding from the Medical Research Council. The array used the H37Rv strain
annotation described in Cole et al. (1998). Using PCR amplification, 3,924 tar-
get genes were spotted on the arrays. These were placed on the array in 4 × 4
arrangement of 16 sub-grids.

mRNA was harvested from samples at four different time periods, thought to
represent different stages of development for the bacterium in the given medium.
This signal sample was converted to cDNA labelled with either the Cy3 or Cy5
dye, mixed with a reference sample and hybridized to the array. On each of the
arrays, genomic M. tuberculosis DNA was used as the reference and was labelled
with the other dye. Commonly used reference samples are typically isolated from
a single representative RNA source or pooled mixtures of RNA derived from sev-
eral sources. Genomic DNA offers an alternative reference nucleic acid with a
number of potential advantages, including stability, reproducibility and a poten-
tially uniform representation of all genes, as each unique gene should have equal
representation in the genome (Kim et al. 2002).

Table 1.4 Table showing the time point of each array in the
tuberculosis experiment together with dye assignments for the sig-
nal (mRNA) and reference (gDNA) channels.

Time Point Replicates Cy3 sample Cy5 sample

Day 6 1–3 mRNA gDNA
Day 6 4 gDNA mRNA
Day 14 1–3 mRNA gDNA
Day 14 4 gDNA mRNA
Day 20 1,2,4 mRNA gDNA
Day 20 3 gDNA mRNA
Day 30 1–3 mRNA gDNA
Day 30 4 gDNA mRNA
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Organizational aspects of the experiment

The four time points investigated were 6, 14, 20 and 30 days after the bacterium’s
introduction to the growth medium. Four different replicate samples were used at
each of the time points, with one sample being used per array. Consequently, 16
arrays were used in total.

Table 1.4 gives the details of the dye assignments used for each array. Note that,
although dye assignments for the signal (mRNA) and reference (gDNA) mixtures
were swapped, this was not done evenly. Three of the four replicates at each time
points used Cy3 for the signal and only the remaining replicate used Cy5 for the
signal.
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2

Set-up of a Microarray
Experiment

Designing an experiment can refer both to the physical preparations as well as to the
statistical advice on the number and manner of replication of the experiment. This
chapter will focus on the physical design, or set-up, of a microarray experiment.
The experimental set-up is the proper planning of sequential and sometimes parallel
activities for the smooth running of the scientific discovery process. A description
of the experimental set-up is very helpful, particularly for non-biologists, for aiding
the understanding of the statistical issues involved. Experimental details can make
the difference between a good and a useless experiment. A good and comprehensive
overview of technical and biological aspects of microarray experiments can be
found in Schena (2003).

2.1 Nucleic Acids: DNA and RNA

DNA is described as a double helix. It looks like a twisted long ladder. The sides
of the ‘ladder’ are formed by a backbone of sugar and phosphate molecules, and
the ‘crosspieces’ consist of two nucleotide bases joined weakly in the middle by
hydrogen bonds. On either side of the ‘rungs’ lie complementary bases. Every
Adenine base (A) is flanked by a Thymine (T) base, whereas every Guanine base
(G) has a Cytosine partner (C) on the other side. Therefore, the strands of the helix
are each other’s complement. It is this basic chemical fact of complementarity that
lies at the basis of each microarray.

Microarrays have many single strands of a gene sequence segment attached
to their surface, known as probes. This attachment is sometimes achieved by
physically spotting them on the array, as in spotted cDNA microarrays, and some-
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times by immobilizing them to the quartz wafer surface via hydroxylation, as
in Affymetrix arrays. In the future, undoubtedly, other media will become avail-
able. The single strands are, so to speak, waiting for complementary strands to
bond—hybridize—and stick to the surface of the array.

Ribonucleic Acid (RNA) delivers DNA’s genetic message to the cytoplasm of
a cell where proteins are made. Chemically speaking, RNA is similar to a single
strand of DNA. The purpose of a microarray is to measure for each gene in the
genome the amount of message that was broadcast through the RNA. Roughly
speaking, colour-labelled RNA is applied to the microarray, and if the RNA finds
its complementary sibling on the array, then it naturally binds and sticks to the
array. By measuring the amount of colour emitted by the array, one can get a sense
of how much RNA was produced for each gene.

The process of producing colour-labelled RNA from a biological sample, such
as a cell line or a tissue of interest, is a complicated process but is worth exploring in
some detail. The steps involved in the process are all potential sources of variation
that could possibly obscure the quantity of interest: the amount of RNA that is
produced for each gene.

2.2 Simple cDNA Spotted Microarray Experiment

In this section, we describe a microarray experiment from beginning to end for
a spotted, two-channel microarray. It involves an experiment of the Arabidopsis
plant, whereby the main aim was to identify genes involved in ion transport. Ara-
bidopsis thaliana is a small flowering plant that is widely used as a model organism
in plant biology. It has the great advantage that it grows very quickly, its genome
was completely sequenced in 2000, shortly after the fruit fly and the human, and
its genetic structure has a wonderful complexity that shares many homologues with
animals and humans.

The genome in the nucleus of a eukaryote, such as an Arabidopsis, con-
tains the instructions for the activity of a cell. These instructions are first tran-
scribed into RNA and then finally translated into proteins using a four letter
alphabet consisting of nucleotides. The microarray is particularly suitable for
measuring the transcription levels of different genes in different cells or condi-
tions.

The experimental set-up of a microarray experiment is a long and intricate
process that involves many steps. These steps depend on protocols that are con-
tinuously adjusted, and therefore this description runs the risk of becoming slowly
outdated. However, the description of the experiment serves two purposes. First,
it gives the statistical reader an idea about the biology and biochemistry involved
in microarray technology. Second, we hope that the reader recognizes that the sta-
tistical design has a much simpler structure, irrespective of exactly which steps
are involved.
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2.2.1 Growing experimental material

The Arabidopsis experiment aims at studying the effects of different lengths of
potassium starvation on the expression of the genes. In order to minimize spurious
gene expression variation due to other reasons, the plants should be grown under
strictly controlled circumstances. Daylight, temperature and medium are all arti-
ficially controlled inside a growth chamber under strict scrutiny of the scien-
tists.

The study compares the expressions of all putative transporter genes 5, 10,
24 and 96 h after omission of potassium. The aim is to induce a reaction of the
‘transport genes’ that are responsible for moving the reserves from the storage sites
to the growing parts of the plant. In a parallel experiment, Arabidopsis plants are
grown for 24 and 96 h in a potassium-free environment before resupplying them
with potassium for 5 h. This experiment is particularly aimed at finding those genes
that are responsible for moving the nutrients back into storage during a replenishing
period.

Many genes in plants vary during the light/dark cycle. In order to control these
cyclic daylight effects, control plants are grown under the same light conditions
and harvested at the same time as the treatment plants. In the experiment, the light
is artificially controlled with lamps, using a cycle of 10 h of light and 14 h of
darkness.

After the treatment, the plants are harvested and divided into ‘roots’ and
‘shoots’. The roots are defined as all the plant material below the surface, whereas
the shoots are all the material above the surface. Flowers and seeds are not yet
present. In order to prevent naturally occurring enzymes from destroying the RNA,
the tissue is immediately shock frozen using liquid nitrogen. It is then stored at
80 ◦C until the experiment continues.

In all microarray experiments, it is essential that the biological material should
be selected under controlled conditions. Failure to do so might increase spurious
variation as a result of some uncontrolled nuisance factor.

2.2.2 Obtaining RNA

Microarrays require single-stranded strings of nucleotides to be applied to them.
One can use RNA that occurs naturally single stranded. Unfortunately, RNA is
very unstable and needs to be kept at low temperatures to prevent degradation. In
order to obtain the RNA from the harvested plant material, one uses a pestle and
mortar to grind it down to a fine mush, while keeping it at very low temperatures
using liquid nitrogen. Unfortunately, organic material is full of proteins that count
as impurities and need to be filtered out. A membrane is used to ‘fish’ out the
RNA. Some contamination by proteins is unavoidable. Spectrophotometry is used
at 260 and 280 nm to detect the relative ratios of RNA and proteins respectively
that are present in the sample. A ratio close to two counts as clean. Repetitive
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cleaning is applied until such ratios have been achieved. This is done for both the
treatment and the control sample.

The remaining mixture for both the treatment sample and the control can then be
concentrated using spin columns or precipitation. A total of 100 µg of RNA should
be obtained for both samples. This quantity is sufficient for a single microarray.
Modern techniques allow one to do the experiment even with a smaller quantity
of RNA.

2.2.3 Adding spiking RNA and poly-T primer

The purpose of a microarray is to measure the number of transcribed copies of a
particular gene in the treatment sample as compared to the control sample. Given
that these quantities are fundamentally unknown, it is very difficult to anchor the
observed quantities to something fixed. It has therefore been suggested to add RNA
from certain unrelated genes in fixed amounts to the RNA mixture of both samples
and measure the observed levels on the microarray. This would provide some kind
of fixed point from which to observe the expression battlefield. In the Arabidopsis
experiment, RNA from a set of eight human genes is added to the treatment and
control sample. These genes are carefully chosen to make sure that they have as
little as possible in common with the plant RNA. This process of measuring fixed
quantities of a certain gene is called spiking.

Although some microarray experiments have been performed using RNA directly,
most scientists prefer to work with the more stable cDNA molecules. cDNA is the
‘inverse’ copy of RNA. It is produced by a little inverse copy machine called an
enzyme. It acts by copying a T for each A, an A for each T or U, a C for each G
and a G for each C. In this way, it creates the inverse image of usual RNA. The
copying process can be kick-started if some RNA has already been copied. Luckily,
almost all interesting plant genes have a sequence of A’s at the very end of their
genetic sequence. This is called the poly-A tail of the gene transcript. By adding in
a sequence of T’s to the mixture, spontaneous bindings between the string of A’s in
the poly-A tail and the string of T’s—the poly-T tail—-will occur. The poly-T tail
is also called a poly-T primer, because it primes or initiates the hybridization. In the
Arabidopsis experiment, besides the spiking RNA, a poly-T primer is also added at
this stage.

The treatment and the control sample now fill up barely half of their respective
lab tubes. Just as in adding the spiking RNA and the poly-T primer, a clean pipette
is used to add in some clean, distilled water. RNA is a single strand of nucleotides,
that is, effectively a string of four letters, A, U, G and C. Naturally, these letters
tend to bind to T, A, C and G, respectively, when they are present. This is the
principle behind microarray technology. To avoid RNA binding to itself, it is heated
up to 65 ◦C. In this way, any self-hybridizations of the RNA that has taken place
is undone. After 5 min, the tubes are quickly cooled by putting them into ice
for 2 min. In this way, any rehybridization of the RNA is prevented because the
temperature is too low.
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2.2.4 Preparing the enzyme environment
Enzymes are picky copying machines. They need just the right environment to do
their job. First of all, they need a little priming ‘to show them the way’. For this
reason the poly-T bases were added, which immediately hybridized with the poly-
A tail of the RNA. Also, the medium in which the enzymes live should preferably
be a mixture of salt and magnesium.

Furthermore, enzymes cannot create copies of RNA out of thin air. They need
the building blocks delivered to their front door. The building blocks of cDNA
are the four nucleotide bases, A, T, G and C. It is therefore essential that the
experimenter adds these bases to the enzyme environment beforehand. A quantity
of 25 µl of each nucleotide is added to each test tube, together with the magnesium
and salt buffer.

2.2.5 Obtaining labelled cDNA
The end product of a microarray experiment is an image with gene spots of varying
intensity for each of the treatment and the control samples. A smart way of making
genes ‘visible’ has been developed by adding a dye to the cDNA so that the amount
of cDNA that sticks to the microarray slide could be measured via an optical
scanner. In order to build cDNA, the enzyme needs the nucleotide building blocks,
A, T, G and C. Rather than adding 25 µl of plain C nucleotides, the ingenious idea
is to add 23 µl of C’s that have a dye molecule attached to them, as well as 2 µl
of plain C’s. Each time the enzyme needs a C to ‘copy’ a G, it will most likely
use one with a dye molecule attached. Therefore, the number of dye molecules
present in the cDNA is proportional to the number of G’s in the RNA, which is
roughly proportional to the number of transcribed copies of the gene, as well as the
length of the transcript. Two different dyes—Cy3 and Cy5—are used to distinguish
treatment and control samples.

The reverse transcription can finally start when a viral enzyme—a reverse
transcriptase—is added. The enzyme is stored at low temperatures because it
degrades quickly at higher temperatures. It performs its best RNA copying activity,
however, when it is put in a 42 ◦C environment. The control and treatment samples
are brought up to this temperature immediately prior to adding the enzyme. Then
the enzyme immediately starts its job: wherever it finds a poly-A tail that has
hybridized with a poly-T primer, it continues from there to copy the other bases
in a reversed way. This process is summarized in Figure 2.1.

If enzyme degradation goes faster than normal, it is sometimes advisable to
add some additional enzyme after one hour. Otherwise, the enzyme is allowed to
do its job for a total of two hours. At this time, enough cDNA is produced to be
applied to the microarray.

2.2.6 Preparing cDNA mixture for hybridization
Not all the loose bases that were added into the RNA sample in Section 2.2.4 have
been reverse transcribed into cDNA. These loose bases could possibly hybridize
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Figure 2.1 RNA preparation process for hybridization: the reverse transcriptase
enzyme copies the RNA into photo-negative cDNA, which is labelled with a dye.

spuriously with the immobilized DNA on the array, and it is therefore sensible to
filter them out. The mixture is passed through a membrane. The long strands of
cDNA stick to the membrane, whereas the loose bases pass through. Possibly, also
the RNA sticks to the membrane, but since it is not labelled, this is immaterial.

By turning the membrane the other way around, the labelled cDNA is recovered.
The cDNA mixture is then dried down in a centrifuge in order to replace the liquid
by a hybridization buffer. This hybridization buffer facilitates the kinetics of the
actual hybridization, that is, the attachment of the cDNA produced from the sample
of interest to the DNA material on the slide.

So far, all the steps have been performed for the treatment and control sample
side by side. At this point, the two samples are combined in, hopefully, exactly
equal quantities. The resulting mixture is then ready for hybridization to a single
microarray.

The cDNA, when left at room temperature for a while may start to fold onto
itself if there are complementary strands in the cDNA sequence (Figure 2.2). This
would inhibit hybridization to the array, and therefore steps have to be undertaken
to avoid this folding while the microarray is being prepared. By heating the cDNA
mixture to 85 ◦C for 5 min and then shock freezing it by putting it into ice, the
self-folding of the cDNA is prevented.

2.2.7 Slide hybridization

The Arabidopsis microarray is a custom array, printed for Dr Amtmann and her
co-workers with approximately 1,200 sequences that represent most of the plant’s
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Figure 2.2 When left at room temperature, cDNA might start to fold onto itself
if there are complementary strands within itself.

putative transporter genes as well as several control spots. Before applying the
cDNA sample, the microarray is washed with SSC (a mixture of Sodium Chloride
and Sodium Citrate) and SDS (Sodium dodecyl Sulfate). Then with a pipette the
cDNA mixture containing both control and treatment samples is applied to the
slide. By putting a hydrophobic coverslip on top of the mixture, the cDNA is
evenly spread over the microarray and any air bubbles disappear. Finally, the slide
is mounted in a hybridization chamber, fixed and put in a dark environment at
42 ◦C for 10 to 16 h. During this time, the actual process of interest takes place:
the cDNA, which was applied to the slide, binds with complementary strands on
the array. The number of matches will eventually determine the colour intensity of
the scanned slide and give an indication of the amount of RNA transcript of that
gene within the sample.

After the hybridization process has been completed, it is essential to remove all
the labelled cDNA that did not hybridize to the slide. If sufficient care is not taken
in order to remove it, the dye that is attached to that cDNA may give a spurious
signal. For that purpose, the microarray is washed several times with different
concentrations of SSC. Finally, the microarray is dried and is ready to be scanned.
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Statistical Design of
Microarrays

In the previous chapter, we have encountered a description of a real-life execution
of a microarray experiment. The detailed experimental procedures undoubtedly
show the amount of skill required to perform a microarray experiment. Moreover,
the technological complexity of a microarray and the amount of preparation of the
biological tissue show the progression of biology into a data-driven era.

Notwithstanding the skill of the experimenter, in such complex experiments,
many sources of potential slight disturbances are possible. For instance, when per-
forming a two-channel experiment, it is very difficult to get exactly equal amounts
of both sources of cDNA. The enzyme in one tube might perform better than
the enzyme in the other tube. All this has repercussions for the observed gene
expressions.

Statistical design of microarray experiments aims at reducing the spurious vari-
ation by smart replication. This chapter will give several suggestions to this end.
Given the high costs associated with the chips themselves, pooling true biological
RNA replicates and re-scanning slides is a cost-effective way to achieve this goal.
Statistical design of experiments is a form of planning of replications. Replications
are repetitions of a certain experiment to decrease the uncertainty introduced in the
experiment by systematic and random variations. The task of statistical design is
to minimize the effect of the unwanted variations to increase the precision of the
quantities of interest. Two typical constraining factors in the number of microarrays
used in an experiment are the costs of the physical microarray and the amount of
RNA available for performing the hybridization.

As for any kind of scientific experiment, the usual design principles also hold
for microarray experiments. This means that blocking, randomization and crossing
are essential to get trustworthy results. We show how these principles can be

Statistics for Microarrays: Design, Analysis and Inference E. Wit and J. McClure
 2004 John Wiley & Sons, Ltd ISBN: 0-470-84993-2
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implemented in several typical circumstances for both two-channel cDNA chips as
well as for single-channel oligonucleotide arrays.

3.1 Sources of Variation

Any experimental scientist knows that one never gets the same results when repeat-
ing the same experiment. Whether there are several minute factors outside the
control of the experimenter that cause such differences or whether there is inherent
randomness in the experimental set-up, microarray experiments are subject to a lot
of variation.

Some changes are systematic variations due to foreseen changes in the exper-
iment. For instance, in a two-channel cDNA microarray experiment, the replicate
might have its dyes swapped. The Cy3 and Cy5 dyes are well known to have
different sensitivities (Bassett Jr et al. 1999). The first plot in Figure 3.1 shows,
how in a well-replicated experiment, gene expressions with one dye (microarray
1, 2 and 3) are quite distinct from the expressions with the other dye (microarray
4). Another type of variation is introduced if the base pair length of the probes are
varied across the array. Whereas Affymetrix arrays have probes with a constant
length of 25 base pairs, many spotted arrays have probes with varying length.
The second plot of Figure 3.1 shows clearly how there is an increasing expression
pattern as a result of increasing probe lengths. These sources of variation can be
accounted for.

There is also a type of unsystematic variation that behaves like chance vari-
ation, when seemingly nothing has changed in the experimental conditions. In
Figure 3.1, the three points corresponding to the sample of interest measured with
the same dye (6.1s, 6.2s and 6.3s) were replicates of the same condition. Chance-
like variation is well known to statisticians and forms the basis of statistical theory.
For example, measurement error is a common form of variability in experimental
science. Statistical tools are perfectly equipped to deal with this form of variation.

Finally, bias is a type of variation that can spell disaster to any kind of exper-
iment. Although one tries to control the experiment, keeping as many of the
circumstances constant, there is always the possibility that something changed
without the experimenter knowing. It could be that the room temperature during
two hybridizations differed, which, unbeknownst to the experimenter, caused a
subtle shift in the results. There are many potential influencing factors that are
impossible to control at all. We shall show how randomization is able to guard
against such systematic, but unknown variation.

We can broadly classify the variables according to distinct parts of a microarray
experiment. Table 3.1 extends the table in Draghici et al. (2001) in describing the
sources of variation in a typical two-channel cDNA microarray experiment. Many
of these variation sources also apply to other technologies, such as Affymetrix
oligo-chips.
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Figure 3.1 (a) A two-dimensional Sammon representation of four 4,624-
dimensional two-channel microarray replications. The fourth microarray is slightly
peculiar. This is the microarray in which the dyes were swapped. (b) There is a
clear correlation (0.67) between the expression pattern and the base pair length of
the probes.
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Table 3.1 Sources of variation in a cDNA microarray experiment.

Sources of variation in the mRNA

Differences in conditions.
Differences between experimental subjects within the same covariate level.
Differences between samples from the same subject.
Variation in mRNA extraction methods from original sample.
Variations in reverse transcription.
Differences in PCR amplification.
Different labelling efficiencies.

Sources of variation in the microarray production

Print-pin anomalies.
Variations in printed probe quantities even with the same pin.
Chip batch variation (due to many sources of unknown variations).
Differences in sequence length of the immobilized DNA.
Variations in chemical probe attachment levels to the slide.

Sources of variation in the hybridization process

Different dye sensitivities.
Inequalities in the application of mRNA to the slide.
Variations in the washing efficiencies of non-hybridized mRNA off the slide.
Other differences in hybridization parameters, such as:
• temperature
• experimenter
• time of the day.

Sources of variation in the scanning

Different scanners.
Different photo-multipliers or gain.
Different spot-finding software.
Different grid alignments.

3.2 Replication

Why replicate at all? If there were no other variability in the experiment except as a
result of different conditions, then there would indeed be no point in replicating an
experiment. One sample from any subject in each of the conditions would be able
to establish a unique expression profile for that condition. Replication comes into
the picture only in order to average out or in other ways to eliminate variations that
are due to sources of non-specific variation and in order to establish the significance
of these results. Sometimes, although this is quite rare, biologists may be interested
in the biological variation itself.
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A lot of confusion exists over what should be replicated. Replication can
occur on many different levels. A cursory glance at Table 3.1 shows how cer-
tain things can be kept constant while others may vary. For example, one could
replicate RNA by taking a new tissue from a different subject or by taking a
different PCR amplification of the RNA from the same tissue from the same
subject.

In general, the correct level of replication is determined by the population
about which inference is required. The only thing that is good enough to answer
biological questions are the so-called biological replicates. If the final aim of an
experiment is to make inference about breast tumours in general, then each sample
should be a biologically independent breast tumour sample. Samples from the same
breast cancer cell line are not good enough. If only such technical replicates are
used, then the conclusions will necessarily be limited to the cell line from which
the samples came.

3.2.1 Biological and technical replication

Replication in microarray experiments primarily involves the choice of a new bio-
logical sample to serve as a microarray target. Replicating biological samples is a
labour-intensive process and often involves PCR amplification, reverse transcrip-
tion and labelling. Instead, it would be much more convenient for an experimenter
to prepare a whole batch of mRNA in one run, reverse transcribe it together, label
it together and then apply it to different arrays. Unfortunately, this may lead to
serious bias. Consider the following example.

Example 3.1 Biological replicates. Table 3.2 shows several hypothetical expres-
sions for one gene in two cases. The first case is the situation in which the RNA

Table 3.2 Five hypothetical expressions for
one particular gene with true average expres-
sion 6. The expressions from the same sub-
ject are very stable but biased, whereas the
expressions from different subjects are more
variable but unbiased.

Run Same subject Different subjects

1 5 5
2 6 8
3 5 4
4 4 6
5 5 7

mean 5 6
s.d. 0.7 1.6
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comes from the same subject, whereas in the second situation, the tissue is obtained
each time from a completely new subject.

Whereas expression data from the same subject is very stable, there is no way
to find out if it is correct on average. Although the data from different subjects is
necessarily more variable, it does, on average, converge to the right answer. By
varying the subjects, the bias that each subject introduces is almost eliminated by
taking the mean.

The best way to evaluate the strength of your replication scheme is by counting
the degrees of freedom . The degrees of freedom are the number of independent
samples from the populations of interest minus the number of populations you
wish to compare. As a rule of thumb, the degrees of freedom should always
be positive and preferably larger than at least five to be able to do statistical
inference.

For example, in an experiment to compare a transgenic mouse type with a
wildstrain mouse type, four mice are sampled from each strain. From each mouse,
three aliquots are obtained. Finally, the 24 samples are hybridized to 12 two-
channel microarrays. Despite the 12 pairs of observations, this experiment has
only 6 degrees of freedom (8 mice minus 2 strains).

The actual gene expression values are the result of a particular reading of the
microarray by a scanner linked to a particular image analysis programme as a result
of a particular gridding procedure. Each scanner and each programme might have
their peculiarities and cause a specific bias to the spot intensity values. Re-gridding
and re-scanning slides by several different imaging programmes can be considered
a form of technical replication, which does not increase the degrees of freedom
but eliminates errors as a result of a particular scanning, gridding or programme
flaw.

Often, chip designs give the experimenter the opportunity to replicate genes or
ESTs on the same array. Affymetrix chips replicate each gene or ESTs between 11
and 20 times on each array. Despite these forms of replications, each chip in its
entirety is exposed to one and the same labelled mRNA. Therefore, this form of
replication is not biological replication and does not, therefore, increase the degrees
of freedom of the experiment. Nevertheless, these technical replicates may contain
useful information. Each of the technical replicates captures the variability due to
measurement error and due to hybridization inequalities across the slide. By taking
appropriate averages across technical replicates, bias due to mere measurement
error and hybridization inequalities can be reduced.

Since eventually one is interested in finding out the average expression level
of a gene under a particular condition, each new hybridization sample should
preferably come from a biological replicate out of the population of subjects with
the particular condition of interest. Only in this way is it safe to assume that none
of the variation introduces bias. The importance of biological replication instead of
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technical replication has been stressed by several authors (Churchill 2002; Draghici
et al. 2001; Yang and Speed 2002).

3.2.2 How many replicates?
Lee et al. (2000) derive the result that microarrays triplicates suffice for most
forms of inference. This result has been often quoted (e.g. Yang and Speed 2002),
if not as a gold standard then at least as a handy rule of thumb. In the original
paper, Lee et al. (2000) attain this result by considering only the replicability of
technical replicates on a single slide. Churchill (2002), indeed, reports that technical
replicates on the same slide are highly reproducible (correlation of 0.95), but it is
the reproducibility of biological replicates that is important for inference. Churchill
reports that biological replicates can have a correlation as low as 0.30. Sometimes
it is suggested that with three replicates it is possible to detect one anomalous
observation. Besides biasing the variance estimate, this ‘method’ cannot serve as
the basis for any formal procedure.

The two most obvious reasons why only a small number of replicates can be
considered is the limited budget and perhaps the limited availability of mRNA from
different biological replicates. Whereas these are valid experimental constraints, it
is important to see how under these constraints it is possible to optimize the exper-
imental design. This depends on the amount of noise present in the system and the
amount of certainty needed for the conclusions.

Noise levels vary from one experimenter to the next and from one slide tech-
nology to the next. Extremely careful experimenters using a very precise platform
and pooling a lot of mRNA could theoretically need only one replicate to evaluate
differential expression, even though they would not have any way of confirming
this result statistically. Human experimenters need replication for two purposes: (i)
to eliminate some of the inevitable variability by averaging the results and (ii) to
evaluate the statistical significance of their conclusions.

If microarrays were to be used for confirmatory analysis in which a high degree
of certainty about the conclusions has to be achieved, then many replications would
be required. Wernisch (2002) derives an approximation of the number of microar-
rays n needed to achieve (1 − α) certainty to detect a f -fold differential expression,
which can be expressed as

n ≥ σ 2 log f

z2
1−α

,

where z1−α is the (1 − α)th quantile of the standard normal. The next section is
dedicated, in part, to extending this result in order to derive a method to determine
the optimal number of arrays and pooling given the variability present in the sys-
tem and the level of accuracy required. Because of multiple comparisons of many
genes, the statistical significance levels should be taken merely as a guide.
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3.2.3 Pooling samples

Harvesting RNA can be difficult, especially when dealing with small organisms
such as plants. It is often necessary to combine RNA from several subjects in the
population to generate enough for application to a single microarray slide. This
is one occasion in which vice happens to be a virtue. By pooling the RNA from
several subjects, one effectively reduces the bias that each member of a population
introduces. Especially, if one has few chips available and is truly only interested
in the mean expression levels within a population and not in the variation of that
expression within that population, then this approach is a relatively cheap way to
maximize the accuracy of one’s results. The advantages of pooling biological sam-
ples to reduce the number of microarrays are also mentioned elsewhere (Churchill
2002; Churchill and Oliver 2001). In this section, we closely follow the setting
introduced by Kendziorski et al. (2003).

The literature is not uniformly in favour of pooling. It has been suggested that
‘pooling samples can also have the effect of averaging out the less significant
changes in expression’ (Affymetrix, GeneChip Help Notes). Perhaps, in one bio-
logical sample a certain gene is up-regulated, whereas in another biological sample
this is not the case. Obviously, the result of pooling is that this gene may not show
any large expression change. However, this averaging effect is the whole purpose
of pooling. A researcher is not interested in the particulars of the sample but in the
generalizations to a larger population, such as the population of all breast cancer
patients.

Although it is true that pooling prevents the estimation of the variability
between individual mRNA samples, this does not preclude the construction of
appropriate test statistics for determining significant differential expression. Even
if the question of interest is to determine a normal range of values within the
population of interest, then pooling can still be useful (see discussion around
Equation (3.2)). We discuss a method for selecting an optimal pooling strategy,
such that the variance of the test statistic of interest achieves a certain pre-specified
minimum.

The idea can be summarized in a few lines. If n samples from a particular gene
in one condition are expressed with a standard deviation of σ , then by mixing an
independent collection of n RNA samples, the observed biological variation reduces
to only σ/

√
n. For example, if each hybridization sample is made by pooling four

mRNA samples of different individuals within one condition, then this reduces
the biological variation by a factor of 2. It is essential that independent RNA
samples be used. If the RNA sample is created by aggregating replicates that have
been exposed to the same treatment simultaneously, then a smaller reduction in
variance is expected. Also, it is important that pooled RNA and its constituents
are applied to only one microarray. Replicate arrays should include pooled RNA
from completely different RNA samples.
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Optimal pooling

In this section, we shall make some practical suggestions about pooling samples
if one is interested in minimizing the cost of an experiment. Put in another way,
we shall try to find which replication scheme minimizes the variance given a fixed
budget. We shall call this approach optimal pooling. The mathematical details of
the approach are described in a later section.

The choice for pooling is really a decision about the trade-off between the cost
of sampling RNA and the cost of a microarray. If the extraction of an RNA sample
is very expensive relative to the cost of a microarray, pooling samples to reduce
variation is not particularly efficient, whereas if the extraction of RNA is quite
cheap, then pooling a lot of them on a single array is exactly the thing to do.

We indicate the cost of a single RNA extraction by Cs. This includes the costs of
actual extraction and pre-processing. However, it does not, importantly, include the
costs of the reverse transcription and labelling. These costs are included in the cost
Ca of a single microarray. For dual-channel microarrays there are two possibilities.
If a reference design (cf. reference designs in Section 3.5) is chosen, Ca is the
cost of the whole array including both dyes. If both channels contain samples of
interest (cf. loop and related designs in Section 3.5), Ca is half of this value.

The quantity σε represents biological variation. It stands for the gene expression
standard deviation for a particular gene in a particular condition if no technical and
measurement error were present. The quantity ση, on the other hand, represents
this type of technical and measurement variation.

Important result: If one wants to be certain that an f -fold difference with 1 − α

confidence will be detected, then the optimal number of arrays na and the optimal
number of samples pooled per array ns can be written as

na = σ 2
η + σεση

√
Cs/Ca

σ 2
0

and ns = σ 2
ε + σεση

√
Ca/Cs

σ 2
η + σεση

√
Cs/Ca

, (3.1)

where σ 2
0 = 1

2

(
log f
z1−α

)2
and the quantity z1−α is the (1 − α)th quantile of the stan-

dard normal distribution.

Example 3.2 In the derivation, the values for biological variation σε , technical
variation ση, cost per chip Ca and cost per sample preparation Cs are assumed
to be known and fixed. Whereas the first value is truly fixed, perhaps depending
only on the particular gene or EST, the other three values change from lab to
lab, platform to platform and certainly also over time. Continual improvement
of microarrays is likely to shrink the technical variation ση, whereas economies
of scale is likely to reduce the costs associated with the chip and with sample
preparation.
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Here, we deduce some reasonable current values for these constants, based on
numbers from the general literature. Other estimates can be generated by simply
replacing the values with one’s own numbers. Kendziorski et al. (2003) suggest that
$700 is a reasonable price for a microarray, including reagents, dyes and labour,
whereas $50 covers for the extraction of a typical RNA sample including labour.

Churchill (2002) found that the correlation between two arrays hybridized with
the same RNA is approximately 0.70, while this correlation for chips with RNA
from different biological replicates is just over 0.30—approximately 0.40 in our
experience. If θ is considered a random variable, namely as the expression of a
randomly selected gene, then the correlations can be expressed as a combination
of the quantities of interest,

Cor(θ + ε1 + η11, θ + ε1 + η12) ≈ 0.7,

Cor(θ + ε1 + η11, θ + ε2 + η21) ≈ 0.4,

where θ + εi is the actual expression of a particular sample i and ηij is the mea-
surement error associated with the j th technical replicate of sample i.

This results in the following set of equations:

σ 2
a + σ 2

ε

σ 2
a + σ 2

ε + σ 2
η

≈ 0.7,

σ 2
a

σ 2
a + σ 2

ε + σ 2
η

≈ 0.4,

where σa is the variation on a single microarray. Although this value depends on
the experimental settings and the type of chip used, we have observed array-wide
standard deviations between 0.6 and 1.0 for the log expression values in several
full genome, double precision (16 bit) arrays. For this example, we shall assume it
is 0.8. Combining these figures with the correlations that Churchill observed and
the expressions above, it is easy to derive expressions for σε and ση:

σε = 0.6 and ση = 0.6.

If we would like to detect a 1.5 fold change with 90% confidence, then
Equation (3.1) yields the optimal values for the number of arrays and the number
of samples:

na =
0.62 + 0.6 0.6

√
50
700

1
2

(
log 1.5
1.28

)2
= 9.1 and ns =

0.62 + 0.6 0.6
√

700
50

0.62 + 0.6 0.6
√

50
700

= 3.74.

This means that under these circumstances an approximately optimal pooling
regime is found by applying to each microarray a pool of four biological replicates.
Approximately nine microarrays are needed per condition to make sure that the



STATISTICAL DESIGN OF MICROARRAYS 33

required detection is obtained. Clearly, if replication improves, fewer microarrays
are needed, while if the price of a microarray goes down relative to the price
of a sample preparation, then more arrays will be used relative to the number of
pooled samples.

Estimation of biological variation under pooling

It has been argued that ‘pooling hides information about biological variance that
may be informative’ (http://www.med.upenn.edu/microarr/faq.htm). If a researcher
happens to be interested in the normal variation of a particular gene under a certain
condition, then this charge would be quite serious and should not be taken lightly.
Although pooling clearly reduces the biological variation, it does not, however,
prevent the estimation of biological variation as long as there are at least two
independent pools on separate arrays.

For example, if there are n chips for a particular condition and each of the
chips contains a pool of k biological replicates, then for each gene there are n

observations available:

x1, x2, . . . , xn.

The variation associated with these observations is not a direct estimate of the
biological variation. Instead, it is smaller due to pooling. The standard deviation
of these numbers in the pooled experiment, σpool, can be written as a function of
the biological standard deviation σbio:

σpool = σbio√
k

.

This follows directly from standard probability theory. This can be used to estimate
the biological variation from the observed variation:

σ̂bio =
√

kσ̂pool

=
√

k

n − 1

n∑
i=1

(xi − x)2. (3.2)

The estimate is of course only as good as the number of chips available. It does
not depend on the number of biological samples in each pool.

Implementation of optimal pooling in R: op.

The function op is designed to calculate the optimal number of arrays and samples
per arrays to minimize the costs while still maintaining a f-fold detection with
a confidence level of 1-alpha. The user has to specify the array.cost and
the sample.cost, as well as the biological variation, bio.sd, and the technical
variation, measurement.sd. The defaults for these values are taken from the
example in this section.
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Mathematical details

While the general 1/
√

n rule governs the use of pooled samples, it is possible
to deduce the optimal combination of pooling and replication to achieve the best
possible detection of differential expression using the minimal amount of resources.
Pooling samples is not without costs, and at a certain point, the reduction of
biological variation as a result of pooling is outweighed by these costs. In this
section, we deduce a formula for the optimal amount of pooling.

Let xij be the observed log expression of a particular gene in pool i for the j th
replication of that pool to an array. We write the expression as a combination of true
expression (θ ), biological, between-pool variation (ε) and technical variation (η),

xij = θ + εi + ηij .

The effect of the between-pool variation depends intrinsically on the number of
samples in the pool. The more samples within a pool, the less distinguishable
the pools become. Nevertheless, even if pools are mixtures of an infinite number
of samples and even if two samples of the same pool are applied to two arrays,
the expression of the same gene will not be the same. The reason for the dif-
ference is the result of the particular circumstances under which each microarray
is hybridized. The size of this effect is independent of pool size, since it is only
hybridization-specific.

The log transformation for microarray data approximately stabilizes the vari-
ances and makes gene-specific expression values approximately normal. For math-
ematical simplicity, we assume, therefore, that both between-pool and within-pool
variation is normally distributed, according to

εi ∼ N

(
0,

σ 2
ε

si

)
i = 1, . . . , na,

ηij ∼ N(0, σ 2
η ) j = 1,

where si is the number of samples in pool i and na is the number of pools. Each
pool is hybridized only once to a microarray. The standard deviation

√
σ 2

ε /si is
a direct result of the 1/

√
n rule. The total number of samples needed for this

experiment, ts, can be written as

ts =
na∑

i=1

si .

A natural estimate of the expression level θ is the sample mean x. Other robust
versions of the location parameter, such as a weighted mean or the median, are valid
as well. Optimality results do not differ very much for either choice of the location
parameter. Moreover, if the normality assumption is not violated and the variances
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σ 2
ε /si are all equal, then the mean is the best unbiased estimate. The variance of

the mean x is given as,

V (x) = V


 1

na

∑
i,j

[θ + εi + ηij ]




= 1

n2
a


 na∑

i=1

V (εi) +
∑
i,j

V (ηij )




=

na∑
i=1

1/si

n2
a

σ 2
ε + 1

na
σ 2

η . (3.3)

In order to minimize the variance of the estimate of the log-expression level,
it is clear that increasing both the number of arrays na as well as increasing the
number of samples in each pool si will reduce the overall variance. However,
increasing both results in spiralling costs and some kind of balance needs to be
found. We assume that there are two types of cost associated with the number of
samples in each RNA pool and the number of arrays used in the experiment. Let

Cs = cost per sample,

Ca = cost per microarray.

So, the optimization problem can be formulated as minimizing the costs,

C(s1, . . . , sna) = tsCs + naCa, (3.4)

under the constraint of fixing the variance at a certain level σ 2
0 ,

V (x) = σ 2
0 . (3.5)

From the point of view of symmetry, it is clear that the optimum is found at
ns := s1 = s2 = . . . = sp = ts/na. This reduces the expression of the variance of
the log expression in Equation (3.3) to

V (x) = σ 2
ε

ts
+ σ 2

η

na
. (3.6)

Euler–Lagrange optimization can be used to minimize the costs under the con-
straint of keeping the expected variation to a preset level. We find the minimum
of the objective function f ,

f (ts, na, λ) = tsCs + naCa + λ

(
σ 2

ε

ts
+ σ 2

η

na
− σ 2

0

)
,
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where λ is the Lagrange multiplier, by setting the following system of equations
to zero:

δ

δts
f (ts, na, λ) = Cs − λ

σ 2
ε

t2
s

δ

δna
f (ts, na, λ) = Ca − λ

σ 2
η

n2
a

δ

δλ
f (ts, na, λ) = σ 2

ε

ts
+ σ 2

η

na
− σ 2

0 .

This system is easily solved, and it can be shown that a minimum is found at

ts = σ 2
ε + σεση

√
Ca/Cs

σ 2
0

, and na = σ 2
η + σεση

√
Cs/Ca

σ 2
0

. (3.7)

From this it is clear that the solution only depends on the relative ratio of the array
versus sample costs Ca/Cs and on the relative ratio of the biological and technical
variability versus the prescribed total variability, σε/σ0 and ση/σ0, respectively.

The variability constraint (3.5) is most easily interpreted and reformulated in
terms of detectable fold-changes. If we assume the same error model for the log
expressions yij of the same gene in another condition, then the differential expres-
sion test statistic,

T = x − y (3.8)

has a variance of 2σ 2
0 . If one wishes to detect f -fold increases at a (1 − α)% confi-

dence level, then this means solving P (T < 0) = 1 − α where T ∼ N(log f, 2σ 2
0 ),

i.e.,

log f√
2σ 2

0

= z1−α.

Therefore, we can substitute the following expression for σ 2
0 in the optimum

Equation (3.7):

σ 2
0 = 1

2

(
log f

z1−α

)2

. (3.9)

An argument can be made for replacing z1−α by z1−α/2. The latter is more stringent
and corresponds to a two-sided test as opposed to a one-sided test.

3.3 Design Principles

When performing a microarray experiment, one comes across many practical ques-
tions. In an experiment, should arrays from the same batch or from different batches
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be used? If one has access to several scanners, should one scan the array with one
scanner or with several scanners? And, does this matter? In a cDNA experiment,
should one aim for probes with the same number of base pairs? The answer to
these questions are inherently statistical.

Statistical design was first introduced by Ronald A. Fisher in the 1920s for
designing agricultural field trials. The relevance of these ideas when designing a
scientific experiment has only increased since then. The design of agricultural field
trials applies directly to microarray experiments.

In order to explain the principles of statistical design, several design con-
cepts have to be explained. First, the terms treatment or condition stand for any
attribute of primary interest in the experiment. ‘Condition’ is generally used to
describe an immutable attribute, such as, for instance, ‘wild type’ or a particular
cancer strain, whereas ‘treatment’ stands for an attribute that, in principle, can
be assigned, such as, for instance, a particular sampling time point or a radiation
treatment.

A statistical unit is an independent replicate that is subject to a condition or
treatment of interest. Technically speaking, each microarray is a statistical unit. It
is, however, more common (Glonek and Solomon 2004; Yang and Speed 2002) to
consider each gene or EST as a statistical unit.

A blocking factor is a condition that is expected to have some influence on the
outcome but which is not of any particular interest. It is known, for instance, that
different print-pins might have different efficiencies. Other examples of blocking
factors are experimenters and microarray batches.

When crossing factors, one assigns all possible combinations of these fac-
tors to the units. The most common cross is that of the gene factor with the
dye factor, which is more commonly known as a dye-swap experiment. If fac-
tors are not properly crossed, then confounding can occur. Two factors are con-
founded when the levels of one factor are always observed with exactly the
same levels of the other. For example, if the condition A is always hybridized
in the Cy3 channel and condition B in the Cy5 channel, then dyes and condi-
tions are confounded. The danger of confounding is that it makes it impossible
to decide whether the observed changes are the result of one or the other fac-
tor.

3.3.1 Blocking, crossing and randomization

The principles of microarray design can be summarized by the following three
general design ideas (Cobb 1998; Draghici et al. 2001):

1. Blocking: Subdivide the units into blocking factors, that is, groups of similar
units; then assign the treatments or conditions of interest to units separately
within each block.

2. Randomization: A chance device should be used to assign treatments or
conditions to units.
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3. Crossing: In order to compare the effects of two or more sets of condi-
tions in the same experiment, cross them. This means that you should take
the set of all possible factor combinations as your potential set of experi-
ments.

Replication involves a careful identification of potential sources of variation
and deliberately varying them while keeping only the conditions of interest fixed.
If microarrays from several different batches are available, then it is important to
acknowledge this explicitly by including a blocking factor. Blocking transforms
unplanned, systematic bias into planned, systematic variation.

Confounding

It would be undesirable, however, to assign all the samples from one condition to
one batch and all those of the other condition to another batch. In this set-up, it
would be impossible to decide whether observed differences between gene expres-
sions from the two conditions are due to these conditions or due to the different
batches. This is a classical example of confounding. One can avoid confounding
by making sure that the variables are appropriately crossed. For example, if two
batches of microarrays are available, then half of the mRNA of each of the two
conditions should be hybridized using microarrays from one batch and the other
half to the arrays from the other batch.

Randomization

Even if blocking and crossing are consistently applied, the risk of bias still exists.
For example, it may not seem unreasonable to hybridize within each batch the
mRNA from the first condition to microarrays with an even serial number and
mRNA from the second condition to arrays with an odd serial number. This seems
to satisfy the requirement of properly crossing conditions within each block.

However, what if, unbeknownst to the experimenter, the chips with even serial
numbers were spotted by one spotting machine and those with odd serial numbers
by another. So, whereas the experimenter believes that the differential expression
is the result of the two different conditions, it is in fact due to the two different
spotting instruments. This may seem far-fetched, but science is riddled by such
horror stories. Is there any way to protect an experiment against any such unknown
systematic bias? The only way this is possible is by avoiding any kind of systematic
assignment. The best non-systematic way to assign the treatments to the units
in each block is by randomization. Experimenters should keep a coin in their
office to assign, for example, the mRNA samples from different conditions to the
different microarrays in a batch. Randomization is a key instrument in avoiding
bias: one should make random rather than arbitrary decisions in the design of an
experiment.

Unfortunately, not all effects can be blocked or randomized. For example, it
is difficult to vary the array layout within a single experiment. Manufacturers of
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microarrays mass-produce chips with a fixed layout of genes or ESTs. Even the
layout of custom arrays is constant for a whole batch of arrays. This could be a
potential problem if certain areas of a slide are subject to systematic effects.

3.3.2 Design and normalization

In the microarray field, a whole normalization industry has appeared that tradi-
tionally used to be part of statistical design. Normalization promises to eliminate
systematic artifacts from the data and to return a ‘cleaner’ set of data, which can
then be used for analysis.

Traditional statistical wisdom prefers to analyze nuisance effects together with
the effects of interest. For example, Kerr et al. (2000) define the following linear
model,

log(yijkg) = µ + Ai + Dj + Vk + Gg + (AG)ig + (V G)kg + εijkg,

both to evaluate differential expression, (V G)kg , as well as to measure a score of
nuisance effects, such as the array effect, Ai , dye effect, Dj , and spot effect (AG)ig.
The problem with this model is that it is both too simple and too complicated. In
principle, no effect can be linear, as the expressions are bounded below and above
by 0 and 216 − 1 for a 16-bit image, respectively. Moreover, the efficiencies of
the Cy3 and Cy5 dyes have shown a clear non-linear relationship, as can be seen
for instance in Figure 3.2. The model is rather involved on the other hand. By
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4
6

8
10

Cy3

C
y5

Non-linear dye effect

Figure 3.2 Scatter plot of the log-transformed expressions on a two-channel
cDNA microarray.
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including an individual spot effect, the model involves an enormous amount of
parameters. Since this addition costs half of the available degrees of freedom, it
might be just as easy to consider taking log ratios immediately.

Therefore, in this book, we take the approach of explicitly normalizing for the
important nuisance effects before inference. The large amount of data available
allows the estimation of non-linear dye efficiencies and spatial effects. Chapter 4
deals with this topic.

However, carry-over or so-called ‘bleeding’ effects of neighbouring genes are
well known (Draghici et al. 2001) and this is very hard to correct by any type
of normalization. Future improvements of the chip technology will undoubtedly
be aimed at minimizing carry-over and other spatial effects so that the layout of
the genes on the chip becomes insubstantial and does not necessarily have to be
crossed.

‘Dye swap’ versus ‘dye balance’

The design principle of blocking and crossing applies to assigning the dyes in
dual-channel array experiments. ‘Dye-swap’ experiments measure two conditions
in the two possible dye assignments. Dye swapping is an excellent way to protect
against a systematic dye effect.

However, in large experiments with many conditions explicit dye swapping of
each pair of conditions can be inefficient. The details of this will be discussed
in Section 3.5.1. Not too much importance should be attached to the ‘dye-swap
principle’. As we have explained above, the dye effect can be largely eliminated
with normalization techniques.

The idea of dye swapping should be replaced by ‘dye balance’. In large exper-
iments, it is impossible to perform all comparisons explicitly, let alone do a dye
swap. These experiments will become more and more the norm as two-channel
microarrays become cheaper. As a subset of all possible comparisons has to be
selected, it is helpful if each condition is measured equally often with the Cy3 dye
as with the Cy5 dye. This is called dye balance.

A class of designs that guarantees dye balance is the class of interwoven loop
designs. An interwoven loop design is loosely defined as a set of comparisons that
are lined up in one or more loops. For example, Figure 3.3 shows an interwoven
loop design of 10 conditions with 2 loops. The first loop has step size 1, whereas
the second loop has step size 4.

3.4 Single-channel Microarray Design

Single-channel arrays, of which the Affymetrix system is the most predominant,
can be used to tackle many types of experiments. There have been implementations
for simple comparative experiments, more complex multi-comparison experiments,
time-course or cascading experiments, subgroup discovery experiments and exper-
iments in the form of a diagnostic test.
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A-optimality score for contrasts: Tr[ Inv(X’X)] = 22.5.
Number of arrays = 20.  Number of conditions = 10

1
2

3

4

5
6

7

8

9

10

Balanced dye assignment

Figure 3.3 An interwoven loop design guarantees balance of the two dyes. Each
arrow represents a two-channel microarray. The back of the arrow points to con-
dition in the Cy3 channel, whereas the front points to the condition in the Cy5
channel.

3.4.1 Design issues

The design of single-channel experiments consists of three steps: (i) identifying the
conditions of interest, (ii) obtaining biological replicates of each of the conditions
and (iii) preparing the hybridization sample, possibly pooling biological replicates.
Each of these steps involves a combination of skills and materials.

Deciding on the conditions of interest requires keen biological understanding
of potentially interesting comparisons or developmental stages. In a comparative
experiment, two or more interesting populations should be selected for biologically
meaningful comparisons. When doing a time-course experiment, the moments of
sampling are the conditions of interest and should correspond with salient bio-
logical developments. If in the future, microarrays are going to be used as a
diagnostic test in hospitals, then each patient represents a separate condition of
interest.

Each of the conditions in the experiment is considered a separate population
from which biological replications can be sampled. The number of samples that
needs to be taken depends on the amount of microarrays that are available, the
number of conditions that need to be compared and the accuracy that needs
to be attained. All these requirements should be balanced against one another.
Pooling biological replicates into a single hybridization sample can aid infer-
ential precision while keeping the number of chips limited, as is discussed in
Section 3.2.3.



42 STATISTICAL DESIGN OF MICROARRAYS

Design layout single-channel chips
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Figure 3.4 A single-channel design where four conditions are compared using
three microarrays for each condition. The hybridization mixture for each chip
contains a pool of two biological samples.

3.4.2 Design layout

The design of a single-channel microarray experiment can be represented by means
of a graph, such as in Figure 3.4. In this hypothetical experiment, four conditions
are compared with each other. Each condition is represented by three microarrays
that have been hybridized with a RNA pool of two biological replicates. Smaller
designs with small numbers of chips and conditions can easily be represented as
such.

In the mammary gland experiment (cf. Section 1.2.4), the changes in expression
levels over four major development stages within mice—virgin phase, pregnancy,
lactation and involution of the breast—are of interest. Within each phase, several
days are sampled. Three biological replicates are obtained for each of the days that
have been selected. Each microarray has been hybridized with the RNA of a single
replicate. No pooling was performed. The resulting 54 microarrays covering 18
time points within four developmental stages make up the experiment. Figure 3.5
represents this nested design.

3.4.3 Dealing with technical replicates

Many microarray experiments involve the use of technical replicates, that is, obser-
vations on the same RNA or on several extractions from the same biological
replicate. Although the use of technical replicates at the cost of a new microarray
is discouraged, several single-channel experimental systems, such as Affymetrix
GeneChip, come with built-in technical replicates. These replicates can help to
average out nuisance effects, such as spatial variation or spot effects.

Whether the technical replicates are on the same array or on different arrays, the
best way to deal with them is by summarizing the replicates into a single value.
If several technical replicates are available from a particular biological sample,
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Figure 3.5 The mammary gland development time-course experiment has a sli-
ghtly more complicated design. The conditions days, are nested in the condition
developmental stage.

then the gene expression values for that sample are best replaced by the mean
or median of all the technical replicates. In this way, the number of independent
replicates, or degrees of freedom, corresponds to the number of observations, and
no adjustments have to be made in downstream analyses.

For the Affymetrix platform, the MAS 5.0 software stores a single summary
of all 11–20 available technical replicates for each gene in a .CEL file. There are
other ways to summarize the data. Li et al. (2003) describe a method that mod-
els the expression values in a multiplicative fashion from which a gene-specific
expression value results. In principle, the standard errors from the group of tech-
nical replicates can be used as a quality index for subsequent analyses, as long as
technical replicates are not interpreted as independent observations.

Conclusions

If each microarray is considered a blocking factor, then for one-channel oligonu-
cleotide arrays it is not possible to apply more than one condition within each
block. As a consequence, each condition should be applied to a separate array.
This might mean that array effects are difficult to spot. On the other hand, a
one-channel microarray experiment can be nothing but blissfully ignorant of this
potential bias. For a single-channel array, there is no essential difference between
comparing two or more than two conditions. Each of the conditions needs to be
hybridized separately to the arrays. This leads to great simplifications in the design
as compared to two-channel arrays that we shall discuss hereafter.

Several principles should, nevertheless, be kept in mind. Pooling of mRNA sam-
ples and biological replication is recommended. In order to be able to distinguish
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between the variation contribution of the conditions and the array effect, each con-
dition should be replicated several times.

3.5 Two-channel Microarray Designs

The design principles we have discussed in the previous sections have focused on
carefully choosing replicate experimental units, blocking structural effects, crossing
these effects appropriately and avoiding any additional bias through randomization.
The implications of these principles are explored in this section, where we derive
practical recommendations for two-channel microarray designs. Several authors
(Glonek and Solomon 2004; Kerr and Churchill 2001a,c; Yang and Speed 2002)
focus on two-channel microarrays and come up with several practically useful
recommendations. Our discussion will extend some of their recommendations and
provide a practical tool to derive actual designs.

3.5.1 Optimal design of dual-channel arrays

Optimal design is an established area of statistical research. The term refers to the
optimal assignment of the units, here microarrays, to the treatments or conditions
in such a way as to optimize a particular score function. A-optimality, for example,
considers the sum of all the variances of the parameter estimates of interest. This
form of optimality has been considered before by Kerr et al. (2000) in a microarray
setting. We shall also consider D-optimality, which aims to minimize the determi-
nant of the matrix (AtA)−1, where A is the design matrix. This is not extremely
different from A-optimality, although it also punishes for estimates that are highly
correlated.

A dual-channel array will yield two intensity values for every spot. The two
values are associated with the amount of mRNA that is produced for each gene
under either condition. It has been shown in Section 6.1.1 that if one would like
to minimize the risk of bias as a result of spot unevenness, then it is safer
to consider the ratio of the two spot intensities as a single observation, rather
than as two separate observations. However, ratios have problematic behaviour
as the denominator gets close to zero and treat the numerator and denominator
in an asymmetric way. For this reason, we consider the log transformation of
ratios.

We assume, for simplicity, that the variation of a spot log ratio is the same
across different arrays for a particular gene, say σg. For the moment, we focus our
discussion on the expression of a single gene and, therefore, drop the reference to
the specific gene g from our notation. The distribution of the log ratio can come
from a wide family of symmetric distributions with a finite second moment, but
without loss of generality we assume that it is normal.

Let xi be the log-expression ratio, log(yr
i /y

g

i ), of a particular gene on array i

which has been assigned to treatment r(i) in the red channel and to treatment g(i)
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in the green channel. We model the log ratio xi as

xi ∼ N(dr(i),g(i), σ ).

The parameter dr(i),g(i) represents the average log difference in expression between
treatments r(i) and g(i). In particular, we can write

dr(i),g(i) = θr(i) − θg(i),

where θj represents the mean log expression of the selected gene under condition
j . This way of defining dij makes it explicit that a form of transitivity holds,
namely dij = dik − dkj .

Unidentifiability

If we consider c different conditions, then the parameters of interest are

θ1, θ2, . . . , θc.

Unfortunately, it is impossible to estimate all these variables if we only observe
log differences. To see that the variables are unidentifiable, consider the following
simple example. If we observe a log-difference of 5 between conditions 1 and 2
and a log-difference of −3 between conditions 2 and 3, then this could mean that
θ1 = 6, θ2 = 1 and θ3 = 4, or that θ1 = 9, θ2 = 4 and θ3 = 7 or an infinite number
of other possibilities.

We can impose, for example, the constraint that θ1 = 0. This is identical to
using the parameters d21 ≡ θ2, d31 ≡ θ3, . . . , dc1 ≡ θc for the parametrization.

Matrix formulation of a two-channel microarray experiment

If n dual-channel arrays are available, then we can observe n log ratios, x1, . . . , xn.
Considering the parameter constraints from the previous section, we model the log
ratios as

xi = dr(i),g(i) + εi,

= dr(i),1 − dg(i),1 + εi, i = 1, . . . , n, (3.10)

where εi ∼ N(0, σ 2) and d11 = 0. Expression (3.10) can be written in matrix form,
that is,

x = Ad + ε, (3.11)

where d = (d21, d31, . . . , dc1) and the matrix A is called the design matrix. For
example, the three gene expression ratios in the loop design experiment in
Figure 3.6 can be represented by means of the following matrix operation:

 x1
x2
x3


 =


 −1 0

1 −1
0 1


(

d21
d31

)
+ ε.
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Figure 3.6 A three slide loop design.

Several people have proposed such a description of a microarray experiment (e.g.
Bretz et al. 2003). Some have considered a more complicated design matrix, includ-
ing, for example, dye effects and other nuisance parameters. We explicitly do not
consider those parameters as we believe that in such experiments these are best
dealt with off-line. In the chapter about normalization, we deal explicitly with ways
on how to deal with nuisance parameters.

The advantage of this way of writing the microarray experiment, namely in
terms of a design matrix, is that it allows one to use standard statistical techniques
to evaluate the efficiency of the design.

Optimal design principles

One of the primary technical aims of a microarray experiment is to get adequate
estimates of the gene expressions θ1, θ2, . . . , θc across all the c conditions and
for each of the genes. In other words, one would like to obtain the most precise
estimates for all the

(
c
2

)
mean log ratios,

d21 d31 . . . dc1
d23 . . . dc2

. . .
...

dc,c−1

.

For defining the model we only need the top row, d = (d21, . . . , dc1), as all the
other parameters are linear combinations of d. Standard statistical theory of linear
models (e.g. Weisberg 1985) shows that the best estimate d̂ of d = (d21, . . . , dc1)

is given as

d̂ = (AtA)−1Atx.
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The estimate d̂ is a linear combination of the normally distributed x, and therefore
it can be shown that d̂ is normally distributed with the correct mean and a variance
that depends crucially on the design matrix A, namely

d̂ ∼ N(d, (AtA)−1σ 2).

For example, in the three slide loop design from Figure 3.6 the estimate of the
parameters d = (d21, d31) under the assumption of normally distributed log-ratio
expressions is given as(

d̂21

d̂31

)
∼ N

((
d21
d31

)
, σ 2

(
2/3 1/3
1/3 2/3

))
.

Design optimality relates to ‘minimizing’ the variance component, (AtA)−1. This
quantity is multidimensional and should therefore be summarized into a one-
dimensional score. Two commonly used summaries are the so-called D-optimality
and A-optimality.

Definition 3.1 A D-optimal design is a design whose design matrix minimizes the
determinant of (AtA)−1, or

AD-opt = arg max |AtA|.
Definition 3.2 An A-optimal design is a design whose design matrix minimizes the
sum of all variances of the estimates of the parameters,

AA-opt = arg min Tr
(
(AtA)−1

)
. (3.12)

Sometimes there are more parameters of interest than are needed for the
parameterization of the model, that is, d = (d21, . . . , dc1). For example, if we
are interested in all possible contrasts, one could wish to minimize the sum of all
the variances of the estimates of these contrasts. By choosing an appropriate matrix
C, the vector Cd can represent any combination of the contrasts of interest. An
A-optimal design for Cd is defined as

AA-opt = arg min Tr
(
C(AtA)−1Ct

)
. (3.13)

The score in both definitions is maximized over the permissable set of designs.
This set depends typically on the budget as well as on the available RNA. In what
follows, we assume that the choice of a particular design depends only on the
number of available arrays.

The parameters of interest in the three-array loop design are (d21, d31, d32).
Therefore, the matrix C in Equation (3.13) is given as

 d21
d31
d32


 =


 1 0

−1 1
0 1


(

d21
d31

)
. (3.14)
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The variance–covariance matrix of the parameters (d21, d31, d32) is proportional to

C(AtA)−1Ct =

 2/3 1/3 1/3

1/3 2/3 1/2
1/3 1/3 2/3


 .

Therefore the sum of variances in this design is 2, which corresponds to the value
of the ‘average variance’ of 0.67 in Table 1 in Yang and Speed (2002). In this
three-array loop design, the determinant score is

|AtA| =
∣∣∣∣ 2 −1
−1 2

∣∣∣∣ = 3.

For a D-optimal design, it is not necessary to select the parameters of interest.
By taking the determinant, it also takes the correlations between parameters into
account.

Finding optimal designs

Finding optimal designs is a non-trivial task, particularly for designs with many
microarrays and many conditions. Kerr and Churchill (2001a) show that it is pos-
sible to search for A-optimal design exhaustively only when the number of slides
and conditions are limited, that is, typically less than 10. This is not particularly
realistic for most microarray designs. Others, such as Bagchi and Cheng (1993),
have suggested heuristics to find efficient, but not necessarily optimal designs.

We follow an approach suggested in Wit et al. (2004a) to find designs that are
close to optimal. They use a technique, called simulated annealing (Kirkpatrick et
al. 1983), to search the enormous design space of all possible ways to assign c

conditions to a certain number of arrays. This space contains many local optima and
the techniques aims to find the optimal design. Simulated annealing is an iterative
search algorithm that progressively makes stronger requirements for accepting a
new design. The acceptance probability for a new design is given as

Acceptance probability = min

{
1,

(
f (Anew)

f (Aold)

)1/T
}

,

where T is a tuning parameter, called the temperature, which is slowly lowered
down to zero. The function f is the objective function that needs to be maximized,
that is,

f (A) = |AtA| D-optimal designs

f (A) = 1

Tr((AtA)−1)
A-optimal designs.

Initially, almost every proposed move is accepted, whereas near the end only moves
that improve the score are considered. The technique is fast and can be tuned to
any required precision.
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Examples of optimal designs

Reference designs have been the preferred design in the early days of microarray
experiments. Nevertheless, loop designs are far more efficient in estimating the
parameters of interest when comparing a small to moderate number of conditions.
This is true for any optimality criterion that is considered. For example, Figure 3.6
shows the A-optimal and D-optimal design in the three-array–three-condition case.

The problem of finding an optimal design becomes more pertinent when (i)
there are more conditions and (ii) there are more slides. Kerr and Churchill (2001a)
already noticed, for example, that a loop design stops being optimal when there are
more than eight conditions. Their conclusion was based on an exhaustive search of
all possible designs. Unfortunately, this becomes completely intractable for large
experiments.

Finding optimal designs with simulated annealing (Wit et al. 2004a) can over-
come the computational issue. Figure 3.7 shows the optimal design found by
simulated annealing for an experiment with 15 conditions and 45 microarrays.
The design represented may not actually be the real optimum, but several different
starting points guarantee that it must be close. Although this may not be clear
immediately from the image, the optimal design assigns to each condition exactly
six channels. This means that the optimal design is a form of an interwoven loop
design.

Stochastic search of A-optimal design for contrasts with simulated annealing.
Acceptance rate = 43.6%.  Score = Tr[Inv(X’ X)] = 35.1455.  Number of iterations = 1e+06.

Number of arrays = 45.  Number of conditions = 15

1
2

3

4

5

6

7

89

10

11

12

13

14

15

Figure 3.7 Finding A-optimal designs become more intractable for large exper-
iments. Simulated annealing is able to find a close-to-optimal solution for an
experiment with 45 arrays and 15 different conditions.
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Calculating a (close to) optimal solution, such as the one in Figure 3.7, might
be of limited use only. It can be difficult to convince biologists to use exactly
this design, and rightly so. The likelihood of making an administrative error in
performing such an intricate experimental design can be quite large. Nevertheless,
an optimal design can be used as a type of benchmark. One can compare the score
of an intuitive design to the score of the optimal design and then decide whether
a lot is lost by using the former.

Implementation of optimal design in R: the od function

Simulated annealing is a powerful optimization tool. Kirkpatrick et al. (1983) derive
conditions under which it is guaranteed that the global maximum would be found,
even in a space full of local maxima. Wit et al. (2004a) implement a tool in R
for finding A- and D-optimal designs for two-channel microarrays. The function
od calculates an (approximate) optimal design for nt conditions and ns slides. By
default, it uses n.iter = 1000 iterations, which is sufficient for small designs.
However, for larger designs a larger number of iterations should be specified, as
well as a value for ok.final.temp, which is closer to zero.

3.5.2 Several practical two-channel designs

In this section, we consider practical microarray designs. Rather than propos-
ing only optimal designs, we also consider designs that are marginally subop-
timal, but with other desirable properties, such as simplicity or biological rele-
vance.

Comparing two conditions

Many microarray experiments are performed to answer relatively simple scientific
questions. Often it is of interest to compare the gene expression profile for a
treatment to some control condition. Two-channel cDNA microarrays are perfectly
suited for this kind of experiment. On each array, both target conditions can be
applied simultaneously, which makes controlling for the array block effect trivial.
Pooled biological replications reduce the overall variability. And by swapping
dyes evenly across the replicates, the variation introduced by the dyes is efficiently
controlled. This design is known in the statistical literature as a complete block
design, since within each array it is possible to measure all the conditions of
interest.

The skin cancer experiment is a good example of a simple but effective two-
condition microarray experiment. It uses four microarrays. On each of the arrays,
both the conditions, that is, cancer and normal, are applied. Moreover, each con-
dition is measured twice in the Cy3 channel and twice in the Cy5 channel.
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Microarray
Cy5Cy3

Condition 3......

Condition n Condition 2

Condition 1

Figure 3.8 A general loop design. Each of the arrows stands for a single two-
channel array, where the origin indicates the Cy3 dye.

Comparing more than two conditions

When more than two conditions are considered, it means automatically that no
direct comparisons of all conditions can take place within a single two-channel chip.
Any design of this type is called an incomplete block design. Initially, this problem
was solved by considering a fixed reference sample, to which each condition could
be compared. This design is known as the reference design. Kerr and Churchill
(2001a) quickly pointed out that such a design can be quite inefficient, because it
puts a lot of resources into measuring a reference sample, which is essentially of
no interest. Instead, by dropping the reference sample altogether and comparing
each sample with one of the others, a much more efficient design can be achieved.
A special case of such design, shown in Figure 3.8, has been named a loop design
by Kerr and Churchill, because it lines up the conditions in a loop. The design
uses the same amount of microarrays as there are conditions.

For a moderate number of conditions, the loop design results in the least amount
of variance of gene-specific differential expression estimates. It is therefore an
A-optimal design. Moreover, in a loop design each condition is evenly crossed
with each of the dyes. Such balance increases the overall accuracy and ease of
calculation. However, if the number of conditions is more than eight, then a loop
design is no longer A-optimal. For experiments with nine or more conditions, a
form of a reference design, such as in Figure 3.9, is A-optimal.

When there are too many conditions, the efficiency of loop designs decreases.
When one wants to compare conditions on either end of the loop, then one has to
go through many intermediate comparisons in which error accumulates. If more
resources are available, several loops can be considered (e.g. Figure 3.10). A so-
called interwoven loop design can remedy some of the problems that are caused
by long distances between the conditions in the loop. The interwoven loop design
effectively replicates the loop design for a different ordering of the conditions (cf.
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Stochastic search of A-optimal design for contrasts with simulated annealing.
Acceptance rate = 24.7%.  Score = Tr[Inv(X’ X)] = 57.5.  Number of iterations = 5,000.

Number of arrays = 9.  Number of conditions = 9
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Figure 3.9 With nine conditions and nine arrays, a loop design is not A-optimal
anymore.
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Stochastic search of A-optimal design for contrasts with simulated annealing.
Acceptance rate = 35%.  Score = Tr[Inv(X’ X)] = 17.6757.  Number of iterations = 5,000.

Number of arrays = 18.  Number of conditions = 9

Figure 3.10 If two or more arrays are available per condition, a variation of a
loop design, the interwoven loop design, is A-optimal.

Figure 3.11). Although optimality properties of such interwoven loop designs are
harder to prove, it can be balanced with respect to the dye factor.

Designs for time-course experiments

Time-course experiments also fall within the remit of the previous section. Each of
the time points can be seen as a different condition. Yang and Speed (2002) suggest
alternative designs, but recommend the loop design for time-course experiments.
Loop designs for time-course experiments have the same desirable properties as
for any multi-condition experiment.
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Microarray
Cy5Cy3

Condition 3Condition 4

Condition 5 Condition 2

Condition 1

Figure 3.11 Typical example of an interwoven loop design. Each of the arrays
stands for a single two-channel array, where the origin indicates the Cy3 dye.

A-optimality score for contrasts: Tr[Inv(X’ X)] = 35.
Number of arrays = 45.  Number of conditions = 15
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Figure 3.12 Design for an experiment with 15 time points and 45 slides that has
the highest A-optimality score in the class of interwoven loop designs.

Large experiments complicate the choice of design. Explicit searches of the
design space become impossible and approximately optimal designs can be rather
daunting (e.g. Figure 3.7). For this reason, Khanin and Wit (2004) suggest reduc-
ing the design space for large time-course microarray experiments to the class
of interwoven loop designs. From empirical evidence, it is clear that the opti-
mal interwoven loop design is generally very close to the true optimal design.
Figure 3.12 represents the best interwoven design. Its score, Tr(AtA)−1 = 35,
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compares favourably with the computationally intensive and biologically unintu-
itive ‘optimal’ design with a score of 35.15.

In time-course experiments, not all comparisons may be equally important.
Since the conditions are naturally ordered, the biologist could weigh neighbouring
time points and time points that are further apart differently. For example, if the
general pattern is important, it might be that the biologist is more interested in
changes from the beginning to the end. However, if the biologist would like to
identify where a sudden change in expression occurred, then she might be more
interested in the comparisons of neighbouring time points.

We propose to look at A-optimal designs where each variance of the parameter
dij , that is, the mean difference between the log expression at time point i and
time point j , is weighted by

wij = w|i−j | (3.15)

Values of w > 1 greater than one correspond to putting more weight on compar-
isons between time points that are further apart, whereas values of 0 < w < 1 less
than one stress comparisons of neighbouring time points.

We can describe a weighted A-optimal design with the help of matrix algebra.
In Section 3.5.1 we have introduced matrix notation for a microarray experiment.
A is the design matrix of the experiment if the vector of observed log-expression
ratios, x = log Cy3/Cy5 can be written as

x = Ad + ε,

where d is the average log-expression difference between all time points and time
point 1. The variance–covariance matrix of the estimate d̂ of d is given as

V (d̂) = σ 2(AtA)−1.

Let C be the matrix that defines all contrasts, such as, for example, in Equation
(3.14). The variance–covariance matrix of all contrasts is proportional to

C(AtA)−1Ct . (3.16)

An un-weighted A-optimal design, minimizes the trace of the matrix in Equation
(3.16). Let W be a diagonal matrix whose diagonal elements are selected according
to weights in Equation (3.15). A weighted A-optimal design associated with weights
W is defined as the matrix

AA-opt(W) = arg min Tr(WC(AtA)−1Ct)

= arg min Tr(CtWC(AtA)−1). (3.17)

The matrix algebraic equality in Equation (3.17) can lead to substantial compu-
tational savings, as the matrix CtWC(AtA)−1 is typically smaller and the matrix
CtWC can be calculated once off-line.
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Weighted A-optimal design: w = 0.75

Stochastic search of A-optimal design for weighted contrasts with simulated annealing.
Acceptance rate = 35%.  Score = Tr[W Inv(X’X)] = 17.1975.  Number of iterations = 10,000.

Number of arrays = 18.  Number of conditions = 9
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Figure 3.13 Weighted A-optimal design for an experiment with 9 time points and
18 slides arrays.

Optimal interwoven loop design in R: the od function. The function od can
also handle the search of A- and D-optimal designs in the class of interwoven
loop designs. It requires the specification of the number of conditions, nt, and
the number of arrays, ns, from which the number of loops are calculated, ns/nt .
Also, the restriction to a search of an optimal design in the class of interwoven
loop designs should be specified as method = "loop".

Weighted A-optimal designs in R: the od function. By specifying the parameter
weight, the function od searches for weighted A-optimal designs. A positive
number will act as the constant w in Equation (3.15). A value less than one will
favour nearby comparisons, whereas a value greater than one will favour long-
distance comparisons. Figure 3.13 shows a weighted A-optimal design for a value
of w = 0.75. The design is quite complicated and it is possible to use instead a
more intuitive interwoven loop design. Figure 3.14 of an interwoven loop design
with steps 1 and 3 is the result of od(9, 18, method = "loop", weight =
0.75). Computationally, finding the best interwoven loop design is much faster,
and the resulting score of 17.47 is not much worse than 17.20, achieved by the
A-optimal design in Figure 3.13.

Using microarrays as diagnostic test

When the price of microarrays drops and the technology matures, it is possible
that they become standard diagnostic tools in the medical profession. Microarrays
have already been applied successfully in predicting cancer classes on the basis
of individual expression profiles (Golub et al. 1999). When performing diagnostic
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Weighted interwoven loop: w = 0.75

A-optimality score for weighted contrasts: Tr[W Inv(X’X)] = 17.4681.
Number of arrays = 18.  Number of conditions = 9
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Figure 3.14 Weighted interwoven loop design for an experiment with 9 time
points and 18 slides arrays that is close to being A-optimal.

tests, it is often impractical and generally undesirable to wait for a group of patients
for whom the expression profiles can be generated. In order to make the diagnostic
test flexible, it should be almost instantly available to the medical practitioner. If
two-channel slides are going to be used for this purpose, then this might be the
only place where a pure reference design has still a role to play. If an unlimited
supply of high quality reference mRNA or genomic DNA is available, then the
patient’s sample can be hybridized against this reference to generate a profile that
is instantaneously comparable with those from other patients. If a one-channel slide
is used for these purposes, then no consideration has to be given to the reference
sample.
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Normalization

Microarray experiments aim to measure the amount of transcribed mRNA. As a
crucially optical technique, it actually measures the colour intensity given off by
the chip on which the mRNA is hybridized. Many intermediate steps are needed in
order to associate gene expression with the emission of a certain colour. In fact, in
each of these steps random and sometimes systematic errors accumulate. Random
errors tend to increase the variation of the results, but do not really affect their
overall mean accuracy. Systematic bias, however, can spell disaster, because they
can alter the structure of the results to the point that the raw data can say very
little about the actual amount of transcribed mRNA.

In this chapter, we discuss normalization techniques to deal with systematic arti-
facts on the array. Normalization is typically performed on the spot statistics, after
image analysis has transformed the pixel values into these summaries. However,
some artifact removal can be done more efficiently on the pixel values themselves
during image analysis.

4.1 Image Analysis

The task of image analysis is to convert the enormous number of pixels in the
microarray images into expression values for each gene or EST. Typically, microar-
ray image analysis programmes give a few summary statistics of the pixel intensi-
ties for each spot and for the surrounding background. In this section, we discuss
several sensible ways in which image analysis can be performed. Further, the pixel
intensities also depend on the actual scanning equipment used. For a good overview
of scanning methods and more on image analysis, please consult Schena (2003).

Generally, there are four stages in image analysis. Filtering denotes a low-
level image ‘cleaning’ procedure. Filtering can be used to remove very small
contamination artifacts, such as specks of dust. It is also a term used to describe

Statistics for Microarrays: Design, Analysis and Inference E. Wit and J. McClure
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robust ways of removing background trend. After filtering, the location of the
centre of each spot on the array is identified; this is known as gridding. After
this, pixels from the local area surrounding each spot are chosen to be elements
of the spot or background. This is known as segmentation. Finally, quantification
summarizes the pixels’ intensities for each spot and its associated background as
a single quantity.

Many of the image analysis algorithms are implemented in proprietary software.
One of the problems with discussing proprietary software is that the algorithms
are seldom given in detail. It is therefore difficult to give any advice on which
software to use.

4.1.1 Filtering

Filtering is the replacement of each pixel in an image with a value derived from
the pixel and other pixels surrounding it. It makes images smoother and removes
local noise or interference in an image. Two types of filter are very useful for
microarray image analysis—a median filter and a top-hat filter. The former allows
for the removal of contamination that affects only a very small number of pixels.
The latter allows for the robust removal of background on an array.

Median filter

A median filter simply replaces each pixel with the median value among the pixels
in a square centred on the pixel in question. By making the square small (3 × 3
or 5 × 5, say), small artifacts on the array can be ‘smoothed out’ so that they
disappear or are less noticeable. Since a hybridized spot with typically 200 pixels
is much larger than the smoothing window, the filter will not affect the overall
structure of the spot.

The dampening that a median filter provides reduces the variation in the image,
which can be useful, especially if trying to estimate intensities robustly. Glasbey
(2001) considers its use in more detail. Care should be taken when using the
variation in spot intensity as a quality measure in normalization or inference.

Top-hat filter

The top-hat filter estimates the trend via morphological opening and then removes
this trend from the image (Glasbey 2001; Yang et al. 2000). Morphological opening
works in two stages. First, it replaces each pixel by the minimum value of the pixels
in a square centred around it. The thereby-created image is itself transformed, this
time by replacing each pixel with the maximum value in the window. By making
the sides of the window greater than the diameter of the spots, only the trend in the
data is estimated; all spots will ‘disappear’ in a morphological opening image. The
top-hat filter then subtracts the morphological opening from the original image.

To illustrate the top-hat filter, Figure 4.1 shows a top-hat filtering of pixel
values in one dimension. The solid grey line represents the original pixel values.
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Figure 4.1 An example of one-dimensional top-hat filtering. The solid grey line
represents the raw pixel values; the dashed black line is the minimum filter; the
dotted black line is the subsequent maximum filter; the grey-filled line at the bottom
represents the top-hat filtered values.

The dashed black line is the minimum filter, and the dotted black line is the
subsequent maximum filtering of these minimum values. The grey-filled shape at
the bottom shows the top-hat filtered values, where the dotted black line has been
subtracted from the original grey line.

Top-hat filtering is a form of background subtraction and has been recom-
mended by Yang et al. (2001) and Glasbey (2001). It has the advantage of ensuring
that the estimates of gene expression are non-negative and ‘seems to provide a
good balance in the bias–variance trade-off’ (Yang et al. (2001)). However, many
image analysis packages do not have this as an option and Yang et al. (2001)
suggest using no background correction, at least when considering log ratios with
two-channel arrays. The image analysis package Spot (Buckley 2000) does allow
top-hat filtering.

Yang et al. (2000) point out that choosing the window size appropriately for
top-hat filtering helps to reduce the across-array variance. If the length of the sides
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Figure 4.2 Visualization of changes in across-array standard deviation of top-hat
filtering as the filter window increases beyond d/

√
2. At position A, the window

only just captures non-spot pixels; at C, the window is so large that only a constant
is removed. The optimum window size occurs at B.

is very near to d/
√

2, where d is the diameter of the spot, then the window will only
just cover the spot. This means that very few background pixels will be sampled
to choose the minimum pixel value and this will make the filter less stable and
so increase the variance across the array, as is seen at position A in Figure 4.2.
When the window is the size of the array (as at position C), the filtering becomes
equivalent to constant background subtraction, and so the standard deviation of the
array remains unchanged. At position B, the window is at its optimum size, and
the filter reduces the standard deviation of spots across the array; here, the trend
in the data is removed with minimal interference from local contamination.

4.1.2 Gridding

Gridding, also known as addressing, is determining the location of the centre of
each spot on the microarray. Finding the centre of each spot is not quite as simple
as moving a fixed grid over the image until it is in position. Because of the very
small size of the spots, a fixed grid will typically not exactly fit the actual printing
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patterns. This problem can be exacerbated because the shape of a spot may not be
a homogeneous circle.

Generally, a fixed grid is placed over the array, and semi-manual adjustments
are made to finalize the gridding. Many packages attempt to adjust the fit of the
fixed grid and allow the user to check and alter the results. Eventually, gridding par-
titions the array into areas, each of which contains one spot and some surrounding
background pixels.

Affymetrix MAS 5.0 image analysis software does not adjust the grid shape,
but only its location (Affymetrix 2001, page 119).

4.1.3 Segmentation

Having found a pixel to represent the centre of each spot and an area in which
the spot is located, we need to decide which pixels in this area represent the
spot and which represent the background. Four main approaches have been pro-
posed: (i) fixed circle, (ii) adaptive circle, (iii) adaptive shape and (iv) histogram
segmentation.

Fixed circle segmentation

In this case, a circle of fixed size is placed around the centre of the spot. The area
inside this circle is used to calculate the intensity of the spot, and the area outside
the circle is used to calculate the background associated with the spot. This form
of segmentation is best used with high-quality arrays, where the size and shape of
spots are highly consistent; with other arrays, the printing is rarely regular enough
for this method to be useful (Yang et al. 2001).

Fixed circle segmentation is the most commonly used for cDNA image analysis
packages, including ScanAlyze, GenePix and Quantarray.

Adaptive circle segmentation

This procedure differs from fixed circle segmentation by allowing the diameter
of each circle to vary. This makes it more useful for dealing with lower-quality
arrays, where spots may well differ in size.

Some packages, including GenePix and Dapple, allow adaptive circle segmen-
tation, though the implementations they use differ. In Dapple’s case, the diameter
is based on the second derivative of the image (Buhler et al. 2000). Manual adjust-
ments of the diameter of the circle are possible in many packages; their practicality,
given the enormous number of spots, is questionable.

Adaptive shape segmentation

As the most flexible of the methods, adaptive shape segmentation allows the spot
to take any shape and is usually created using a ‘seed-growing’ method. Seed-
growing involves taking a starting pixel for the spot and one or more for the
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background surrounding the spot. The spot is then grown from its seed pixels by
deciding whether adjacent pixels belong to the spot or not. The same is done for the
background seed(s) until all the spots are assigned to the background or the spot.

Another adaptive shape approach uses ‘watershed’ segmentation to define the
spot (Siddiqui et al. 2002). It is beginning to be used, though only in academically
developed software so far. Angulo and Serra (2003) compare it to GenePix and
ScanAlyze.

Histogram segmentation

Histogram segmentation is one of the older segmentation techniques, which has
the advantage of being simpler than other methods. It plots a histogram of all the
pixels in the area containing the spot and its background. Ideally, this produces a
bimodal distribution of pixel values, with the higher mode corresponding to the
spot and the lower mode to the background.

Unlike the other methods, histogram segmentation does not make use of the
spatial nature of the pixel data. Array contamination in the background can be more
difficult to identify as it can appear as part of the spot’s distribution, regardless of
its spatial proximity to the spot.

Quantarray has the option of using histogram segmentation, as well as fixed
circle segmentation and a form of adaptive segmentation.

4.1.4 Quantification

Having decided which pixels belong to each spot and, if used, to its associated back-
ground intensity, suitable summary statistics need to be calculated. Quantification
is this information extraction process.

The calculation of spot intensities is generally done using the mean of the
intensities of the spot pixels. The theory behind this is that the level of fluores-
cence is directly proportional to the amount of hybridization for that gene and
therefore also to the amount of RNA produced by the gene (Smyth et al. 2002).
The calculation of each spot’s local background intensity is generally done using
the more robust median value, since spot contamination can distort the background
values.

The standard deviation or another variability estimate of pixel intensity is a
measure for the quality of that hybridization. This information can be used during
inference to aid the search for truly differentially expressed genes, for example,
via a weighted t-statistic (Bakewell and Wit 2004).

4.2 Introduction to Normalization

Normalization stands for the process of removing systematic bias as a result of
the experimental artifacts from the data. Its history goes as far back as the his-
tory of modern statistics. In the early 1920s, scientists at agricultural experimental
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stations in Britain were interested in separating the differences in varieties from
the unavoidable fertility differences between soil types where the varieties were
planted. The analysis of variance (ANOVA) method, developed by R. A. Fisher
(Fisher and Mackenzie 1923), aims at doing exactly that. It is a one-step normal-
ization in which all the nuisance effects are considered in combination with the
effects of interest in order to evaluate only the latter. It is used by Kerr, Churchill
and co-workers (Kerr and Churchill 2001c; Kerr et al. 2000) in the microarray
context. The main advantage of this method is that it carries over the uncertainty
of the normalization into the uncertainty of the effects of interests. This avoids
false confidence in the inaccurate results.

The main disadvantage of ANOVA methods is that they are computationally
intensive, especially if more complicated normalizations are proposed. Moreover,
for any new analysis (e.g. a new clustering, a new classification, etc.) the data will
have to be normalized again, in parallel with the calculations required. Like many
others, we have opted for a sequential approach, in which normalization of the
data is done before any further analysis.

4.2.1 Scale of gene expression data

Gene expression is the process of transcription of DNA into a number of copies
of mRNA. Microarrays essentially aim to measure this abundance of mRNA for
each gene under the condition of interest. The observed gene expression value,
however, is quite a different beast. It stands for the amount of optical ‘reflec-
tion’ of the dye molecules that are attached to the mRNA. Moreover, the amount
of reflection is thought to be only partially linear with the actually transcribed
mRNA. Distortions of linearity are particularly evident at the lower or higher
intensity regions, but non-linear, dye-specific effects occur also in other intensity
regions. All this leaves us with the question: ‘What is the appropriate scale of gene
expression data?’

We consider four possible answers to this question:

1. rank scale

2. original scale

3. scale corrected for low-level and/or high-level artifacts

4. logarithmic scale.

There are clear drawbacks to using the original intensity scale and non-parametric
sceptics might argue that the only reliable information present on the array is the
relative ordering of the genes. After appropriate normalizations, it is only possible
to say whether a particular gene was more or less expressed than another gene
on that array. However, if this is truly the case, then it would be impossible to
compare genes across different arrays without additional assumptions.
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Despite its drawbacks, it has been shown that the original scale is remarkably
linear for a large part of its dynamic range. Depending on the specific microarray
technology, linearity on the scale of 500 to 1,000 fold can be obtained (Zhu et al.
2001). If such numbers are to be believed, then intensities approximately between
50 and 50,000 are proportional to the number of transcribed mRNA molecules in
the sample.

To deal with the low-end and high-end artifacts, several solutions are possible
depending on the problem. Wit and McClure (2003) show that it is not uncommon
for pixels in high intensity spots to exhibit saturation. This means that several or all
spot pixels are measured at the highest allowable value. These authors show how
survival methods can recover the uncensored signal. This method applies maxi-
mum likelihood techniques and therefore relies on several parametric assumptions.
At the low end of the intensity scale, several other problems exist. Besides the
non-linearity, it has been observed that the relative error increases. Although there
is not much work on possible corrections of non-linearity, several ideas have been
proposed with respect to the additional additive noise in the signal. Irizarry et
al. (Irizarry et al. 2003a,b) discuss a probabilistic, global subtraction model for
Affymetrix arrays that is also useful for two-channel arrays. This method is dis-
cussed further in Section 4.3.3. Work by Huber et al. (2002) and Rocke and Durbin
(2001) deals with the same problem from a slightly different viewpoint. They pro-
pose transforming the data via a generalized log transformation in order to reduce
the additive noise problem at the lower intensity. Each of these alterations of the
original scale can be useful, and whether or not to apply it should be decided on
a case by case basis.

However, as a general recommendation we use the logarithmic scale. The log-
arithmic function, like any other invertible transformations, can be done without
loss of information about the original signal. The logarithmic scale is, moreover,
the most natural scale to describe fold changes. Whereas on the original scale a
twofold increase and a twofold decrease do not correspond with the same absolute
change, this is the case on the log scale. Fold differences between expressions,
therefore, reduce to absolute differences on the log scale.

Original scale Logarithmic scale
50 log 50 = 3.9

2-fold decrease 25 −25 3.2 −0.7
2-fold increase 100 +50 4.6 +0.7

With the exception of background correction, all normalizations are best done
on the log scale. The variance stabilizing effect of the logarithm makes the nor-
malizations more robust to outliers. Background subtraction, however, can only be
interpreted in an additive way on the original scale.
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4.2.2 Using control spots for normalization

Microarrays are generally equipped with control spots. These are spots that are
not of immediate interest to biologists but are put there by the slide manufac-
turer for one of several reasons. The so-called ‘landing lights’ are bright spots
in the corner of the array that help in the alignment of the array while scan-
ning.

Housekeeping genes are control spots with genetic material from non-related
species that can serve as an informal quality control test for the array. However,
cross-species hybridization is not uncommon, and today, it is thought that only
carefully designed synthetic spots can be used for such purposes. An example is
the ScoreCard developed by Amersham, which contains a set of 23 microarray
controls. The controls are artificial genes that generate predetermined signal inten-
sities that do not change across samples or experiments. Other companies such
as Stratagene are also developing similar ‘spiking control kits’, which are sets of
artificial genes together with a corresponding RNA spiking mixture that is added to
the hybridization sample. The controls generate a calibration curve for determining
limits of detection, linear range and data saturation. They can be used as universal
references for validating and normalizing microarray data.

In the normalization procedures we describe in this chapter, we encourage the
use of control spots. Although it is possible to use all genes for internal normaliza-
tion, the use of control spots holds the promise of avoiding systematic bias. On the
other hand, whereas control spots are very promising, they cannot perform mira-
cles. In particular, there are several important drawbacks. Just like any other spot
on the array, the control spots are subject to random noise. If the number of control
spots on the array is too small, it is impossible to decide whether the fluctuations
of these spots are due to systematic variation or random error. A relatively large
number of control spots are needed, spread out across the array, to be able to use
them for normalization.

More serious is the case when control spots themselves show systematic fluc-
tuations. The amount of spiking control added to each sample should be constant
throughout the experiment, otherwise one normalizes against a ‘moving target’,
which might actually introduce rather than remove bias. Only highly reproducible
spiking control kits can be used for this purpose.

4.2.3 Missing data

It happens frequently that some sections of the array do not produce any readings
or produce faulty readings. For example, in the breast cancer study 2.7% of all
the data was missing. It could be that some part of the array is damaged and that
some data has to be excluded from consideration. In this section, we describe how
to deal with missing and other unreliable data.
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Dealing with unreliable data

Quantitative measures, such as within-spot pixel variance for cDNA arrays or
within-probe variance for Affymetrix arrays, are good indicators of the reliability
of a particular expression value. It is not always necessary to omit data that is
more variable than usual. Techniques exist to incorporate this type of data, but
‘down-weigh’ its importance in the analysis. For example, Bakewell and Wit (2004)
describe a method to detect differentially expressed genes that weights observations
by the inverse of their spot standard deviations.

However, it is not always feasible to include observation weights into each
quantitative method. In such cases, a decision has to be made whether or not to
include problematic data in the analysis. A promising method is the automatic
outlier and artifact detection for Affymetrix GeneChip data implemented in dChip
(Li and Wong 2003; Li et al. 2003). This method compares the multiple probes for
each gene across replicate arrays to detect outlier probes or outlier arrays. Outliers
are defined as replicates that do not follow the overall pattern. These outliers can be
automatically replaced by imputed values. Affymetrix itself has also implemented a
so-called ‘detection algorithm’, which results in present, marginal or absent calls.
The interpretation of these calls is whether or not the ‘gene expression signal’ in the
perfect match (PM) probe set is significantly different from the ‘background signal’
in the mismatch (MM) probe set. An absent call can be generated by uncharac-
teristically large MM values. This could indicate that there is some physical slide
problem with the probe pairs for that particular gene and that the resulting value
should be removed from consideration. Another natural explanation, however, is
that the MM was ‘contaminated’ by cDNA from the PM probe. Moreover, an
absent call can be generated because of small PM values, which only indicate that
a particular gene was not expressed. We recommend that, in general, absent calls
are ignored, unless it is believed that in a particular application low expression
genes are uninteresting. The use of MM values is discussed in Section 4.4.

Most frequently, problematic data have to be spotted by eye or by semi-formal
methods, discussed in Chapter 5. For example, Figure 5.11 shows a clear artifact,
probably a hair or a scratch. It is unlikely that the data coming from the scratch
contain much information. Consequently, the best option is to remove the data and
to create missing values.

Dealing with missing values

Several analysis methods do not suffer from missing data. Especially, methods that
depend on the dissimilarity matrix of the data, rather than on the data matrix itself,
can be adjusted in a straightforward manner. The (absolute) correlation dissimilarity
can be calculated by ignoring the missing values. In principle, there are two choices:
either one omits the variables that are missing in each pairwise comparison, or one
omits the variables that have at least one missing value throughout. Any pairwise
omission might lead to a non-positive definite correlation matrix. However, if only
dissimilarities are needed, then this is not a problem.
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For geometric distances, such as the Manhattan and Euclidean distance, a cor-
rection factor has to be included in the calculation of the dissimilarity matrix in
order to account for the smaller number of dimensions in which the distance is
measured. In particular, if m of the p variables are missing in either observation x

or y, then the power distances between two observations should be calculated as

d∗
q (x, y) =

(
p

p − m

p−m∑
i=1

|xi − yi |q
) 1

q

,

where for i = p − m + 1, . . . , p, either xi or yi is missing. In particular, d∗
1 (x, y)

and d∗
2 (x, y) stand for the corrected Manhattan and Euclidean distance respectively.

The resulting dissimilarity matrices can be used in clustering algorithms, described
in Chapter 7.

Table 4.1 contains a fictitious data set with three samples and four genes. One
of the values is missing. The dissimilarity matrices for the correlation measure and
power distance can be calculated in a straightforward manner. Table 4.2 contains
three dissimilarity matrices for the small data set, based on two correlation measures
and the Manhattan distance.

Table 4.1 A small data set with a
missing value.

Gene

Sample A B C D

1 1.00 2.00 2.00 —
2 2.00 8.00 3.00 7.00
3 1.00 3.00 2.00 5.00

Table 4.2 Several dissimilarity measures applied to the missing data Table 4.1:
(a) one minus correlation dissimilarity where gene D is only omitted in the com-
parison of sample one and two; (b) one minus correlation dissimilarity where
gene D is omitted throughout; (c) The uncorrected Manhattan distances between
samples one and two and samples one and three are scaled up by a factor 4/3.

Pairwise correlation

1 2 3

1 0.00 0.37 0.13
2 0.37 0.00 0.20
3 0.13 0.20 0.00

Correlation

1 2 3

1 0.00 0.37 0.13
2 0.37 0.00 0.07
3 0.13 0.07 0.00

Manhattan

1 2 3

1 0.00 10.67 1.33
2 10.67 0.00 9.00
3 1.33 9.00 0.00

(a) (b) (c)
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Unfortunately, many methods are not easy to extend to deal with missing
values. In such cases, it is important to impute reasonable values for those that
are missing. A data augmentation scheme (Tanner and Wong 1987) would be able
to impute data while preserving the associated uncertainty of such imputation.
However, such methods are currently impractical, especially for high-throughput
approaches. Several authors (Troyanskaya et al. 2001; Wall et al. 2003) developed
algorithms based on singular value decomposition (SVD) for imputing missing
values in gene expression data. Troyanskaya et al. (2001) implemented this method
in a programme called SVDimpute. This method can be computationally intensive,
depending on the number of samples.

K-nearest neighbours (K-NN) is a method for imputation that has a more robust
performance than the SVD method (Troyanskaya et al. 2001). It has been proposed
by several people (Chipman et al. 2003) and has been implemented in several stan-
dard packages (e.g. GEPAS, http://gepas.bioinfo.cnio.es). Its simplicity and good
performance makes it an ideal candidate for high-throughput work. The method
determines the k samples with the most similar expression pattern compared to
the sample with a missing value. Then it imputes the missing value of gene g

by taking a weighted mean across the expression values for gene g across the k

nearest samples. The weights can be constant or set proportional to the inverse
of the distance to the other samples. The latter takes into account the similarity
of the expression profiles and makes the method less dependent on the choice of
k. It has been suggested that a choice of k in the range of 10 to 20 gives good
results (Chipman et al. 2003; Troyanskaya et al. 2001). The choice of metric to
determine the k most similar samples can be one of the power distances, such
as the Manhattan or the Euclidean distance. The use of the correlation dissimilar-
ity, however, is meaningless in the K-NN method. Two highly correlated samples
can have very different profiles, which results in uninformative averages. In order
to minimize the effect of outliers, it is prudent to log-transform the data before
imputation by K-NN.

Mathematically speaking, K-NN can be performed on the observations as well
as on the variables. Specifically, when there are many variables and few observa-
tions, as is typically the case in microarray studies, this seems an attractive option.
However, imputing the expression of a gene from other genes in that sample is
not very intuitive from a biological point of view.

Table 4.3 shows how K-NN can be applied to the missing data in Table 4.1. The
first sample is closest to the third sample and therefore 1-nearest neighbours imputes
the missing value as 5. For 2-nearest neighbours a weighted average between 5
and 7 is taken, with a larger weight on the former.

Use of impute.missing function in R

K-nearest neighbours is implemented in the R language in the impute.missing
function. It requires the data matrix to be supplied with samples in the rows and
genes in the columns. The value k determines the number of nearest neighbours that
are used in the routine. The default is 10. Either a distance object dist.obj can be
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Table 4.3 K-nearest neighbours applied to the missing data in
Table 4.1: (a) Imputed data using only one neighbour; (b) Imputed
data using a weighted mean of two neighbours; (c) The result-
ing correlation dissimilarity using imputed data matrix b; (d) The
resulting Manhattan distance matrix using imputed data matrix b.

K-NN, k = 1

A B C D

1 1.00 2.00 2.00 5.00
2 2.00 8.00 3.00 7.00
3 1.00 3.00 2.00 5.00

K-NN, k = 2

A B C D

1 1.00 2.00 2.00 5.22
2 2.00 8.00 3.00 7.00
3 1.00 3.00 2.00 5.00

(a) (b)

Correlation, K-NN, k = 2

1 2 3

1 0.00 0.42 0.04
2 0.42 0.00 0.20
3 0.04 0.20 0.00

Manhattan, K-NN, k = 2

1 2 3

1 0.00 10.00 1.00
2 10.00 0.00 9.00
3 1.00 9.00 0.00

(c) (d)

supplied or a metric can be specified to determine the k nearest neighbours. By
setting the method to knn.wt or knn, the missing values are calculated according
to a weighted or ordinary mean over the k nearest neighbours respectively.

4.3 Normalization for Dual-channel Arrays

Dual-channel arrays have the greatest need for normalization because of their
largely non-standardized methodology and the potential for correlations between
the two channels. Two-channel arrays come in many different forms and shapes,
are sometimes custom-designed and are produced by many different companies
and non-profit organizations, such as HGMP (Human Genome Mapping Project,
http://www.hgmp.mrc.ac.uk) and BµG@S (Bacterial Microarray Group at St
Georges Hospital) in Britain. A variety of arrays means a variety of quality stan-
dards, and each array type might need a different type of normalization. The ones
mentioned in this chapter are the most common types needed for two-channel
arrays.

It has been a long standing practice, going back to Chen et al. (1997), to con-
sider only log-ratio data for dual-channel arrays. Although we have suggested that
there is a case to be made for using the individual channel data (cf. Section 3.5),
it is common to use ratio data. Our recommendation is to use the normaliza-
tions described in this section, before taking ratios. The reason is the existence of
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intensity-dependent dye effects, sometimes known as the ‘banana effect’. Taking
ratios before normalizing for such effect can bias the results.

Combined normalization algorithm in R: all.norm

In this chapter, we propose a collection of normalization techniques. Each of the
techniques has been implemented in R and is discussed in their relevant sections.
The function all.norm does a full normalization for the complete gene expres-
sion matrix of a two-channel microarray experiment. It sequentially applies all the
recommended normalizations to the data.

The function requires the gene expression matrix to have arrays in the rows and
genes in the columns. Each pair of rows is presumed to come from the same array,
that is, a Cy3 and a Cy5 channel. The order in which the channels are presented
is irrelevant. Furthermore, the location of each spot needs to be defined in terms
of two vectors x and y, each of the same length as the number of spots.

If there is any information about spots whose expression levels are not expected
to change across the arrays, then these spots can be specified using the invari-
antset argument. If no information about invariant spots is available, then it is
possible to specify a number i and let the function find the i spots that have changed
the least. The invariantset argument is used in dye effect normalization and in
global location normalization.

The argument empty can be called to define the spots on the array that are
empty. However, it is only needed for background normalization, which is not
done by default.

The argument conditions is a vector of the length of the number of channels,
that is, the number of rows of the expression matrix. With this vector, the user
should indicate which condition is applied to each channel.

The arguments spat, bkg, dye and cond are logical variables and control
whether spatial, background, dye and condition normalizations should be per-
formed. All are done by default, except for background normalization.

4.3.1 Order for the normalizations

Typically, a microarray is subject to several artifacts, each of which can compro-
mise the integrity of the data. It is of paramount importance that these artifacts
are removed before analyzing the data. Kerr and Churchill (2001c) establish a
connection with the situation in agricultural design where similar nuisance effects
can be present. In agricultural design, the natural analysis tool is a factorial model
combined with an ANOVA. Effectively, this method deals simultaneously with
normalization, that is, modelling of the nuisance effect, and the estimation of
condition-specific gene expression. Unfortunately, it has been widely recognized
(Tseng et al. 2001; Wolkenhauer et al. 2002; Yang et al. 2002a) that many artifacts
are non-linear or intensity dependent and that a simple linear model is not suf-
ficient. Although it is theoretically possible to propose more complicated models
in which all effects are estimated simultaneously, it is a computational nightmare.
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Most current approaches (Wolkenhauer et al. 2002; Yang et al. 2002a) attempt to
estimate the nuisance effects sequentially.

When the normalizations are done one after the other, it is almost inescapable
that the order of the normalizations is going to affect the outcome. It is there-
fore crucial that some rhyme or reason is applied in selecting the order of the
normalizations. We have found it useful to apply the following rule of thumb:

Normalize all local features first and then gradually progress to nor-
malizations that involve several or all arrays.

If one is not careful with normalization, it is possible that higher-order normal-
izations introduce bias if lower-order normalizations have not been dealt with
carefully. One such case is discussed in Section 6.2.3.

In particular, we propose to normalize the data in the following order:

1. spatial (unequal hybridization) correction

2. background correction

3. dye-effect correction

4. within replicate rescaling

5. across-conditions rescaling.

Although background correction is mentioned in this list, Section 4.3.3 will urge
caution and, in fact, advise against subtracting local background estimates. Many
other normalization schemes have been proposed, and similarities can be found
between our methods and methods of others.

4.3.2 Spatial correction

Frequently, a quick glance at a cDNA microarray image reveals patches of unequal
hybridization across the microarray. Sometimes this is expected, since clusters of
related genes were located near each other or because the control spots are all
together in one area. At other times the varying intensities reflect more recalcitrant
effects, directly or indirectly related to the optical properties of the microarray
technology. Washing the chip unevenly, inserting the chip at a slight angle in the
scanner, edge effects due to evaporation and other seemingly insignificant events
might alter the expression values in a way that crucially depends on the loca-
tion on the array. Similarly, uneven wear of the print tips after hours of printing
might alter the length or the tip opening, which alters the amount of probe spot-
ted on the array. As a consequence, these variable print-pins can cause spatial
patterns.
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Different approaches to spatial normalization

One of the reasons why reference designs combined with the use of ratio data
have been so popular has to do with the normalization of the spatial effect. If
each of the channels of the same array is affected in a multiplicative fashion by
some complicated function C(x, y), where (x, y) are the two-dimensional spatial
coordinates of the spot, then each of the signals in the two channels, Sd(x, y) =
gd(x, y)C(x, y), are distorted versions of the true expression, gd(x, y), of the gene
at that position in channel d. However, the ratio of the two signals,

SCy3(x, y)

SCy5(x, y)
= gCy3(x, y)

gCy5(x, y)

corresponds to the true expression ratio. Therefore, under the assumption that spa-
tial effects are multiplicative and affect each of the channels similarly taking ratios
is an effective way to normalize the data. Unfortunately, spatial effects tend to
be more complicated than identical multiplicative effects across both channels.
Figure 4.3 shows a perspective plot of the log ratios of two channels of the same
array. The gradient indicates that there is still a residual spatial effect after taking
ratios.

Other methods of normalization have their own advantages and disadvantages.
Yang et al. (2002b) propose a print-tip normalization as a proxy for a full spatial
normalization. Although this could work satisfactorily in certain cases, the danger
with such a discrete approach is the introduction of bias at the edges of the print-
tip area, without resolving the true spatial effect. Consider Figure 4.4. In this case,

x

y

z

Figure 4.3 Log-expression ratios of Cy5 vs Cy3 across the third skin cancer array.
It appears that the spatial effects on the array are not eliminated by taking ratios.
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Figure 4.4 An example of an unsuccessful spatial correction by using pin infor-
mation as a proxy for spatial correction.

the true underlying spatial bias was actually continuous. By subtracting an overall
mean within each print-pin group, the spatial bias towards the edges of pin 1
remains, even though the overall between-pin means are the same.

Instead, robust smoothing of the expression data across the array in each of
the two channels separately can deal with the spatial effect in a straightforward
way. A local linear trend surface, that is, loess of degree one, using a significant
fraction of the actual data (span = 0.5) provides a smooth spatial fit to the data, as
can be seen in Figure 4.5. By subtracting the smooth surface M from the original
data S,

Sm(x, y) = S(x, y) − M(x, y), (4.1)

a smooth spatial trend is removed from the data. Equation (4.1) corresponds to
taking the residuals of the original data with respect to the smoothed curve.

Yang et al. (2002b) suggest that spots across the array may not only differ
because of a spatial location parameter but may also exhibit location-dependent
scale differences, that is, regions of the array that are more variable than others.
They suggest the estimation of a per print-pin scale parameter and the division of
the centralized expression values on each array by their own scale parameter.

A similar idea is to smooth the absolute differences between the observed
expressions and the smoothed surface. The second smoothed surface is an esti-
mate of the location-dependent scale parameter. It has again the advantage of not
introducing bias at the edge of the pin-region when the spatial scale bias is in fact
smooth. By dividing the location smoothed surface Sm, as defined in Equation (4.1),
by the smoothed scale surface Sc,

Sms(x, y) = S(x, y) − M(x, y)

Sc(x, y)
,
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Figure 4.5 The Cy3 channel of the third array in the skin cancer study, displayed
in (a), shows a spatial gradient that can be robustly estimated with a loess curve,
as in (b).

the resulting surface will not have first and second-order spatial effects any-
more.

Biologists might find it disconcerting that transforming the data changes their
scale. Several choices are open to remedy this problem. Each value can be made
positive again by multiplying by the highest smoothed scale value, max Sc(x, y),
and by adding back in the highest value of the smoothed surface, max M(x, y).
However, maxima are notoriously variable. We prefer to multiply the smoothed
values by the median of the scale smoothed surface, median Sc(x, y), before adding
the median of the original data, median S(x, y),

Soriginal
ms (x, y) = Sms(x, y) × median Sc(x, y) + median S(x, y).

This is the default option in the R spatial normalization function, spat.norm.
Although this might give negative values, this is not particularly a problem and
will be dealt with later. Moreover, if the data are normalized on the log scale,
negative values are perfectly fine.

Figure 4.6 shows how the spatial location and scale transformation succeed in
removing the spatial bias in both the Cy3 and the Cy5 channel. In the original
plot, the different layers of points correspond to different sections of the array. In
the normalized plot, the data form one consistent cloud. The data do show some
curvature, suggesting that there may be a dye effect. Removal of the dye effect is
discussed in Section 4.3.4.
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Figure 4.6 The data from the third array in the skin cancer study before (a) and
after (b) spatial location and scale normalization.

The spat.norm function in R.

The function spat.norm calculates a spatial location and scale normalization
(optional) in R for each channel separately. It requires the x and y coordinates
for each spot value, as well as the spot intensities. After that, it will return the nor-
malized data automatically on a scale centered around zero or on the original scale.
However, more advanced users can adjust some of the smoothing parameters.

Computational details: locally weighted regression

Locally weighted polynomial regression or loess (Cleveland 1979; Cleveland and
Devlin 1988) is a smoothing method that uses combinations of simple linear regres-
sion functions to model the deterministic part of complex response surfaces. The
main attraction of this method is that the user does not have to specify the func-
tional form of the response surface, which is attractive when one is not particularly
interested in it.

Like any smoothing method, the loess depends on smoothing parameters. Effec-
tively, there are two types of parameter in the loess case. The first is the degree of
the polynomial fitted locally to the data. The loess function in R uses polynomials
of the order two by default, but for the purposes of spatial normalization we recom-
mend using linear functions, that is, polynomials of the first degree. Higher-order
polynomials tend to be unstable, particularly near the edges (of the microarray)
and can therefore introduce bias. The second parameter determines the fraction of
the data to be included in the smoothing of each location on the array. Again, here
we recommend the use of more rather than less robust values. We have chosen a
value of span = 0.5 for the location smoother and a value of span = 0.75 for
the scale smoother. The latter we smooth more robustly, because scale parameters
are notoriously unstable.
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Especially, if control spots are present in a concentrated region on the array,
then, non-robust spatial smoothing methods might make incorrect adjustments.
Generally, it is recommended that control spots, such as spikes, housekeeping genes
or empty controls, be eliminated before applying the spatial normalization. Within
the loess as well as the spat.norm functions, this can be done by specifying
subset = - <control spots vector>.

4.3.3 Background correction

A common problem in measuring optical quantities is the existence of persistent
background signal. This is a signal that is measured irrespective of any true signal.
Early on, in microarray analysis, it was recognized that there may be a similar
problem with gene expression values measured as optical intensities from incor-
porated dyes. It was observed that some target will attach to the array even when
there is no probe available.

Several background correction methods

Several solutions have been proposed for counteracting this effect. Most solutions
assume that the background effect is additive, that is, that the observed signal S is
a sum of the background signal B and the true signal T ,

S = B + T .

Unfortunately, the background signal in the spot cannot be measured. The only
measurement that is available is the background value near the spot, B ′. The
simplest method (Eisen 1999; Wolkenhauer et al. 2002) simply subtracts this value
from the observed value as an estimate of the true signal,

T̂ = S − B ′.

Others suggested to subtract additionally three standard deviations of the back-
ground signal B ′ as a protection against a very variable background (Suite 1999).
It has been observed early on that these estimates for the true signal can be negative.
In some cDNA chips, as many as 10% of the genes thus get assigned a negative
gene expression value. In the absence of any clear interpretation of such value,
several ad hoc solutions have been put forward such as subtracting only a fraction
of the background (Efron et al. 2001) or some overall small number. Whatever the
details, these types of methods define the true expression as a combination of two
quantities, each with its own associated noise. As a result, the total variation of
the expression level is larger than would have been if only the foreground signal
was taken.

Kooperberg et al. (2002) have applied a Bayesian analysis to this problem,
which is still based on the additivity assumption of background and foreground.
They effectively assume that the pixel mean observed signal value µS is the sum
of the mean true signal µT plus the mean background signal µB and that the spot
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background B has the same distribution as the observed B ′. The task is then to
find the posterior of µT given S and B ′.

A problem with all of these methods is that they fundamentally assume that
background and foreground signal are additive. It has been recognized, however,
that the DNA on the spot can effectively mask the background (Keith Vass, personal
communication). If this is the case, then the background intensity outwith the spot
might give very little indication of the amount of non-specific hybridization of the
dye to the spot.

Another problem that these background correction methods do not always
address is the issue of background contamination. The physical vicinity of the back-
ground measurements to the DNA probe combined with the imperfect alignment
of the grid opens the possibility that some of the background signal might actually
be true gene expression. A possible indication for such phenomena is positive cor-
relation between the foreground and background signal, as shown in Figure 4.7.
Special care is required to interpret these plots as some of such correlation might
be due to a spatial effect and therefore may not be a sign of contamination.

Our recommendation

After these considerations, we believe that it is most prudent not to subtract local
background values as they are prone to contamination and additional variation.
Nevertheless, it is quite understandable that particularly on an array with empty
spots it makes sense to assume that the lowest achievable value should be zero.
Subtracting a constant amount from each gene expression value so as to make
the lowest achievable value on the array zero has the additional advantage that
it does not introduce additional variation. Conversely, the ‘global’ background
normalization does not reduce the variation either.
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Figure 4.7 Possible indication of structural contamination of the background sig-
nal by the foreground signal.
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In principle, we recommend a slight variation to this theme; that is, to subtract
the mean or median of all empty spot values and to set all thus-obtained negative
values to zero:

ŷi = max(yi − µe, 0), (4.2)

where ŷi is the corrected spot intensity of spot i, yi is its original spot intensity
and µe is the average intensity of all the empty spot in this channel on the array.
The main disadvantage of the deterministic method can be seen in Figure 4.8. By
simply putting the lowest n numbers to zero in each channel, the noise at the
lower level gets exaggerated. This might have further repercussions on the dye
normalization, which takes the scatter plot as a point of departure.

Another global method that does not depend on local background values
has been suggested by Irizarry et al. (2003b). The method was devised for an
Affymetrix chip, but it extends to the two-channel case without alterations. It has
the advantage of being motivated by a probabilistic model. However, the answers
are very similar to our recommendation in Equation (4.2). The method determines
the conditional expectation of the true signal given the observed signal,

E(si | si + bi), (4.3)

where the observed signal is thought of as the sum of the true signal si and
the background bi . In order to make the calculations mathematically tractable, it is
assumed that the spot intensities and the background intensities on the array can be
considered as drawn from one exponential distribution and one normal distribution
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Figure 4.8 Although the simple, deterministic method (a) is an adequate method
for background normalization of a single channel, the probabilistic method (b) has
advantages for two-channel arrays because it avoids hard zeroes.
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respectively,

si ∼ Ex(θ), i = 1, . . . , nobs

bi ∼ N(µe, σ 2
e ), i = 1, . . . , nobs,

where θ, µe and σ 2
e have to be estimated from the data. The spot distribution

should not be confused with the pixel distribution. The parameters µe and σe can
be estimated as the mean and standard deviation of the empty spots, if available.
The parameter θ can be estimated as the inverse of the mean expression level of
all spots minus that of the non-empty spots on the array,

θ̂ = 1

y − µe
.

The background corrected intensities then correspond to the conditional expec-
tation in Equation (4.3), which can be shown to be approximated by

ŷi = yi − µe − σ 2
e θ + σe

ϕ
(

yi−µe−σ 2
e θ

σe

)
− ϕ

(
µe+σ 2

e θ

σe

)
�

(
yi−µe−σ 2

e θ

σe

)
+ �

(
µe+σ 2

e θ

σe

)
− 1

, (4.4)

where ϕ and � are the probability density function and the cumulative distribu-
tion function of the standard normal distribution, respectively. The parameters µe,
σe and θ can be replaced by their estimated quantities. The first two terms in
Equation (4.4) dominate, and the expression therefore is, in practice, similar to
Equation (4.2). In fact, preliminary simulations on simple data suggest that even
if the model assumptions are fulfilled, then the deterministic method does at least
as well in reconstructing the true signal as this probabilistic approximation.

The model underlying the probabilistic method shares similarities with the
models proposed by Rocke and Durbin (2001) and Huber et al. (2002), although
the aims of the analyses—background correction and variance stabilization respec-
tively—are quite different. Our own experience is that the ease of implementation
makes the global background correction methods in Equations (4.2) and (4.4) more
attractive candidates to deal with low-intensity additive effects. Nevertheless, the
field of variance stabilizing methods is very actively pursued by several people
and easy, fast and stable implementations may well soon be developed. The Bio-
conductor package vsn (Huber et al. 2002) is an encouraging contribution.

The bkg.norm function in R.

Conforming to our general recommendation about background normalization, we
have implemented a global background normalization function, bkg.norm in R. It
can perform both recommended normalizations—a deterministic normalization as
in Equation (4.2) or a probabilistic approach, as described by Equation (4.4).

If no information is provided about empty spots, then it subtracts on the original
scale a constant from each expression value such that the lowest expression value
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is some preset minimum, typically zero or one. For the deterministic method, if a
set of empty spots is specified in empty together with a certain quantile q (default
q = 0.50), then the qth quantile of the empty spot intensities is subtracted from the
data, and all the negative values are set to zero. The probabilistic method uses the
set of empty spots to estimate µe, σe and θ and then normalizes the spot values
yi according to Equation (4.4).

If for the parameter empty, only a number n is specified, then it is assumed
that the n lowest expression values correspond to the empty spots and, as before,
the deterministic or probabilistic method can be applied.

Any type of background correction discussed in this section should be done on
the original scale and not on the log scale. Subtraction on the log scale corresponds
to division by a constant, which is inappropriate for the high intensity spot values.
If data are supplied to the function bkg.norm on the log scale, then the parameter
dat.log.scale should be set to true.

4.3.4 Dye effect normalization

The current technology of dual-channel microarrays is based on measuring optical
intensities of dye labelled cDNA that has hybridized to gene-specific probes on the
microarray. The two most commonly used dyes in dual-channel arrays are the Cy3
and Cy5 dyes. Despite similarities, the dyes have slightly different properties. The
quantum yield from the dyes is different, the size of the Cy3 and Cy5 molecules
differs slightly, which leads to differential incorporation of the dye molecules on
the array. Also, the dyes react slightly differently to photo-bleaching, an effect
that occurs as a result of multiple scannings of the array. As a consequence, the
two channels of a Cy3–Cy5 array have slightly different efficiencies, which makes
direct comparison of the gene expression data difficult, if not impossible.

Dye normalization methods

Several methods have been proposed to deal with this dye effect. Early papers
(Kerr and Churchill 2001a) suggested correcting the effect by a constant, possibly
different for each array (‘dye-array interaction’). This means that the dyes are
assumed to have efficiencies that differ by an additive or multiplicative constant.
This corresponds to a linear relationship between the, possibly log-transformed,
expressions in the Cy3 and Cy5 channels. Figure 4.9(a) shows a case for which
this relationship approximately holds. However, plot (b) in the same figure shows
a clear deviation from a constant dye effect.

Global normalization methods are not adequate when the dye bias depends on
the overall spot intensity. Figure 4.9(b) shows the very common case in which the
relative efficiency of the dyes seem to vary across the intensity range. Whereas, in
this case, overall the Cy3 dye seems to have been incorporated more efficiently,
the Cy5 dye seems to have gained in efficiency relative to Cy3 in the middle of
the intensity range. This kind of effect is known in bioinformatic circles as the
‘banana effect’, for obvious reasons.



NORMALIZATION 81

7 8 9 10 11 12

8
9

10
11

12

Cy3
(a)

C
y5

Loess

Line of equality

8 9 10 11

7
8

9
10

11

Cy3
(b)

C
y5

Loess

Line of equality

Figure 4.9 Raw log-transformed data from two different cDNA slides from the
same skin cancer experiment. The x -axes and y-axes contain the Cy3 and Cy5
values respectively. The lines in both plots correspond with the line of equality
and a loess smoother through the points. Plot (a) of array 2 shows a remarkably
linear dye effect, whereas plot (b) of array 1 is clearly indicative of a more complex,
non-linear relationship between the dyes.

Two methods have been suggested to deal with intensity-dependent dye effects.
The first method consists of estimating the relative dye efficiency at each intensity
and subtracting it from the data. A variation of this method is discussed in the
following section. The other method is sometimes called dye-swap normalization
(Yang and Speed 2002).

Dye-swap experiments consist in repeating a hybridization twice with the dyes
swapped and averaging the expression values for each spot over the Cy3 and Cy5
channel. There are two main problems with this method. First, the dye effect tends
to differ from array to array, and there is no guarantee that the method effectively
removes the dye effect. Secondly, a dye-swap experiment is not the most efficient
way of measuring differential expression in large designs, as was explained in
Section 3.3.2. Nevertheless, if a dye-swap experiment has been performed, then
averaging out expressions in the Cy3 and Cy5 channels gives some protection
against under- or over-smoothing.

Two words of caution are appropriate here. Whereas this intensity-dependent
dye bias is well known, it might be that there are still some other effects that
influence the incorporation of dye molecules onto the array. It would be essential
to normalize also for these effects in order to avoid bias. At the same time, the
dye bias can be confounded by other nuisance effects. In Section 6.2.3, we saw a
case in which the dye effect was confounded with a spatial effect on the array. In
such instances, direct application of dye normalization methods can be disastrous
and, in fact, introduce bias.
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Recommended intensity-dependent dye normalization

The intuitive form of intensity-dependent normalization by fitting a smooth curve
to a scatter plot of Cy5 versus Cy3 values, such as in Figure 4.9, has several
disadvantages. The method is not invariant under the exchange of the axes. Given
that neither Cy3 nor Cy5 is a natural response value, this is not very satisfactory.
A related issue is the fact that the usual residuals are not the smallest distances
to the smoothed line. Orthogonal distances could be used, but this tends not to be
standardly implemented. Instead, Yang and Speed (2003) suggest the smoothing
of the data on a transformed scale, sometimes known as the MA scatter plot.

The intensity-dependent dye normalization uses all or part of the data first to
estimate a line of equal expression and then to define individual gene expressions
as deviations from that line. The user should decide which data to use for the
normalization. There are two criteria for the choice of a normalization set: (i) the
expression of the genes should be expected to be approximately equal across both
dyes (ii) the normalization set should not be too small. Whereas the former require-
ment minimizes the risk of ‘normalizing away’ true differential expressions, the
latter prevents experimental noise, having a significant impact on the normalization
curve.

For each probe i in the invariance set N , we transform the raw Cy3 and Cy5
values, Gi and Ri respectively, via an approximate 45◦ degree log transformation:

mi = log(Ri) − log(Gi), (4.5)

ai = 1

2
(log(Ri) + log(Gi)) . (4.6)

Figure 4.10(b) shows an example of such transformation. The next step involves
finding a smooth curve through the points. Historically, scatter plot smoothers,
such as loess, have been suggested, but others such as smoothing splines work
as well. From a practical point of view, it is important that they are implemented
in one’s package of choice. In R, the functions loess and smooth.spline are
implemented. Like all smoothing functions, they require a smoothing parameter,
that is, the amount of smoothing that needs to be applied. For the loess function,
this parameter has to be supplied. Yang et al. (2002a) report that a span = 0.2 is
a sensible choice. We add that the degree of the loess function is best set to 1,
in order to avoid excessive smoothing effects at the edges. The smooth.spline
function has the ability of selecting a sensible parameter by itself. We have had
mixed results using it.

The smoother function can be applied to the whole data set or a subset thereof.
In particular, if there is a subset of probes that is known to be invariant under the
treatments in the Cy3 and Cy5 channel, then the dye normalization can use only
those genes. However, it is important that the set of invariant genes is rather large
in order to counterbalance any natural variation in these probes that are not due to
the dye.
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Figure 4.10 Dye normalization: (a) the original data show unequal dye efficien-
cies; (b) the data is transformed on the MA scale and a set of invariant genes
between the two channels is determined (preferably on the basis of some bio-
logical criterion); (c) for those invariant genes a smoothed line is fitted to the
scatter plot; (d) the residuals of the smoothed regression are back-transformed to
the original scale.

Subsequently, the residuals of the data with respect to the smoothed line f̃

constitute a normalized MA plot,

m̃i = mi − f̃ (ai), (4.7)

ãi = ai . (4.8)

By taking the inverse of Equations (4.5) and (4.6) using the normalized MA
values in Equations (4.7) and (4.8), we obtain the normalized red and green
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channel values:

log R̃i = ãi + m̃i/2, (4.9)

log G̃i = ãi − m̃i/2. (4.10)

Numerical example. The data from the first skin cancer array in Figure 4.10(a)
show a clear non-constant dye effect. No information about spiking controls or
housekeeping genes, which are expected to be similarly expressed across the two
dyes, is available. One can decide to use the whole data set for normalization,
but instead, the data are trimmed to eliminate those genes that have dramatically
altered expressions across the two dyes. An ad hoc invariance set is defined as
those genes whose relative rank among all 9,216 values has not changed by more
than 300. In this fashion 2,365 probes are selected.

The Cy3 and Cy5 values for the invariant probes are transformed accord-
ing to Equations (4.5) and (4.6). Figure 4.10(b) shows the transformed values for
this array. The invariant set is used to calculate the smoothed curve of equality.
Figure 4.10(c) shows the results of two different smoothing approaches, namely,
smooth.spline and loess. The latter is shown with two different parameter set-
tings. The smoothing spline is too variable, especially at the edges. We recommend
using a loess smoother with a span of at least 0.2 and consisting of local linear
lines (degree = 1). After subtracting the loess line from the MA-plot, the data
are transformed back to the original scale, as shown in Figure 4.10(d). The data
now do not show any intensity-dependent deviation from the line of equality.

The dye.norm function in R.

The loess-based, intensity-dependent dye normalization procedure has been imple-
mented in R as the function dye.norm. It takes the cy3 and cy5 channel inputs
and applies on all or a subset of the data the intensity-dependent loess smoothing
with default span = 0.2. If this invariantset is specified as NA, it will take
all the data; if it is specified as a single number, it will take all the spots whose
expression rank has not changed by more than that number; or if invariantset
contains a vector of numbers, it will take the subset of invariant spots as the data
rows corresponding to the numbers in the vector invariantset.

4.3.5 Normalization within and across conditions

All the normalizations discussed so far have only dealt with the normalization
of a single array. By dealing with spatial effects and dye effects, we hoped to
achieve inter-comparability of the data from anywhere on the array in each of the
channels. However, there are good reasons to suppose that data from replications
across different arrays cannot be directly compared. For example, the preparation
of the hybridization sample depends on the handling of liquids and dyes in small
quantities where relatively large levels of variation can occur. In addition, scanning
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can occur at different gains and different photo multiplication levels. All this makes
it necessary to position the data from different arrays on the same scale first, before
attempting to analyse them.

Global method to normalize across arrays

The best-known method to deal with the different measurement scales from dif-
ferent arrays has been proposed several times under different names. Effectively,
these methods transform the data by bringing the mean or median intensity for
each array to some fixed quantity and possibly by adjusting the scale to another
fixed value. Kerr et al. (2000) and Wolfinger et al. (2001) perform the location
normalization by means of including an array effect into a factorial model. The
location and scale normalization in Yang et al. (2002b) achieves relatively similar
scales across replicates, although it simultaneously also attempts to account for any
spatial effects on the array. In the single-channel literature, Affymetrix (Affymetrix
2001) introduced scaling factors to set the mean expression across all the arrays
in an experiment to 100.

This normalization can be described as follows. Assume that one has data for
p spots for the two dyes over n arrays, represented by

xijk, where i = 1, . . . , p, j = 1, 2, k = 1, . . . , n.

Let mjk and sjk be some location and scale parameter respectively, for the j th
dye across the kth array. Then,

x∗
ijk = xijk − mjk

sjk

, i = 1, . . . , p

are the normalized data for array k and dye j . Unfortunately, these data are not on
the original scale, and therefore, it is sensible to transform them back to a more
interpretable scale. By taking m and s to be some overall summary of mjk and sjk

(j = 1, 2, k = 1, . . . , n) respectively, the spot intensities are transformed back to
the original scale via,

x∗∗
ijk = m + s × x∗

ijk.

The resulting expressions across all the arrays will then be on the same scale,
that is, will have the same location and scale parameter, which is close to the
original scale.

The choice of location and scale parameter is largely arbitrary. The most com-
mon ones are the mean and standard deviation. We recommend, as a matter of
course, using relatively robust quantities, such as the median and the median abso-
lute deviation, respectively.

The main objection against this type of method is the assumption of linearity.
This normalization supposes that the variations in brightness across the arrays
can be described by a shift and perhaps some form of multiplicative shrinkage.
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However, the observed intensities are certain to lie between some fixed values. For
a 16-bit Tiff image, these values are 0 and 216 − 1. Arrays that are brighter tend to
have compressed values near the top intensity range, whereas arrays that are darker
possess a compression of values near the lower intensity range. How serious this
non-linear compression is depends on the overall stability of the experiments.

Another objection against the global location and scale stabilization method
is that it ignores possible array-wide changes across the array due to different
conditions. For example, it is known that during lactation, the expression of many
genes in the mammary gland are suppressed. If a chip with mRNA from a mammary
gland during pregnancy is compared with a chip with mRNA during lactation, then
it is expected that the second chip would show lower overall expression. However,
the global normalization method will set the level of each of the two arrays at
the same overall level. Whereas, this may not be a large problem for complete
genome arrays, for small custom arrays with only a few hundred genes on it this
is a relevant issue.

In the next two sections, we discuss a quantile normalization method that deals
with both the problems.

Recommended within-replication normalization

A microarray experiment is often replicated several times in order to deal with the
natural variation across the array. Given that the same genes are measured under
the same condition, it is natural to expect that the results should somehow be
similar. That is the intuition behind the location and scale normalization discussed
in the previous section. It is clear, however, that frequently they are not identi-
cally distributed and that simple location and scale adjustments are not sufficient.
Figure 4.11 shows two replicates of the skin cancer experiment after the spatial,
background and dye normalizations described in the previous sections. Although
they are replicates—in the sense that the hybridizations used mRNA coming from
the same cancerous cell line—the data do not seem to display the same distribution,
especially at the top end of the scale.

A quantile normalization method has been proposed by several authors to deal
with this caveat (Bolstad et al. 2003; Wernisch et al. 2003). It involves transforming
all the replicates onto the same scale. This scale is itself obtained by an overall
mean of the distributions of all the replicates. Figure 4.12 shows how the method
works schematically.

The method is able to deal with non-linear compressions because effectively
it only takes the ranks of the observations into account. Moreover, by using all
the replicates of a particular observation, it is hoped that the ‘compromise distri-
bution’ is a better reflection of the underlying gene transcription. In particular, the
‘compromise’ scale might be more ‘linear’ than the original scale.

Mathematical details. Quantile normalization is applied to a matrix {x} of spot
intensities for all p genes and k replicates. Let xij be the spot intensity for spot j
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Figure 4.11 Even though they are replicates, the distributions of the data in the
two arrays shown in (a) and (b) are not quite the same. This suggests that a simple
location and scale normalization might not be sufficient.

on array i. Also, define the following two quantities,

x(j) = vector of j th smallest spot intensities across arrays,

x(j) = mean/median of x(j).

The vector (x(j))j=1,... ,p represents the ‘compromise’ distribution. Let {r} be the
matrix of row ranks associated with matrix {x}. Then,

xnorm

ij = x(rij )

are the quantile normalized values of {x}.
As a numerical example, we associate some values to Figure 4.12. Let the

following matrix represent two array replicates of five spots,

x =
1 2 3 4 5

1 16 0 9 11 7
2 13 3 5 14 8

The associated matrix of ranks is given as,

r =
1 2 3 4 5

1 5 1 3 4 2
2 4 1 2 5 3
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Figure 4.12 Schematic representation of quantile normalization within a certain
condition.

The vector of the compromise distribution is obtained by averaging out the quantiles
of the rows of x, that is,

x = (1.5, 6, 8.5, 12, 15).

Then, mapping the ranks r onto this vector x yields the quantile normalized values,

xnorm =
1 2 3 4 5

1 15 1.5 8.5 12 6.0
2 12 1.5 6.0 15 8.5

This normalization can be considered a success if the overall variation of the spot
replicates has not increased. In this example, we see that this is the case for all
spots except spot 5.

Recommended across-condition normalization

Although it is possible to extend the quantile normalization across different con-
ditions, there may be a biological reason why this is inadmissible. Although it is
reasonable to assume that the distributions of two replicates under the same condi-
tion are approximately the same, it could well be that genome-wide changes may
have occurred as a result of a different condition. This would affect the distribution
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of spot values across the array. In particular, this would be the case when the array
contains only a few genes that have been selected on the basis of this expected
response to the conditions.

As a result, one has to be more careful when normalizing replicates from
different conditions. Only genes that are known to not change between conditions
should be used in the normalization across conditions. In particular, just as for the
normalization of the dye effect, a set of invariant genes is needed.

We propose a variation of the quantile normalization method across several
conditions that can be graphically represented as in Figure 4.13. This form of quan-
tile normalization performs an ordinary quantile normalization across the invariant
genes, and then for each array fills in the remaining genes by linear interpolation.
Interpolation only works if the smallest and the largest values on each array are
part of the ‘invariance set.’ Therefore, by default they are added to the set of
invariant genes.

The method is internally consistent, in that if the whole set of genes is declared
invariant, it reduces to the ordinary quantile normalization method.

Mathematical details. Let the data, again, be represented as a matrix {x} of spot
intensities for all p genes and k arrays. Let xij be the spot intensity for spot j

on array i. The rows of the matrix now correspond to several different conditions.
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Figure 4.13 Schematic representation of a quantile normalization across several
conditions, where genes 1 and 2 are not expected to change across the conditions.
In order to avoid extrapolation, gene 4, which is the maximum on the second array,
is added to the set of ‘invariant’ genes.
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The point of departure for the quantile normalization method across conditions is
the set of invariant genes. This set should be chosen on the basis of biological
considerations and not on the basis of the data. Let

N = genes a priori unaffected by the conditions.

Define also the set of minima and maxima,

M = genes with smallest or largest expression in an array.

For the moment, we restrict our attention to the data matrix {y} of all the invariant
genes and the genes that appear as minima or maxima,

y = [xn1 , . . . , xn|N | , xm1, . . . , xm|M| | ni ∈ N , mj ∈ M].

Define the following two quantities,

y(j) = vector of j th smallest spot intensities across y,

y(j) = mean/median of y(j).

The vector (y(j))j=1,... ,p represents the ‘compromise’ distribution for the invariant
genes. Let {ry} be the matrix of row ranks associated with matrix {y}. Then,

ynorm

ij = y(r
y
ij )

are the quantile normalized values of the invariant genes. In order to obtain the
normalized values for all genes across all arrays, linear interpolation is performed.
Let j ′ and j ′′ be two genes in N ∪ M that are the nearest invariant genes to xij ,
such that

xij ′ < xij < xij ′′ .

Let y1 and y2 be the quantile normalized values associated with xij ′ and xij ′′
respectively. Let there be a values between xij ′ and xij , and b values between xij

and xij ′′ on array i. Then

xnorm

ij = y1 + a + 1

a + b + 1
(y2 − y1)

is the quantile normalized value of gene j on array i.
As a numerical example, we associate some values to Figure 4.13. Let the

following matrix represent two array replicates for each of two conditions over
five spots,

x =

1 2 3 4 5

1 16 0 9 11 7
2 13 3 5 14 8
3 13.5 −2 6 1 8.5
4 10 −1 4 3 7
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The set of invariant genes is N = {1, 2}, while the set of minima and maxima
across the arrays contains M = {1, 2, 4}. For the set N ∪ M the associated matrix
of ranks is given as

ry =

1 2 4

1 3 1 2
2 2 1 3

3 3 1 2
4 3 1 2

The vector of the compromise distribution is obtained by taking the medians over
the quantiles of the rows of x, that is,

y = (−0.5, 7, 13.75).

Then, mapping the ranks ry onto this vector y yields the quantile normalized values
for the set N ∪ M,

ynorm =

1 2 3

1 13.75 -0.50 7.00
2 7.00 -0.50 13.75
3 13.75 -0.50 7.00
4 13.75 -0.50 7.00

The remaining two genes are inserted for each array using interpolation:

xnorm =

1 2 3 4 5

1 13.75 -0.50 4.50 7.00 2.00
2 7.00 -0.50 2.00 13.75 4.50
3 13.75 -0.50 9.25 7.00 11.50
4 13.75 -0.50 9.25 7.00 11.50

Figure 4.14 shows how the quantile normalization succeeds in aligning the
distributions.

By normalizing first within condition before normalizing across conditions, it
might be feared that the quantile normalization method introduces spurious differ-
ences between conditions. We performed a simulation study with ten genes and two
conditions to test this hypothesis. Each of the conditions was replicated four times.
None of the genes was assumed to be differentially expressed and all the gene
expressions were taken from independent normal distributions with mean = 0 and
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Figure 4.14 (a) Simulated data, consisting of five expression values over four
arrays across two conditions; (b) data after the quantile normalization across the
invariant genes.

Table 4.4 Observed significance level
( # rejections

10×500 ) over 500 replications of 10
non-differentially expressed genes, using
a t-test at α = 0.05 over (i) the raw
data, (ii) quantile normalized data and
(iii) quantile normalized data with N =
{1, 2}.

(i) (ii) (iii)

α̂ 0.041 0.042 0.041

standard deviation = 1. Besides using the raw data to test for differential expression,
we applied the two different quantile normalizations to the data: (i) quantile normal-
ization across all genes, (ii) quantile normalization with invariance set N = {1, 2}.
In all the cases, we used the ordinary t-test at a α = 0.05 significance levels to test
for mean differences between the expressions. Table 4.4 suggests that no system-
atic bias is introduced by the methods we propose. However, we have noticed that
methods that actively force distributions within conditions to be the same might
introduce bias (simulations not shown).

The cond.norm function in R.

The quantile normalization method within and between conditions has been imple-
mented in R as the function cond.norm. It relies on being presented as a data
matrix, where the rows represent the arrays and the columns represent the spots.
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If it does not receive any further information, then it proceeds to do a quantile
normalization on all the genes and arrays simultaneously. The result is that all the
arrays end up on precisely the same scale. If information about invariant genes is
entered in invariantset as a set of column numbers or as a logical vector, then
cond.norm only employs those spots to quantile normalize the data. By supplying
information about the conditions, the data are first quantile normalized across
replicates, before the across-condition normalization. If the method is changed
from quantile to global, then a simple location and scale normalization is
applied to all the arrays.

4.4 Normalization of Single-channel Arrays

Single-channel arrays, in principle, do not produce any normalization obstacles
that have not been already encountered during the normalization of dual-channel
arrays. For single-channel arrays there can be spatial effects, background noise
and general scale differences between arrays. All the normalization techniques
discussed in Section 4.3, with the exception of the correction for the dye effect,
apply to single-channel arrays. The most common single-channel microarray, the
Affymetrix GeneChip, has some idiosyncrasies when it comes to data storage and
initial analyses, which justifies a normalization section of its own.

An Affymetrix GeneChip comes with internal replicates for each gene. Typi-
cally, 11 to 20 so-called probes are present on each array. Each of the probes are
spots with small, gene-specific oligonucleotides, 25 base pairs long. An oligonu-
cleotide can be considered a brief quote of a particular gene. The idea is that
as long as the quote is specific enough, RNA from that and only that gene can
recognize it as itself.

However, undoubtedly, RNA from other genes may find parts in common with
the individual probe and attach itself to it. To deal with this problem of non-
specific hybridization, Affymetrix devised for each probe a so-called ‘mismatch’
cousin that was obtained by changing the 13th base pair of each oligonucleotide
probe. It was believed that by subtracting the MM value from the observed ‘PM’
probe values, a gene-specific expression value would be obtained.

4.4.1 Affymetrix data structure

Data and information about the data from Affymetrix GeneChips are stored in a
variety of ways. Table 4.5 gives a complete overview. For our purposes, the most
important files are the CEL (*.cel) and CDF (*.cdf) files. The CEL file contains
the information about the individual probes. This file is the result of the scanning
and segmentation of the subsequent image. However, it has not yet summarized
the probe values into individual gene expression values. The CEL files contain
the average probe pixel intensities, the probe pixel standard deviations and also
information about the physical location of each probe on the array. For each array
there exists a corresponding *.cel file. To make biological sense of the CEL files,
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Table 4.5 Affymetrix data information files.

Data files

*.exp experimental information file
*.dat image file
*.cel probe intensity file
*.chp gene intensity file
*.rpt report file

Probe information files

*.cif chip information file
*.cdf chip description file
*.msk mask file

a map from the probes to the gene names is needed. This information is stored
in the CDF file. Unless different GeneChip types were used, only one CDF file is
needed for an experiment that consists of several arrays.

Reading in Affymetrix data into R

The affy package is an add-on package for R written by Irizarry et al. and
described in Irizarry et al. (2003a). This package allows the user to read Affymetrix
files into R without having to convert the files first. The commands,

> objectname.cel <- read.celfile("filename.cel")

and

> objectname.cdf <- read.cdffile("filename.cdf")

read in the CEL and CDF files respectively.

4.4.2 Normalization of Affymetrix data

Several methods have been proposed to normalize Affymetrix data. Affymetrix’s
own MAS 5.0 software subtracts the MM values from the PM values to get the
individual probe expression values. Some ad hoc adjustments prevent the difference
from becoming negative. By using a relatively robust location estimate called
Tukey’s biweight , the probe values for a particular gene are summarized into a
single gene expression value. A scaling factor makes sure that all arrays have a
similar average brightness.

Li & Wong’s dChip project (Li and Wong 2003; Li et al. 2003) normalizes the
data by pooling for each gene the information across probes and across replicates
using a multiplicative model. Their method automatically detects and removes
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probe or array outliers. However, it does not normalize for spatial or other effects,
except for standardizing the overall brightness across the arrays.

Irizarry et al. (Irizarry et al. 2003a,b) suggest a novel background correction
in the place of Affymetrix’s mismatch subtraction. The associated R library, affy,
includes their background correction method as well as Li & Wong’s dChip method.
However, again, no adjustments are made for varying levels of brightness across
the array.

In this section, we describe the methods by which we propose to deal with the
most common sources of unspecific variation in Affymetrix data—spatial variation,
background noise and overall differences in brightness between arrays. All of these
methods have been described before in the context of the dual-channel arrays.
The R functions that were proposed for the dual-channel arrays also work for the
Affymetrix data. An effort has been made to minimize duplication and interact
with the affy package.

Spatial correction

Just like a dual-channel array, Affymetrix GeneChip is an optical technique
whereby gene expressions are transformed into optical intensities, which can be
read by a scanner. Images are notorious for containing spatial effects. There might
be correlations induced in the scanning process itself, or, more likely, the spatial
dependencies in the hybridization sample can lead to uneven brightness across
the array. Figure 4.15 shows the subtle variations of the intensities across an
Affymetrix array on the log scale. Fluctuations between 5.35 and 5.65 on the
log scale stand for a 15% fluctuations either way on the original scale. This is
a physically significant value and typical for the type of fluctuations that can be
observed. Figure 4.15 also shows array damage at different places. The best thing
would be to take these values out and consider them as missing values. Imputation
of missing values is discussed in Section 4.2.3.

Use of the spat.norm function for Affymetrix data in R. The same function
that is used for estimating the brightness fluctuations across the dual-channel array
(cf. Section 4.3.2) can be used to normalize the spatial effect on Affymetrix arrays.
To extract the probe intensity data from the cell object that we obtained by using
the read.celfile function in the affy package in R, we have used the function
cel2int. It returns a matrix with probe intensities on the original GeneChip grid.
This matrix can then be directly entered into the spat.norm function. To make
the normalization robust to outliers and left skewed data in general, we recommend
normalizing the log-transformed data,

> mydata.sn < −spat.norm(log(cel2int( mycel.object ) ) ).

The function will return a matrix of the original size with spatially normalized
intensities. It is possible to put the spatially corrected data back into the cell object,
via

> attributes(mycel.object)$intensity < −mydata.sn.



96 NORMALIZATION

5.4 5.35
5.45

5.55

5.6

5.5

5.45

5.5

5.55

5.65
5.6

Figure 4.15 An Affymetrix array with superimposed contour lines of the smoo-
thed surface.

Affymetrix arrays tend to have many more probes on each array than common
printed arrays. This makes the spatial normalization slower. However, by normal-
izing only across a large random sample of points, indicated by n.sample, the
normalization speeds up significantly. The current default is n.sample = 10,000,
which corresponds to the number of probes of an ordinary cDNA microarray.

Background correction

Image analysts are used to dealing with background noise in images. This is a
random but possibly spatially correlated noise that adds itself to the location-
specific signal. Affymetrix has developed its own ways to deal with non-specific
or so-called stray signals (Hubbell et al. 2002). In particular, in MAS 5.0, as
suggested by Hubbell et al., the true signal Tj for probe j is estimated as

Tj = PMj − pMMj ,

where p = 1 if the PM signal (PMj ) is larger than the MM signal (MMj ), or p is
an ad hoc value between 0 and 1 if the PM signal is less than the MM signal, so
that Tj is always positive.

Besides the fact that the choice of p is ad hoc and not informed by any physical
model, this method also suffers from very similar problems as those with local
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background subtraction, discussed in Section 4.3.3. In particular, as the mismatch,
like any other quantity, is observed with error, subtracting it from the PM value
tends to add additional noise. Moreover, gene-specific RNA also hybridizes to
the mismatch, and therefore, subtracting it is precisely the incorrect thing to do
(Irizarry et al. 2003b).

Instead of subtracting the MM values from the PM values, several other options
are open to deal with unspecific hybridization. One can consider looking at the
intensity of empty spots and subtract an average value of these spots from each
probe value. The background normalized value x∗

j for probe j is then defined as

x∗
j = max(xj − µempty, 0). (4.11)

Another method is to consider the distribution from the empty spots as an indicator
for the amount of noise in its probe. By making a few distributional assumptions
on the stray signal and true signal, a conditional expectation of the true signal can
be calculated:

x∗
j = E(tj |xj = tj + bj ), (4.12)

where tj and bj are the true and background signal for probe j respectively.
This is the so-called probabilistic background correction method , also discussed
in Section 4.3.3 and in Irizarry et al. (2003b). It is our recommendation to use
the background correction sparingly. In Figure 4.16 background correction was
applied to a pair of sets of Affymetrix data. The data came from two scannings
of the same array. It shows that on the log scale the background corrected inten-
sities are more variable than the original data. This is a bit deceptive, since the
background correction really takes place on the original scale. Nevertheless, it is
our experience that, of all the normalization methods, background correction is the
one that least reduces the variation between replicate arrays. This is a sign that it
does not correct for much of this particular source of variation.

Use of the bkg.norm function for Affymetrix data in R. The background cor-
rection function bkg.norm takes as its main argument a vector of probe intensities.
The option empty can be used to specify the locations of empty spots. If a number
n is provided, it simply assumes that the lowest n probe values come from empty
spots. It is also possible to enter the mean and standard deviation information
of the empty spots manually. These values will then be used in the background
correction.

The function can perform both the deterministic correction in Equation (4.11)
or the probabilistic correction in Equation (4.12) by setting the method option to
"deterministic" or "probabilistic" respectively. The probabilistic back-
ground normalization function is also implemented in the affy library. The argu-
ment bg = rma in the function express performs this normalization.
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Figure 4.16 Original data seems to show less variation than the background cor-
rected data.

Correction within and across conditions

The overall brightness of an Affymetrix array can vary from chip to chip. Arrays
might be scanned at different photomultiplier levels and different gains. The
hybridization mix may have been of different concentrations. It is therefore impor-
tant to bring different arrays onto the same scale. Affymetrix MAS 5.0 package
(Affymetrix 2001) proposes to use scaling factors to ensure that each array has
the same mean or median probe intensity. This corresponds to the global scaling
method discussed in Section 4.3.5. The main disadvantage of this method is that it
is unable to deal with non-linear distortions at the lower and higher end of the probe
intensity scale. These distortions are the result of the fixed interval [0, 216 − 1] in
which all of the probe intensities are recorded.

Another method is the so-called quantile normalization. It forces the distribu-
tion of all the replicate arrays to follow some kind of ‘average’ distribution. An
example of this can be seen in Figure 4.17. After the quantile normalization, the
two replicates line up precisely along the line of equality.

Although this type of normalization is useful when two arrays are replicates, it
might introduce bias when the arrays represent different biological conditions. In
such case, it is not necessarily the case that most of the probes are expected along
the line of equality. For this purpose, it is important to define a set of probes that
are expected to remain invariant under the conditions. By applying the quantile
normalization only to the invariant set and interpolating all the other probes, bio-
logical information is taken on board to avoid introducing bias by over-normalizing
the data. The precise details of the algorithm are discussed in Section 4.3.5.



NORMALIZATION 99

4 5 6 7 8 9

4
5

6
7

8
9

10

Probe intensities, scan 1

P
ro

be
 in

te
ns

iti
es

, s
ca

n 
2

Original data
Quantile corrected
data

Line of equality

Effect of quantile correction

Figure 4.17 Quantile normalization brings the two technical replicates on the
same scale.

Use of the cond.norm function for Affymetrix data in R. The quantile nor-
malization is implemented in the R function cond.norm. It takes as argument a
matrix of probe values, whereby the rows are the arrays and the columns are the
genes. By specifying the samples via the conditions argument and the invari-
ant genes via the invariantset argument, a complete normalization takes place
within conditions and a partial normalization across conditions. Further details of
this algorithm can be found in Section 4.3.5.

The function cond.norm can also be instructed to perform a global normaliza-
tion, whereby the median and median absolute deviation (MAD) are made equal
across all arrays.

Summarizing probe set data into gene expression values

Each gene on the Affymetrix GeneChip is represented by a number of probes,
typically between 11 and 20. This group of probes is called a probe set. The
probes themselves are different 25 base pair ‘quotes’ from the gene of interest.
Whereas before, the probes of a gene were put next to each other, it was soon
recognized that this introduced needless opportunities for spatial bias. On modern
Affymetrix chips, the probes of a single gene are spread across the array.

Although it is useful to have many probe values, they should not be confused
with biological replicates. The values are associated with a single hybridization of
a single sample. Therefore, it is statistically prudent to summarize the probe values
into a single gene expression value, as there is only one degree of freedom.

The simplest method is to take a (trimmed) average. Affymetrix implemented
this in its MAS 4.0 software as the AvgDiff value. It was observed that some
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probes were much brighter than others. In response, Affymetrix changed this in
MAS 5.0 and used a more robust central estimate. Although the median would
probably suffice, they opted for a more complicated Tukey Biweight estimate.

The observation that certain probes are fundamentally brighter than others belies
the assumption that the probes are independent and identically distributed values
from some common, perhaps heavy tailed distribution. If this assumption is really
in doubt, it might be better to estimate the gene expression value by allowing the
effect of the individual probes to vary. This lies behind the so-called ‘model-based
analysis of oligonucleotide arrays’ proposed in Li and Wong (2000) and Li et al.
(2003). The analysis is a way to estimate the probe efficiency φj for probe j and
the model-based expression index (MBEI) θi for a particular gene on array i via
the model:

yij = θiφj + εij , i = 1, . . . , narrays, j = 1, . . . , nprobes.

where yij is the observed probe intensity on the original scale. This is a multi-
plicative model on the non-logged scale. One of the advantages of this method
is the ability to detect unusual probe values yij —having high leverage or large
standardized residuals—which can be eliminated from the data automatically by
setting some tuning parameters.

Table 4.6 shows the approximate relationship between methods that take (com-
plicated) averages of the probe values and those that allow for an individual probe
effect. Irizarry et al. (2003a) propose a variation on the theme. By transforming
the multiplicative model on the original scale into an additive model on the log
scale, the two-way model is approximately equivalent to the Li & Wong method
and much easier to estimate. Also, they allow for an individual probe effect, but
rather than fitting a multiplicative model, they propose a related additive model on
the logarithmic scale,

log(yij ) = θi + φj + εij , i = 1, . . . , narrays, j = 1, . . . , nprobes.

Traditionally, this model was fitted by least squares, but today there are many other
methods to fit this model more robustly, such as median polish or robust regression

Table 4.6 Main approaches for estimating the
gene expression value θi from several probe val-
ues j over different samples i: Model 2 (Irizarry’s
RMA and, approximately, Li & Wong’s model-
based expression index) is an extension of the one-
way model, such as taking simple averages (AvgDiff
method).

Method Formula

1. One-way ANOVA log(yij ) = θi + εij

2. Two-way ANOVA log(yij ) = θi + φj + εij
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using an M estimator (Venables and Ripley 1999). Irizarry et al. (2003a) use median
polish to derive estimators for the expression measures θi .

Implementation in R. The different probe summary methods are implemented
in the affy package in R. The argument summary.stat of the function express
controls which summary method is selected and can be set to avdiff for taking a
(trimmed) mean, to li.wong for the Li-Wong expression index, or to rma (default)
for the additive method by Irizarry et al.
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Quality Assessment

Although the advances in technology over recent years have been vast and microar-
ray analysis has become a commonly used tool, microarray experiments are com-
plicated and many sources of unwanted variation are present when conducting
them. Array normalization can and should be used to remove many of these noise
components in the data. However, many sources of variation may be present
in a microarray experiment, and normalization cannot be expected to correct
all of them. Further, it is always worth checking whether the normalization has
satisfactorily accounted for the problems with the arrays. It is also worth check-
ing the qualitative information about an experiment, such as that contained in
MIAME.

This chapter deals with methods for determining when and which arrays may
be unreliable. It does not and cannot be exhaustive as there can be many types of
problems, but the methods given carry out important checks on the suitability of the
data. The main types of problems that these checks can detect are the mislabelling
of arrays, array-wide hybridization problems, problems with normalization and
mishandling problems. We look at each of them in turn.

Four main techniques are used to identify these problems—dimension reduction
techniques, which include visualization methods, pairwise scatter plots, false array
images and correlograms.

Some work on quality assurance of microarray data is starting to appear
(McClure and Wit 2003). Most imaging software programmes (e.g. Agilent Fea-
ture Extraction Software, MAS 5.0, QuantArray) have the ability to flag spots
if the individual pixel values are too variable. These flags tend to be based on
relatively crude and simple hypothesis tests. Li and Wong (2001) propose a probe-
treatment model for Affymetrix gene expression. As a result, they are able to flag
unreliable probes by means of an outlier detection method. This method has been
implemented in the dChip package (Li and Wong 2003; Li et al. 2003).

Statistics for Microarrays: Design, Analysis and Inference E. Wit and J. McClure
 2004 John Wiley & Sons, Ltd ISBN: 0-470-84993-2
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5.1 Using MIAME in Quality Assessment

MIAME, or minimum information about a microarray experiment, is an attempt
to standardize the storing of information about microarray experiments. It is the
creation of microarray gene expression data (MGED) Society (www.mged.org),
which includes many important microarray developers and users. The primary
motivation behind MIAME is to create a standard for the storage of microarray
information to enable the creation of useful, searchable databases.

Despite being labelled ‘minimum’, there is a great deal of information about
an experiment within the MIAME, and some of this can potentially be used for
quality assurance. What can be used is primarily dependent on what elements of
the experiment change across the different arrays. For example, the quantity of
mRNA may not have been as great in one sample compared to others, due to
experimental error.

MIAME will tend to be used when assessing others’ work, since it contains a
lot of the information that would normally be available directly to experimenters
or their collaborators. In this case, MIAME can be very useful for conducting
qualitative quality assessment. When considering someone else’s experiment the
information contained on the protocols and equipment used can be very useful for
deciding whether the experiment is worth investigating further.

5.1.1 Components of MIAME

Array design description. This contains physical information on the arrays in
the experiment. The nature of the arrays used can give insights into the performance
of a microarray experiment. There are five main parts to the information recorded
by MIAME:

1. Information is given on the array—its design name, platform type (syn-
thesized, spotted, etc.), the surface and coating specifications, the size and
number of spots, specified as features, on it. The availability or production
protocol of an array can also be included.

2. Information is given on each distinct nucleic sequence, or reporter, on an
array—the type, the sequence used and its length. Clone information, if
relevant, can be recorded, along with the element generation protocol.

3. The type, size, attachment, location and respective reporter of each feature
is also recorded.

4. Information about each composite sequence of features relating to a particular
gene exon or splice variant is included—the reporters contained, the reference
sequence and the gene’s name.

5. For any control elements on the array, their position, type and exogenous or
endogenous state is recorded.
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Given that this is likely to be the same across all arrays used in an experiment,
this information may not be of use for quality assessment.

Experiment description. Besides its physical elements, an experiment is defined
by how it is organized. The procedures used in the implementation, by whom and
how they were followed—all these give important information on the quality of a
microarray experiment. These procedures include the following:

1. Experimental design—information on the authors, type of experiment, exper-
imental factors and replication.

2. Samples used—information on the samples includes the sex, age, develop-
ment stage, genetic variation and disease state.

3. Extraction method—details of what manipulations are carried out on the
samples, possibly including growth conditions, and treatments (in vivo or
in vitro) are given. The method for the extraction of nucleic acids, their
labelling and any spiking controls are also included.

4. Hybridization procedures—details of how the target is hybridized to the slide,
including the protocols and which sample is applied to which solution.

5. Measurement data and data processing—raw images of each hybridization,
image quantitations and normalized expression values, each with information
on how they were obtained.

All this information can be very useful in assessing the quality of a microar-
ray experiment. Further information is given about the elements in a MIAME
description at the MGED website (MGED 2002).

5.2 Comparing Multivariate Data

A way to assess the quality of microarray data is by testing the internal consis-
tency of the data. This section describes ways to compare data from a microarray
experiment internally. It discusses the scale on which to measure gene expression
data, how to assess the dissimilarity between gene expression profiles and how to
visualize these dissimilarities.

5.2.1 Measurement scale

Microarray slides are generally stored in computer memory as 16-bit tiff files. Pixel
values, therefore, range from 0 to 216 − 1, and as a consequence, spot mean or
median intensities are almost always on a scale from 0 to 65,535. The intensities
tend to be positively skewed so that most genes have an intensity much less than
65,535, with a few forming a ‘tail’ of increasing intensity extending towards 65,535.
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Normalizations often change the scale of the data. Kerr and Churchill (2001c) and
others suggest changing the data to the log scale because that turns multiplicative
effects into additive ones and makes subsequent analysis easier. Rocke and Durbin
(2001) and Huber et al. (2002) make a strong case that not only multiplicative
effects are present but also additive ones. They suggest, instead, the application of
a generalized log transformation, which has the advantage of stabilizing variances
across the array.

However, whatever scale normalized data is on, it is always worth checking
your data for artifacts on different measurement scales. Different problems can
affect the data in different ways, and considering the data on one scale can allow
certain features to be detected easily, whilst obscuring others. So, even though it
may not be the ultimate scale on which you wish to analyse the data, transforming
your data after they have been normalized can be an excellent diagnostic tool to
spot normalization problems.

A number of transformations can be used for doing this, and the ones to be
used depend on the scale of the normalized data (McClure and Wit 2003). If the
normalized values are on the original positively skewed scale, then taking logs can
highlight problems at the lower end of the intensity scale. The original scale is
more useful for picking up problems at high intensities. In general, it is useful to
consider a parameterized class of transformations, such as the class of all power
transformations,

pα : x �→ xα,

where x is the normalized intensity; note that α = 0 stands for the log transfor-
mation. Higher powers (α ≥ 1) are particularly useful for pronouncing top-end
artifacts, whereas lower powers (α < 1) can be used to spot low-end artifacts.
However, artifacts that lie in the busy middle range of spot intensities cannot be
enhanced by any such transformation. For those kinds of artifacts, it is useful to
use the rank transformation that replaces each spot intensity by the relative rank
it occupies on the array. This transformation creates equal spacing between all
spot intensities and is therefore extremely valuable to enhance contrasts between
intensities that are extremely close.

5.2.2 Dissimilarity and distance measures

The type of comparison we wish to make between different microarrays determines
the distance or dissimilarity measure that should be used. A distance measure puts a
value on the dissimilarity between two arrays. A variety of different measures exist,
and they measure different aspects of the dissimilarity between arrays. Choosing an
inappropriate measure for the question at hand can lead to misleading conclusions.

Two types of similarity we consider are the absolute similarity of two sets of
gene expression levels and the correlation of gene expressions between two arrays.
The former is related to whether each gene has approximately the same level of
expression on one array compared to another; mean distance–based measures can
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be used for this. The latter looks for coordinated changes from gene to gene across
two arrays; correlation measures can be used here.

The correlation-based measure used here is

dρ(x, y) = 1 − ρ(x, y),

where ρ stands for the ordinary correlation coefficient. This means that a correlation
close to one has a dissimilarity of zero, as you would expect. The correlation
between X and Y is given by

ρXY = cov(X, Y )

SD(X)SD(Y )
,

where cov(X, Y ) is the covariance and SD(X) and SD(Y ) are the standard devia-
tions of X and Y respectively. The correlation is therefore the normalized covari-
ance.

Mean distance–based measures give an idea of how close all the gene expres-
sion values are across different arrays. We consider the set of power distances

dp(x, y) = p

√√√√ngenes∑
i=1

|xi − yi |p. (5.1)

These vary in their robustness to outliers. The most robust of these distance mea-
sures is Manhattan distance, d1. This is the sum of the absolute distances between
equivalent spots on two different arrays. As the distances between equivalent spots
are raised to higher powers, the measure becomes more sensitive to outliers. This
might be a desirable feature when you wish to detect outliers. The measure d2
is known as Euclidean distance. This is the most intuitive measure of distance
between two objects in two or three dimensions. In a two-variable example, it is
simply the length of the straight line that joins the two points representing the
object’s value on a two-dimensional graph with the two variables as the axes. An
example is given in Figure 5.1, where the two objects have values 1 and 6 for
variable 1, and values 1 and 4 for variable 2. The Euclidean distance between
these two objects is given by the length of the (solid line) straight line joining the
points (1,1) and (6,4)—6 units in this case.

In the example shown in Figure 5.1 Manhattan distance is given by the length
of the dotted line (5 + 3 = 8 units). It is the distance between the two points if we
can only travel in one direction (of variable 1 or variable 2) at any one time, as if
we were navigating a grid system like the streets of Manhattan.

Distance measures and scale transformations can be combined. For instance, the
correlation using the ranks of the data is known as the rank correlation. It is robust
to deviations from linearity, which, in the light of non-linear dye effects, might
be quite useful. In general, one chooses a scale to indicate the region of interest
on which to focus, for example, the low-end or top-end of the measurement scale.
Then one selects a distance measure based on either mean expression differences
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(1,1)

(6,4)
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Figure 5.1 Example of Euclidean and Manhattan distance in a two-variable situ-
ation. The Euclidean distance between the objects at (1,1) and (6,4) is given by the
solid line (6 units); the Manhattan distance is given by the dashed line (5 + 3 = 8
units).

or expression correlations. It is important to remember that the scale used for
data comparisons affects the distances between arrays and that different scales can
highlight different types of problems in the data.

Comparison of correlation and Euclidean measures. The following example
is used to illustrate the differences between mean distance based measures and cor-
relation based ones. Figure 5.2 gives expression values of 20 genes on 3 different
microarrays (labelled A, B and C), together with tables of correlation coefficients
and Euclidean distances between these arrays. Note first that while larger correla-
tions indicate a greater similarity, larger Euclidean and similar distance measures
indicate greater dissimilarity. From the Figure and the tables, we can see that arrays
A and B are very highly correlated (coefficient of 0.96), whereas A and C have
almost no correlation. However, the Euclidean distance between A and B (136,266)
is over 4 times greater than that between A and C (33,451), because array B has
much lower expression values than arrays A and C.

The type of comparison between arrays that we wish to make will deter-
mine whether correlation-based or mean-based measures are better. If the mean
expression of an array is important, then we should consider using a measure like
Euclidean distance.

Comparison of Euclidean and Manhattan distance. Figure 5.3 shows a plot
with expression values for 20 genes on 3 arrays (labelled A, B and C) along with
tables of the Euclidean and Manhattan distances between these arrays.
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Correlation Euclidean (×103)

A B C A B C
A 1 0.96 0.01 A 0 136 33
B 0.96 1 0.10 B 136 0 146
C 0.01 0.10 1 C 33 146 0
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Figure 5.2 Expression values of 20 genes on 3 microarrays (labelled A, B and
C), together with correlation coefficients and Euclidean distances between these
arrays.

From Figure 5.3 we can see that, but for gene 14, arrays A and B appear
much closer together than arrays A and C, as C appears to have a lower average
expression. However, for gene 14, array B is extremely low—if all the arrays are
replicates, something has probably gone wrong with the hybridization here. This
outlier will obviously influence the distances between the arrays. The Euclidean
measure is affected so much that arrays A and C appear more similar (with a
dissimilarity of 40,187) than A and B do (where the dissimilarity is 43,441). Man-
hattan distance is not affected nearly as much by this outlier, and B is found to
be more similar to A using this measure (dissimilarity of 93,307) than C is to A
(dissimilarity of 174,015).

The Manhattan distance is more robust to outliers that often occur on otherwise
well-hybridized arrays. This is likely to make it more suitable than Euclidean
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Euclidean (×103) Manhattan (×103)

A B C A B C
A 0 43 40 A 0 93 174
B 43 0 47 B 93 0 186
C 40 47 0 C 174 186 0
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Figure 5.3 Expression values of 20 genes on 3 microarrays (labelled A, B and
C), together with Euclidean and Manhattan distances between these arrays.

distance when comparing arrays. However, using both Euclidean and Manhattan
distances would enable the detection of these outliers; if outliers were present, then
the two distances would give different results.

What are the units of comparison? This seemingly unnecessary question is nev-
ertheless important. The type of array used and the type of check being conducted
both determine what we treat as the entity of interest in quality assessment—what
we consider to be a unit of comparison.

In the case of Affymetrix chips, this is simple—the array itself is the unit of
comparison. With two-channel arrays, it is more complicated. As the two channels
tend to represent different conditions, it will often be useful to treat the results
from two channels for one array as separate comparison units. However, if multiple
conditions are each tested against a reference on different arrays in an experiment,
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then some ratio of red to green may be the desired quantity. What is chosen as the
comparison unit for a two-channel array will depend on the type of normalization
done.

5.2.3 Representing multivariate data

Multivariate data can be compared by means of formal tests. However, the number
of formal tests that are interesting are potentially infinite. Here, we focus on spotting
potential problems in the data by eye. Visualization methods represent the mul-
tidimensional data, such as array-wide expression figures in a lower-dimensional
space, generally a two-dimensional graph. These lower-dimensional summaries can
be very useful for ‘getting a feel’ for the data.

Visualization methods are, however, relative. There are differences between any
two arrays, no matter how similar they may be. Graphs produced by visualization
methods adapt the range of their axes on the basis of the observed maximum
difference, no matter how small that difference may be. In such cases, it may be
hard to determine the importance of the differences.

We can do two things to overcome this problem. The first is to have as many
replicates as possible. These replicates will be able to give an idea of what normal
variation is supposed to be, and they allow one to gauge the level of unusualness
of any possible outlier. The second way is to ensure that arrays of samples that
have been subjected to different conditions are included. The benefit of having
arrays that should be different from each other is, again, that it helps to create a
yardstick for comparisons.

Dimension reduction methods

A number of different methods are possible for dimension reduction. We shall
consider the very popular principal component analysis (PCA) and an alternative,
known as Sammon mapping, that has certain advantages over PCA. The aim is to
represent objects in a small dimensional space, so that their relative similarity can
easily be seen. When conducting quality assessment of a microarray experiment, it
is the arrays that are the objects and each gene is one of the original dimensions.

Principal component analysis. The most well-known dimension reduction
method is principal component analysis (PCA). This can be a very useful way
of reducing the dimension of multidimensional data. It has the advantage of being
available in most standard packages. It can project the data into a two, three or
greater dimensional space according to choice.

To understand PCA, we need to remember that each of the original dimensions
is an axis. However, other axes can be created that are linear combinations of the
original ones. This is what PCA does—it creates a completely new set of axes.
Like the original axes, the principal components are all orthogonal to each other.

One of these components, known as the first principal component, is the axis
through the data along which there is the greatest variation amongst the objects.
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The second principal component is the axis orthogonal to the first that has the
greatest variation in the data associated with it; the third principal component is
the axis with the greatest variation along it that is orthogonal to both the first and
second axes; and so forth. If there is correlation between the objects, then the first
few principal components can account for a lot of the variation in the data; a plot
of, say, the first two principal components can therefore be useful for looking for
differences between objects.

However, there are some known problems with PCA. The first principal compo-
nents may not minimize the within-cluster variance while maximizing the between-
cluster variance. Also, the diminishing importance of subsequent principal compo-
nents, which are used as axes, makes interpretation of a plot difficult. Moreover,
implementation is based on the complete data matrix and can be rather slow.

Sammon mapping. Sammon mapping (Sammon 1969) uses the distance matrix
between arrays rather than the original data matrix and hence is more quickly
implemented than PCA or other dimension reduction methods. Sammon mapping
aims to find a representation of the arrays in a lower-dimensional space in such a
way as to minimize the total stress of the new representation with respect to the
old one. It does so by finding new distances d̃ for a k-dimensional representation
that minimize the weighted ‘stress’

E(d, d̃) = 1∑
i �=j dij

∑
i �=j

(dij − d̃ij )
2

dij

. (5.2)

In other words, Sammon mapping finds the representation of the units of com-
parison that involves as little distortion of the distance matrix as possible. So,
for the two-dimensional case, Sammon mapping calculates the two-way graph for
which the distances between all the arrays are the closest to the equivalent distances
in the original distance matrix. The ‘stress’ is the extent to which the distances are
distorted by such a representation. Working on the distance matrix allows Sammon
mapping to give a better representation of the arrays than PCA, especially if only
a small fraction of the variation between the arrays is explained by the first two
or three principal components.

False array plots

Having spotted a potential problem, a more detailed investigation of the array
where this occurs is useful. One way of doing this is by creating a ‘false array
plot’. This is an image of the array using the normalized values to represent the
intensity of each spot. If genes have been spotted on the array in a more or less
random fashion, then these images should exhibit no patterns of any kind. Patterns
that do stand out on these false array plots can give a clue of what could be wrong
with a particular slide. Obviously, if there is a pattern to the spotting of the array,
then this can confound any other pattern. This is one of the reasons why it is
helpful if spots are allocated randomly to the array. These kind of statistical design
issues are discussed further in Chapter 3.
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Pairwise scatter plots of replicates

Although dimension reduction makes information more manageable, it does rep-
resent a loss of information. Not all types of quality problems can be spotted via
dimension reduction. Multiple scatter plots may represent a useful compromise.
Many authors have used scatter plots to evaluate the quality of their microarray
data. For instance, Amaratunga and Cabrera (2001) use scatter plots of repli-
cates to notice strange truncation effects at the top end of the intensity range.
Dudoit et al. (2002) introduced a so-called ‘MA-plot’ to spot possible dye effects
and other artifacts. The MA-plot is effectively a scatter plot of the intensities of
the Cy3 and Cy5 channel that is rotated by 45◦.

When plotting the normalized gene expressions of replicate arrays via multiple
pairwise scatter plots, the points on these plots should scatter close to the line
of equality on the arrays. Deviations from this line can indicate different types
of problems. As with other methods, scatter plots on different scales can detect
problems in different intensity ranges.

Correlograms

These are visualizations of the correlations between genes at increasing levels of
separation on the array. They can indicate whether, and to what extent, bleeding
has taken place. If correlations of genes near each other are not negligible, this
can suggest that bleeding has taken place. They can also be useful in checking
for normalization problems. However, care must be taken in their interpretation.
This is particularly true if genes are not randomly laid out on the arrays in an
experiment—here non-negligible correlations might simply reflect aspects of the
layout of genes on the array.

5.3 Detecting Data Problems

Many things can go wrong when analyzing data from a complicated experiment.
Here, four actual data problems are considered for their practical persistence and
insidiousness—clerical errors, normalization problems, mishybridization and mis-
handling. A number of different methods are used to detect these different types
of problems that can be found on a microarray. They are not the only methods
that can be used nor are these problems the only ones that will be encountered.
All methods used here are exploratory, in that they do not formally test for the
problem-free state of the data. Assessing the quality of normalized data should be
done with an open mind.

It is vital to know about the experimental details and the methods used. Or, at
least, one should be able to ask those who do know. Only in this way can the cause
of potential problems be found. This applies to the methods used for imaging and
normalization, as well as to the actual physical experiment.
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5.3.1 Clerical errors

The mislabelling of arrays or dyes is a very simple type of error. By mislabelling,
we mean the administrative confusion of two or more arrays or dyes (for clarity,
we do not take labelling, in this case, to mean the physical process of attaching
dyes to the nucleotides). Most experimenters will have protocols that will aim to
stop this error from happening. However, no matter how good a protocol is or how
vigilant people are, mistakes will occasionally be made, and it is always worth
checking for this. Further, other types of data-management errors can occur. For
example, when processing the data, it is possible to wrongly align intensities to
the genes. This could happen in Excel if one result is accidentally deleted and all
the results in the column below are shifted up by one.

Although normalization should lead to arrays with comparable expression, this
may not be the case when dyes have been mislabelled. If arrays have been mis-
labelled, it is the similarity of the patterns of expressions over each array that
matters. Given this, it suffices to use correlation as a distance measure when
checking whether arrays are mislabelled. If two dyes are accidentally swapped,
the correlation between gene expressions may not be very indicative, whereas the
mean distance might be. In such a case, a mean distance based measure is better
to pick up such an error.

In checking for mislabelling, we can use visualization methods to see whether
any arrays appear to be more similar to arrays associated with conditions other
than their own.

Example: visualizing data handling problems with Sammon mapping.
Here, we consider time-series gene expression data of Mycobacterium tuberculo-
sis in a stressed growth stage from experiments conducted in 2000 at St. George’s
Hospital in London. The normalization used on the data follows the method applied
by Wernisch et al. (2003). This normalization results in a single, normalized signal
and reference intensity for each gene on each of the 16 different arrays used in this
experiment. The log ratio of signal versus reference of each gene on each array
constitutes the unit of comparison.

A two-dimensional Sammon mapping of these arrays, seen as high-dimensional
vectors of log ratios, is given in Figure 5.4. It uses the distance measure 1 − ρ to
calculate the stress between the arrays. Each array is referenced on the plot by
the day the bacterium was ‘harvested’—06 being on the sixth day of its growth,
14 being after 14 days of growth and so forth. The replicate number of the array
is also given. For instance, the second replicate of the bacterium at 30 days is
designated 30.2.

From this plot, it is clear that two of the arrays are noticeable outliers from the
rest. The two most noticeable outliers are the first replicate of the day 14 results
and the second replicate of the day 20 results (14.1 and 20.2 in the plot)—they are
each particularly distant from their respective replicates.

Closer inspection of the normalized data revealed that in both these cases most
of the gene’s results for the signal had been shifted down one row so that they
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Figure 5.4 Sammon mapping of 16 arrays in tuberculosis data set using 1 − ρ

distance. Four replicate arrays exist for each of four time points. The data used are
the normalized log ratios of signal to reference.

represented the results for the neighbouring genes. The results for some genes
from the fourth of the day 30 replicates (30.4 in Figure 5.4) had also been shifted.
Far fewer genes were affected in this case, which is why the problem is not as
noticeable as with the other two arrays.

Problems like these can occur extremely easily when handling and manipulat-
ing large data files. Visualizing the dissimilarities between arrays using methods
such as Sammon mapping can help us spot these mistakes. Besides the Sammon
mapping, simple pairwise scatter plots of replicate arrays can also provide insight
into whether there have been administrative errors.

Example: array swap check with Sammon mapping. The check of the
arrays carried out above on the tuberculosis data found that a data handling problem
had occurred with some of the arrays. Having rectified this, we can check the arrays
again to see if any of the arrays have been swapped.

Figure 5.5 shows the two-dimensional Sammon mapping of the arrays created
using the 1 − ρ distance measure. As with Figure 5.4, each array is referred to on
the plot by the age the bacterium was ‘harvested’—after 06, 14, 20 or 30 days of
growth—and the replicate number of the array is given after this.

The figure suggests that it is not clear that there have been any array swaps.
The fact that for over half the time points replicate arrays cluster together poorly is
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Figure 5.5 Sammon mapping of 16 arrays in tuberculosis data set using 1 − ρ

distance. 4 replicate arrays exist for each of 4 time points (06, 14, 20 and 30 days).

not an indication of array swaps; in fact, this actually obscures our ability to tell if
any of the arrays has been swapped. The poor clustering of the 14, 20 and 30 days
replicates is more likely to be caused by some other problem with the experiment,
such as poor hybridization or normalization (see Sections 5.3.3 and 5.3.2).

Mislabelling of arrays is most easily spotted when the experiments work well
otherwise. If the arrays appear to cluster into distinct groups each corresponding
to the different conditions with the exception of a pair of arrays from different
conditions, which have switched clusters with each other, this can indicate array
mislabelling.

A low-dimensional Sammon mapping can be calculated in R using the function
sammon in the Venables and Ripley (1999) MASS library.

Example: dye mislabelling check with Sammon mapping. Looking again
at the tuberculosis data we can check for dye mislabelling. Figure 5.6 gives the two-
dimensional Sammon representation of separate normalized signal and reference
values for each of the four replicates taken at day six.

The day six array replicates were the most well clustered of all the time points
(see Figure 5.5). That the arrays do replicate well can be seen from the fact that
all of the signal arrays have negative values on the horizontal axis and all the
reference signals have positive ones on this axis. Figure 5.6 gives no indication
that any dye mislabelling has taken place.
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Figure 5.6 Sammon mapping of reference and signal values from the four repli-
cate arrays for day six (06) in the tuberculosis data set using 1 − ρ distance.

The fourth replicate is the one array where the difference between the reference
and signal values is smallest. This replicate was the only one where the Cy3
dye was used for the reference sample rather than the signal sample. That this
array’s signal and reference samples are so close suggests that the normalization
has not effectively dealt with the dye effect; this issue is considered further in
Section 5.3.2.

5.3.2 Normalization problems

Since normalization should aim to account for and remove a number of different
sources of variation, there are different ways of checking for the effectiveness of
normalizations. One way is to consider the relative similarity between arrays using
Sammon plots, as has been used for checking clerical problems. Another way is to
check for spatial patterns in images of the normalized intensities. Assuming that the
genes and controls have been randomly assigned to an array, a normalization should
display no spatial pattern—it should look like the picture seen on a traditional
television when there is no signal.

Because the normalized intensities can vary greatly in size, it is better to view
the ranks of these intensities as an image. This can highlight trends in arrays that
are difficult to spot otherwise, as the size of the largest intensities can impair visual
differentiation between smaller intensities.
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Example: checking dye normalization of tuberculosis data using Sammon
mapping. In the tuberculosis experiment, described above in Section 5.3.1, there
are sixteen arrays with four replicate arrays at each of four time points. Although
dye assignments were reversed in the experiment, this was done unevenly. Three
out of the four replicate arrays from each time point had Cy3 dye applied to the
treatment sample, whereas the reference sample was labelled with the Cy5 dye.
For each time point, one of the four replicate arrays had the dyes applied the other
way around—Cy3 for the reference and Cy5 for the treatment.

It is of interest to see whether this dye swap was fully accounted for by the
normalization. Figure 5.7 gives a 2-D Sammon mapping plot of the data. Even if
the intensities from two different dyes are highly correlated, this is still not useful
if they are physically far apart. For this reason, the robust Manhattan distance (the
distance d1 of the family given in Equation (5.1)) was used, rather than the 1 − ρ

dissimilarity measure.
The four arrays where Cy3 was used for the reference rather than for the signal

are 06.4, 14.4, 20.3 and 30.4. From the plot it can be seen that all the arrays that
have been applied with reference samples dyed using Cy3 rather than Cy5 are
separated from the rest of their replicate arrays—the four dye swap arrays are all
in the bottom right hand corner of the plot. This suggests that the dye effect has
not been properly accounted for by the normalization.

−1500 −1000 −500 0 500

−5
00

0
50

0

06.1

06.2

06.3

06.4

14.1

14.2

14.3

14.4

20.1

20.2

20.3

20.430.1

30.2

30.3

30.4

Manhattan distance

Figure 5.7 Sammon mapping of 16 arrays in tuberculosis data set using Manhat-
tan distance. Four replicate arrays exist for each of 4 time points. The data used
are the normalized log ratios of signal to reference.
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Figure 5.8 False arrays images on the rank scale of the normalized results of the
second replicate from the 20-day old tuberculosis data. 20.2.r gives the reference
normalized values; 20.2.s gives the signal normalized values. Note that the scale
goes from white (low) to black (high).

Example: checking spatial normalization of tuberculosis data using ‘false
arrays plots’. Many of the arrays from the tuberculosis data set show different
patterns in their normalized values. An example is given in Figure 5.8 for the
second replicate from the 20-day old bacterium condition, using the ranks of the
normalized values of this array. There is an obvious trend for normalized values
to decrease as we look from the bottom left to the top right of both the reference
(20.2.r) and signal (20.2.s) images. The normalization used here does not account
for spatial patterns, and this is picked up by considering such images.

A further point to note about these two images is that the first four rows of
each of the four meta rows tend to have intensities lower than the other rows. This
pattern is not due to a problem in the normalization but rather due to the design of
the arrays, which has put genes and controls with low levels of expression in these
rows. This pattern can be seen in all the arrays. Unfortunately, such deterministic
layouts for genes and controls on arrays means it is very difficult to normalize the
array properly—spatial patterns that naturally tend to occur across arrays cannot
be accounted for easily.

5.3.3 Hybridization problems

Conducting microarray experiments is not straightforward. Sometimes, even with
the best protocols in place, a whole array will fail to hybridize properly. A further
problem can occur with two dye arrays—one channel may hybridize properly, but
the other may not. These problems can sometimes be spotted at the image-analysis
stage. However, they are not always so plain to see. Comparing replicate arrays
against each other using visualization and clustering techniques can highlight poorly
hybridized arrays. Because hybridization problems can affect arrays in a number
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Figure 5.9 Correlograms of the normalized array images for a reference (06.2.r)
and treatment (06.2.s) sample. The horizontal axes represent spot separation dis-
tances on each array; the vertical axes represent the correlations at these distances.

of different ways, we use mean distance–based measures to check for differences
between arrays. As hybridization problems can affect anything from a small part
of an array to the whole array, using a variety of mean-based distance measures is
useful, such as using a variety of power distances (see Equation (5.1)).

Other problems with hybridization can involve so-called ‘bleeding’ or ‘carry-
over’ effects, where the intensity of spots surrounding very high intensity spots is
increased. If a microarray is well designed, with its genes and controls randomly
assigned across the array, then this effect can be spotted by looking at the correla-
tion between neighbouring genes. If this correlation is high, it would indicate the
presence of spot bleeding.

Example: bleeding and non-random gene assignment. Correlograms of
normalized tuberculosis arrays can indicate whether bleeding effects have occurred.
If no bleeding has occurred, then one would expect the correlation between neigh-
bouring genes to fall off immediately from 1 to close to 0. With the tuberculosis
data, however, a deterministic and highly organized design was used for the lay-
out of genes and controls on each slide. It is therefore impossible to say whether
bleeding is present, as from the design similar values for neighbouring genes are
expected.

As can be seen from Figure 5.11, the first four rows of each meta row tend to
have intensities lower than the other rows. This feature of the design manifests itself
in the oscillating correlograms that these normalized arrays produce. An example
of this is given in Figure 5.9 for the second replicate from the day 6 tuberculosis
data. The high correlation between genes less than around 5 spots apart could be
due to bleeding, but may equally be due to the fact that many of the comparisons
between genes close to each other will be between genes that are both either in the
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first four rows of each meta row or in the remaining rows. The oscillation leads to
peaks at distances of around 17, 34 and 51, which are multiples of the length of
each meta row (17) and indicative that there is a confounding array design effect.

5.3.4 Array mishandling

Even under the strictest laboratory protocols, dust particles or a hair can get stuck
onto a microarray. The array can become smudged or scratched when cover slips
are placed on or removed from the slide. Damage can also occur while cleaning
the slide after hybridization or in its storage. These problems seldom affect the
whole slide, but they will affect at least some genes and we need to be aware of
where they occur in order to account for these problems or to exclude the affected
genes from the analysis.

These mishandling artifacts tend to have one of two effects on the genes they
affect—the intensity will either be much lower than expected, or it will be much
higher than expected. One of the best ways to spot these problems is by generating
an image of the intensities. This is best done after normalization, as other effects
that might hide these problems can often be removed by normalization.

To spot high intensity artifacts, looking at the intensities in their original scale
is useful. Intensities in the original scale are generally positively skewed, with
most intensities being considerably below the maximum intensity and a long tail
of a few high intensities. Artifacts creating high intensities will be much easier to
spot on this original scale. If the normalization transformed the intensities to a log
scale, then re-exponentiating them before plotting is helpful.

To spot low intensity artifacts, it is better to transform the data to a symmetric
or even slightly left-tailed distribution. An obvious choice is to transform the data
from the original scale to the log scale. In this way, the artifacts stand out in
comparison with most other genes.

As so often when considering microarray data, one should be aware that the
genes may not have been assigned randomly to the arrays. If that is the case, the
layout effect might confound with any mishandling problem.

Example: high intensity artifacts with tuberculosis data. As an example
of a high intensity artifact, the second replicate from the 14-day old bacterium is
shown in Figure 5.10. This shows how at the bottom of both the reference and
signal images the intensities tend to be much higher than over the rest of the
array. An artifact this large should normally be dealt with by removing spatial
trends in the normalization process. However, other artifacts may be too small to
be highlighted using normalization.

Example: low intensity artifacts with tuberculosis data. One of the arrays
from the tuberculosis data set has a low intensity artifact that is very clearly
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Figure 5.10 False array images of the normalized results on the original scale
of the second replicate from the 14-day old tuberculosis data. 14.2.r gives the
reference normalized values; 14.2.s gives the signal normalized values. Note that
the scale goes from white (low) to black (high).
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Figure 5.11 False array images on the log scale; 20.1.r and 20.1.s give the ref-
erence and treatment values of the first day 20 replicate in tuberculosis data. The
scale goes from white (low) to black (high).

visible on the log scale. Figure 5.11 shows, on the log scale, both the reference
and treatment normalized values for the first replicate of tuberculosis bacterium
harvested at day 20. The artifact appears to be a hair or perhaps a scratch, going
across all the rows of the array in a line starting near column 52 and ending near
column 35.

Note that displaying either of these images on their original scale does not
allow this artifact to be seen—(see Figure 5.12).
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Figure 5.12 False array images on their original scale of the normalized results of
the first replicate from the 20-day old tuberculosis data. 20.1.r gives the reference
normalized values; 20.1.s gives the signal normalized values. Note: the scale goes
from white (low) to black (high).

5.4 Consequences of Quality Assessment Checks

Having done checks of the normalized data and found problems, some further
course of action is required. This may be as simple as altering the labelling when
finding that an array has been mislabelled; however, it may be more complicated
and may involve a decision about whether, and how much, data should be removed
from the analysis.

Although throwing out any arrays where there are real problems is safe, it
can also be very wasteful. It may be that the problem is localized to one part of
the array and only the affected spots should be removed; or else, it may be that
redoing the normalization, with, for example, a spatial effect included, resolves the
problem. Moreover, sometimes what may appear to be a problem with the data
turns out in fact to be natural variation in the data. In this case, throwing out data
might in fact introduce bias. One should really convince oneself that there is a
serious problem before omitting data. This possibility should always be checked.

Clerical errors. If a clerical problem is spotted, then it is typically trivial to sort
this out; one can go back, make sure that the data are associated with the correct
gene labels and then carry on. Obviously, data normalization should be done again
on the correctly labelled data.

Normalization. If there appears to be a problem with the normalization, then it
may be possible to change the normalization method to account for this. If the dye
effect has not been accounted for properly, then it should be possible to change
the normalization to account for this; spatial trend or other systematic effects may
be tackled in a similar fashion.
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If, after trying different normalizations, the problem appears to remain, then it
may be necessary to remove the offending array from the analysis.

Mishybridization. If a whole array has mishybridized, then the data gathered
from it will be useless. However, careful checking that this is the case should be
done before getting rid of any arrays from the analysis. Check that the apparent
problem has not been caused by something other than mishybridization, including
natural variability.

Mishandling. If the problem is a local one, then the spots affected may have to
be removed. If it affects the whole array, then the whole array should be removed.
Neither of these things should be done as a matter of course—the data needs to be
checked for other possible causes of the unusual observations.
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Microarray Myths: Data

Several ‘myths’ about microarray design, data handling and normalization have
entered the microarray lexicon. The aim of this chapter is to discuss some of these
myths and, in some cases, expose their absurdities. The chapter is organized as a
loose collection of sections, each dealing with a different myth.

6.1 Design

6.1.1 Single-versus dual-channel designs?

Design considerations for two-channel arrays have received far more attention than
the design of its single-channel cousin. The claim seems to be that the design for a
single-channel array is much simpler. Within-block comparisons of conditions are
impossible for single-channel arrays, and there are no differential dye efficiencies
that might complicate comparisons in other ways. On the other hand, if we regard
each channel on a two-channel microarray as an independent set of observations,
then there is no real difference between a two-channel and one-channel microar-
ray design. But can we really make this assumption? This section discusses the
advantages and disadvantages of considering a two-channel microarray simply as
a collection of two one-channel chips.

Thesis: ‘1 two-channel array �= 2 one-channel arrays’

The earliest microarray designs compared either two conditions of interest directly
on a single slide or one condition of interest versus some meaningless, adminis-
trative reference. In either case, no information was lost considering only the log
ratios of the green and the red channel of each spot.

An argument why a pair of observations on a single spot cannot be considered
as independent observations is because they share the same nuisance effects. They

Statistics for Microarrays: Design, Analysis and Inference E. Wit and J. McClure
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are likely to have a high level of spatial correlation, and obviously they share
the same print-tip effect. Moreover, each of the two samples compete for the
same hybridization positions on the slide. For highly expressed genes, that is,
genes that reach signal saturation levels, this may introduce negative correlation.
In Figure 6.1, the channels of four two-channel microarrays have been scaled into
a two-dimensional plane. It shows how the channels are closer to one another than
they are to their biological replicates. The cumulation of nuisance effects seems at
least as large as the contribution of any biological variation.

This observation alone shows clearly that treating the spot pair as independent
observations is unsatisfactory. One possibility is to consider the data as a bivari-
ate vector and model them explicitly as such (Glasbey and Ghazal 2003). More
commonly, the observation pair is summarized into a single log ratio of the red
versus the green channel. This approach has a significant impact on the design. As
a result of this approach, the only way to compare expressions from two conditions
in a dual-channel array experiment is by linking a chain of microarray experiments
from one to the other condition (Yang and Speed 2003).

Let yi be the log expression of a particular gene subject to condition i. Assume
that an experiment consists of two microarrays and three conditions; conditions 1
and 3 are hybridized to the first array and conditions 2 and 3 are hybridized to the
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Figure 6.1 Multidimensional scaling of 4 microarrays in skin cancer example. It
can be seen that expressions on the same array are more similar to each other than
to their respective replicates.
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second array. In order to compare the gene expression under condition 1 with that
under condition 2, one would consider the difference between two log ratios,(

y1 − y
(1)
3

)
−

(
y2 − y

(2)
3

)
.

Figure 6.2 illustrates this fact.

Antithesis: ‘1 two-channel array = 2 one-channel arrays’

There is another side to the coin. Although there are good reasons to treat a green–
red observation pair differently from two independent observations, the opposing
camp might claim that it has been mainly inertia that has kept biologists considering
only this option. There are other good reasons to use each of the channels as
individual observations.

For example, the variance of a log ratio consists approximately of the sum of
the variance of each of the log expressions. In short, whereas the log-ratio approach
might give some protection against bias, the direct approach tends to have smaller
variances.

The stark contrast between the analyses of one-channel and two-channel arrays
begs the question as to what is the precise nature of the difference between the
two chip types. We focus on the individual probe level. A simplistic model for the
expression of a single probe for a particular condition c on a one-channel array
includes a possible spot effect and an array effect:

ycsa = µc + Sas + Aa + εcsa,

whereas for a dual-channel array this also involves a dye effect:

ycsad = µc + Sas + Aa + Dd + εcsad.

We assume that the nuisance effects are systematic, fixed effects, except perhaps
for an additive random component. Standard practice for measuring differential
expression in a one-channel array experiment focuses on the difference of two (or
more) expressions, y111 − y222. This comparison has an associated imprecision,
measured in terms of bias and variance,

Bias(y111 − y222) = E ((y111 − y222) − (µ1 − µ2))

= A1 − A2 + S11 − S22

V (y111 − y222) = 2σ 2
ε .

In single-channel arrays, each comparison may be fraught with bias due to unequal
array ‘brightness’ and unequal spot size. Proper normalization might be able to deal
with the array bias but not with the spot bias. The importance of this effect depends
on the physical reproducibility of the probe spotter. Averaging the probes into a
single gene effect per slide might diminish the spot effect.
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Figure 6.2 Possible direct and indirect comparisons of conditions 1 and 2 when
performing a dual-channel chip experiment involving two arrays.

What has been said for a single-channel microarray experiment could translate
immediately into a comparison strategy for a two-channel microarray experiment.
Rather than using indirect comparisons via array-specific log ratios, one could
simply use all available channel data, ignoring the fact that they came from the
same or different arrays. These two philosophies are summarized in Figure 6.2.

The difference between these types of comparisons can be evaluated by con-
sidering the bias and variance of these comparisons. For the direct comparisons
there is a bias and a small variance,

E
(
(y1;111 − y2;222) − (µ1 − µ2)

) = A1 − A2 + S11 − S22 + D1 − D2

V (y1;111 − y2;222) = 2σ 2
ε ,

whereas for the indirect comparisons there is no bias but a larger variance,

E
(
((y1;111 − y3;112) − (y3;221 − y2;222)) − (µ1 − µ2)

) = 0

V
(
(y1;111 − y3;112) − (y3;221 − y2;222)

) = 4σ 2
ε . (6.1)

Although the direct approach is not without dangers, if it is combined with
effective normalization and the spot is highly reproducible, it can be superior to
the approach with log ratios.

Synthesis

As always, the truth lies somewhere in the middle. Many of the nuisance effects
can be suitably eliminated by effective normalization methods, such as those that
we propose in Chapter 4. If the deterministic nuisance effects are removed, then a
lot of the correlation between the two channels will disappear. This would make a
case for using the two channels of a dual-channel array as two one-channel chips.

On the other hand, several authors have suggested that spot effects are an issue
for dual-channel arrays (Kerr et al. 2000). If these effects are purely individual and
do not correlate with, for instance, pin or spatial effects, then these spot effects
cannot be eliminated by normalization without sacrificing half of all degrees of
freedom. Such a normalization would be equivalent to taking log ratios. Moreover,
although normalization might account for the deterministic components of the
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nuisance effect, it cannot eliminate the correlation in the random error. This means
that the variance of a log-ratio comparison, such as in Equation (6.1), might not
be as large as 4σ 2.

Which of the two comparison strategies is better depends ultimately on the
relative bias effect as compared to the variance increase. In principle, bias is an
undesirable effect because it is impossible to detect it by only measuring variation.
Perhaps, with the advance of technology, spot effects might become less important.
Eventually, which approach is better is an empirical and not a theoretical question.
We recommend that the design of a two-channel chip experiment should start with
the assumption that it will be using the log ratios. The optimal design considerations
in Section 3.5.1 will aid the biologist in this choice. After the experiment has been
performed, one can always decide later to use both channels individually.

6.1.2 Dye-swap experiments

Dye-swap experiments have been recommended for averaging out the dye effects
in the two-channel arrays. There are two ways the data from a pair of dye-swapped
arrays can be used. Either the data can be averaged before continuing, with only
the averaged data being used for further analysis, or the data from both arrays
can be used. In the first case, an enormous price is paid for a rather simple dye
normalization. Twice the number of arrays are needed to achieve a dye normal-
ization. This seems a waste of resources. However, the other option is not without
problems either.

Even after careful normalization, two different conditions on the same array
look frequently more similar than the same condition on two different arrays.
Performing a dye-swap experiment means that twice a pair of conditions ends up
having similar expression values, not due to any biological similarity, but simply
because they appear twice on the same array together. Especially, in large studies
where the number of conditions exceeds the possibility of studying every possible
pair, choosing a dye-swap design will increase the amount of experimental bias in
the study.

Using a dye-balanced design instead of dye-swap design has many of the
advantages of dye swap without any of its disadvantages. See Section 3.3.2 for
more details.

6.2 Normalization

6.2.1 Myth: ‘microarray data is Gaussian’

The theory of statistics is largely built on the idea that data have some component
of randomness, that is, follow some probability distribution. This means that if the
same experiment were repeated many times, the observations would cluster in a
particular way around some kind of true expression of interest. By far, the most



130 MICROARRAY MYTHS: DATA

3 2 1 0 1 2 3

0.
0

0.
1

0.
2

0.
3

0.
4

Standard normal distribution:
 the bell curve

(Imaginary) log expression

R
el

at
iv

e 
fr

eq
ue

nc
y

Figure 6.3 Probability density function for a standard normal distribution.

common distribution is the normal or Gaussian distribution. It is characterized by
its bell shaped curve, such as in Figure 6.3.

If the distribution were normal, then a lot of theory would be available, which
would be a great relief to the bioinformatics practitioner. It is not surprising, there-
fore, that a lot of attempts have been made to show that log-expression data from
microarray experiments are normally distributed. It is a common misunderstand-
ing that the large amount of spots on the microarray guarantee that the data on
the microarray should be normally distributed. In order to reinforce this point, a
quantile–quantile plot (QQ-plot) of the data in a single array, such as that shown in
Figure 6.4, is sometimes presented. The fact that the QQ-plot is close to a straight
line would, so the argument goes, show that the logarithms of the expression data
are indeed normally distributed.

However, there is a fundamental flaw in this argument. The distribution we are
interested in from the point of view of inference is not the distribution of the gene
expressions over the array but the distribution of a single gene expression across
many arrays. Remember that a probability distribution is (operationally) defined
as a histogram of the repetitions of the same experiment. Looking at the QQ-
plot for many different genes on the same array gives an idea of the distribution
of the expression levels of the genes in the experiment but not of a probability
distribution.
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Figure 6.4 Quantile–quantile plot for log-expression values in array 27 of the
mammary gland experiment.

6.2.2 Myth: ‘microarray data is not Gaussian’

The QQ-plot argument that the data are normally distributed can easily be turned
against itself if one looks at another set of data. Yang and Speed (2003), for
example, report a particular QQ-plot that deviates quite substantially from the
normal distribution. They consider t-statistics for all genes in the microarray
experiment. If the argument were to be made that this shows that microarray
gene expression data are not normally distributed, then this will also be a fallacy.
Roughly speaking, probability distributions can only be assigned to repetitive mea-
surements of different instances of the same process. The collection of expression
summaries for different genes is a distribution but not a probability distribution.

The real question of interest is whether for each gene the distribution of expres-
sion across all the arrays is normal. The strictly positive nature of gene expression
values makes a normal distribution an unlikely candidate. However, after a loga-
rithmic transformation of the data, it is our experience that many gene expressions
are indistinguishable from a normal distribution. We certainly do not claim that
log expressions are normally distributed per se. The true underlying distribution
is probably more complicated than that. However, it is our experience that the
misspecification made by using a normal approximation is typically negligible.
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6.2.3 Confounding spatial and dye effect

A lot of normalization techniques are presented as a sequential toolbox (e.g.
Wolkenhauer et al. (2002); Yang et al. (2002b)). Does it matter in which order
the normalizations are applied? The answer is a yes. In this section, we show
that normalizing the dye effect before the spatial effect can lead to disastrous
consequences.

A common way to deal with the dye effect is by means of a smoother nor-
malization. First, a smoother is applied to the scatter plot of the expressions in
both channels. The idea is that the smoothed line represents pairs of ‘equivalent
expressions’ in the two arrays. Deviations with respect to this line characterize the
differential expression of that EST for those two tissues. Figure 6.5 shows the log-
transformed raw data from both channels of one of the arrays from the skin cancer
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Figure 6.5 Raw log-transformed data from a cDNA slide from the skin cancer
experiment. The x -axes and y-axes contain the Cy3 and Cy5 values respectively.
The lines in both plots correspond with the line of equality and a lowess smoother
through the points.
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experiment. If no dye bias was present and most of the genes were not differen-
tially expressed, then we expect the majority of the genes to be expressed around
the line of equality. This is clearly not the case. The lowess smoother shows how,
instead, the data lie on a slightly curved line. Lowess normalization is performed
effectively by bending the smoothed line to the line of equality and thereby taking
the points along. Further details can be found in Section 4.3.4.

However, one has to be careful performing this type of normalization as there
can be many confounding factors that will undermine this normalization. Consider
Figure 6.6 of an array from the same skin cancer experiment.

6.2.4 Myth: ‘non-negative background subtraction’

The presence of background signal in microarray images is beyond dispute. Some
dye appears to adhere to parts of the array where there should not be any signal.
The strength of this background signal appears to vary across the array and to affect
within- and without-spot pixel intensities equally. This non-specific hybridization
on the spots is problematic, and we would like to remove it.

The most common approach to background correction is to try to subtract an
estimate of the background from the signal. This estimate is often calculated for
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Confounding of spatial effect and dye effect

Figure 6.6 Confounding of dye and spatial effect: plot (a) shows the relative
distribution of the log-expression ratios over the third skin cancer array. It is clear
that the log ratios vary in size as a function of the position on the array. The further
to the right, the larger the log ratios tend to become. When plotting the log Cy3
expression versus the log Cy5 expression in (b), a curious effect seems to occur.
Rather than the typical ‘banana’ shape, it looks as if there are several groups, each
with their own dye effect. It turns out that the top group corresponds to the genes
on the left of the array, whereas the lower group contains the genes on the right
of the array. Values in the centre are located in the centre of the array.
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each spot from the pixel intensities in the area immediately surrounding that spot.
One perceived problem with this method, and many similar background subtraction
methods, is that the intensities from some of the spots on the array will be less
than their associated background intensities. This leads to negative estimates of the
background corrected intensity. This seems undesirable since it is impossible for a
gene to produce a negative amount of RNA.

For this reason, much effort has been spent or potentially wasted in trying
to ensure that background subtraction methods do not give negative results. The
potential is that the desire to create such methods can lead to either very poor
background correction procedures, which increase the noise in the data, or to mean-
ingless procedures. For example, Affymetrix (2001) suggests an intricate way of
subtracting a small signal quantile from the observed signal and replacing any
negative values by some small quantity. This method does not seem to be based
on any biochemistry nor does it lead to any noticeable data quality improvements.

Two points should be noted about background subtraction methods. The first is
that both the estimate of the spot’s intensity and its local background will inevitably
be measured with error; subtracting one noisy estimate from another increases the
variability. Secondly, although negative estimates of gene expression are wrong,
there is little reason why negative values cannot be set to zero.

Section 4.1.1 shows how a carefully tuned and robust local estimate of the back-
ground using a top-hat filter can eliminate background and reduce spot variability.
Other sensible choices for stable estimates are global background estimates, such
as the global average background intensity µe used in Equation (4.2). Section 4.3.3
gives more detail on both global and local background correction methods for two-
channel arrays. Within Section 4.4.2 there is information on Affymetrix background
correction procedures.



Part II

Getting Good Answers
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7

Microarray Discoveries

Microarrays are, foremost, tools of discovery. They are good at unearthing small
gems of knowledge from the wasteland of ignorance. Two main requirements to
make the most out of microarray technology are (i) the ability to search large and
high-dimensional data sets in a transparent and fast manner and (ii) the ability to
represent and visualize patterns in these data sets in order to communicate with
the biologist.

This chapter is a gene-expression adventure. It aims to give an overview of
pattern finding and visualization or ‘communication’ techniques. When applying
the methods in this chapter, it is essential to have a biologist nearby. Few things
are worse than answering a question that was not being asked. Moreover, keen
biological insights are necessary for the interpretation of many results.

There are wonderful opportunities to combine the exploratory capacity of
microarrays with the knowledge of medical researchers, geneticists and other biol-
ogists. It is an exciting time.

7.1 Discovering Sample Classes
When several tissue samples of a certain type are hybridized to a microarray in
an experiment, it is natural to ask whether each of these tissues can be grouped
in homogeneous subtypes. For example, it is well known that cancer is a term
that covers many different genotypical configurations, even if they have the same
phenotype. Several experiments involving cancer biopsies have been aimed at find-
ing cancer subclasses (Golub et al. 1999). To the extent that these subclasses are
the result of differential expression of the genes, clustering of the gene-expression
profiles may reveal these classes.

In much of the DNA sequence analysis, the aim was to find phenotypes that
were associated with a particular genomic DNA pattern. For example, severe
combined immune deficiency (SCID), which incapacitates an immune response

Statistics for Microarrays: Design, Analysis and Inference E. Wit and J. McClure
 2004 John Wiley & Sons, Ltd ISBN: 0-470-84993-2
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in children, is caused by a single base-pair change in a single gene, namely the
ADA gene. With the advent of microarray technology, it is also possible to detect
other types of genetic peculiarities, for instance, particular amplification and dele-
tion patterns of a part of some genomic DNA. Repetition patterns of DNA can
have a crucial impact. The gene that causes Huntington’s chorea is a repetition of
a single word: CAG, CAG, and so on. If the number of repeats is more than 39,
then the person will develop this debilitating disease; otherwise he or she is fine.
Microarray experiments in which the hybridization samples consist of genomic
DNA might also detect sequence peculiarities of this latter type. In the breast can-
cer example (Section 1.2.3), the values from the microarray do not represent gene
expression values but quantifications of the number of genomic copies of a partic-
ular gene. In this way, amplification and deletion patterns of particular sequences
can be monitored and possibly correlated to certain clinical outcomes.

7.1.1 Why cluster samples?

Although there are very few formal theories about clustering, the two main intuitive
ideas of what constitutes a cluster are internal cohesion and external isolation. The
reason why this might be interesting depends on the type of microarray experiment
considered.

Time-course experiments sample a particular type of organism at different
stages in some development. Clustering here emphasizes developmental similari-
ties. For example, a couple of weeks after a mouse has finished lactating, the gene
expressions of its mammary gland look very much like those in a mature virgin
mouse (cf. Figure 7.1). Besides clustering, visualization of the individual slides
through multidimensional scaling can reveal very similar things.

Comparative experiments compare the effect of several conditions on the gene
expressions. These conditions can be set up as a one-way, two-way or any higher-
order experiment. Closely related experiments might test the effect of a certain
amount of dose of some medicine on the transcription of the genes. In all of these
experiments, the sampled individuals are (considered) homogenous replicates of
one or more populations of interest. Clustering and multidimensional scaling in
these settings are mainly of interest for quality control purposes. If an observation
does not cluster with its replicates, it should be decided whether this is part of
natural variation, and therefore should be left in the sample, or whether this is the
result of poor normalization or a failed hybridization, in which case other actions
might be required.

Clustering is most appropriate in typical clinical experiments. In these exper-
iments, the experimental units are a priori considered heterogeneous samples
corresponding to one or more phenotypes. Even if the samples come from the
same phenotype, it could be of interest to investigate if there are several distinct
genotypes corresponding to it. Clustering might be able to reveal these subtypes
and suggest differential treatment as a result.

There is one more reason why clustering may be useful in all of these cases,
although this relates more closely to the material of the following chapter. By
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Figure 7.1 Clustering algorithms can be used to bring to the fore biologically
important information. Clustering the mammary gland tissues clearly shows the
temporary development of the overall gene expression. The lactation phase is par-
ticularly distinct from the other phases.

subdividing the samples in distinct homogeneous groups of individuals, it might
be possible to relate their gene expressions to a particular response of interest
separately. This is closely related to the so-called k-nearest neighbour classification
method, discussed in Section 9.3.3.

7.1.2 Sample dissimilarity measures

Whether two objects are considered ‘close’ depends on the particular quantity
of interest that is being compared. What is it that is required for the expression
snapshot of different samples to be similar? An expression snapshot is similar to
the next when the values are actually close. There could be circumstances in which
highly correlated expressions are considered similar, especially if all the expression
profiles have not been accurately normalized. Churchill (2002) and others have
found correlation useful to compare sample similarities in the context of design
(see also Section 3.2.3). The correlation coefficient is on a fixed scale and can
easily be interpreted. Our quantile normalization (Section 4.3.5) guarantees that all
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arrays are approximately on the same scale. If this is indeed the case, it should
not be necessary to consider correlation-type similarities, which are particularly
suitable when comparing variables on different scales, for clustering samples.

Geometric distance measures

When you consider the samples as points in a high-dimensional gene expression
space, it is natural to use a geometric measure to evaluate the distance. These
measures are the so-called Lp norms. The most common of these are the Manhattan
distance or L1,

d1(x, y) =
n∑

i=1

|xi − yi |,

and the Euclidean or L2 norm,

d2(x, y) =
√√√√ n∑

i=1

(xi − yi)2.

The larger the value of p, the more sensitive the Lp measure is to a few large
gene expression differences. The Manhattan distance is the most robust of all the
geometric distance measures and least influenced by outlying gene expressions.

Chipman et al. (2003) suggest scaling the genes before calculating the Lp dis-
tance, so that they have mean zero and variance one. This follows the general
recommendations of some of the same authors in Hastie et al. (2001) for variables
of different types. Since the data involve gene expressions for each of the genes,
we believe that centering and scaling is not absolutely necessary and might in fact
introduce spurious (dis)similarities. However, the variance for highly expressed
genes is typically higher, and we do recommend to perform some variance stabi-
lizing transformation, such as the logarithm, before calculating sample similarities.
Other variance stabilizing functions that take into account additive noise in the
lower channels, such as those suggested by Rocke and Durbin (2001) and Huber
et al. (2003), are also possible.

Weighted measures

The geometric Lp norms calculate the distance between two samples as the sum
of individual gene contributions. In general, when comparing two samples, it is
possible to weight the contribution of each gene by a measure of confidence for
that particular gene. A measure of accuracy is typically available in terms of the
standard error of each spot. Highly variable spots might produce a spurious large
difference between two samples. By down-weighting such spots, a more stable
distance measure results. This idea was used in a microarray context by Hughes et
al. (2000).
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If we think of each component |xi − yi |p as an estimate of the true distance
between samples x and y, then these estimates are typically combined optimally
by weighting them by the precision. For the gene expression xi for gene i, the
precision is typically available through the spot variation of the pixels that make
up that spot. The precision of the spot means xi and yi are defined as the inverse of
the square of the standard errors. The standard error of xi is sexi = si/

√
ni , where

si is the pixel standard deviation of xi and ni is the number of pixels in the spot.
We redefine the weighted distance between two samples x and y according to

the Lp norm as,

dw
p (x, y) = p

√√√√ n∑
i=1

wi |xi − yi |p,

where

wi =
(se2

xi + se2
yi)

−1∑n
j=1(se2

xj + se2
yj )

−1
n. (7.1)

The weights add up to n, analogous to the unweighted case. The weights for
gene i are proportional to the inverse of the sum of the standard errors of the
two corresponding gene expressions xi and yi . Typically, the values p = 1 or
p = 2 are used corresponding to the weighted Manhattan and weighted Euclidean
distance respectively. If other measures of precision are available rather than the
spot standard errors, then they can be substituted for sexi and sexi in Equation 7.1.

The previous weights are not optimal for p > 1, since they are not proportional
to the precision of (xi − yi)

p but only to the precision of (xi − yi). However, the
‘improvement’ using a first-order approximation,

wi =
[(xi − yi)

2p−2(se2
xi + se2

yi)]
−1∑n

j=1[(xj − yj )2p−2(se2
xj + se2

yj )]
−1

n.

is itself highly variable and is not recommended. We suggest that the reader sticks
to the (suboptimal) choice of weights in Equation 7.1.

Distances between clusters of observations

Several clustering algorithms rely on their ability to define the distance between clus-
ters of observations. For example, in hierarchical clustering, one considers whether
two groups of observations are close enough in order to be put together. But what
does ‘close’ really mean when you do not compare two unique geometric points?

There is no single answer to this question. It depends on two decisions the
observer has to make in order to be able to measure the distance between groups
of points: (1) distance: the original distance measure used to measure the distance
between two points (2) linkage: condensation of each group of observations into
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a single representative point. There are many ways in which the second choice
of linkage can be implemented. We restrict ourselves to discussing those that are
standardly implemented in R.

• Average linkage. The distance between two groups of points is the average
of all pairwise distances.

• Median linkage. The distance between two groups of points is the median
of all pairwise distances.

• Centroid method. The distance between two groups of points is the distance
between the centroids of both groups.

• Single linkage. The distance between two groups of points is the smallest
of all pairwise distances.

• Complete linkage. The distance between two groups of points is the largest
of all pairwise distances.

Single linkage and complete linkage represent the two opposite ends of the
cluster distance spectrum. In practical clustering problems, without much a priori
information they are not particularly useful. The other types of group distances
lie somewhere in between and have a comparable performance. Average linkage
is typically used in hierarchical clustering approaches, whereas a variation of the
centroid measure is employed for multidimensional scaling of clusters in the family
of partitioning-around-medoids (PAM) methods (Kaufman and Rousseeuw 1990),
discussed later.

Measures for repeated observations

Many microarray experiments contain technical replicates (see Section 3.2). These
arrays are naturally close to one another, and clustering them as individual arrays
may only confirm that they are close. Whereas this can be interesting from a
quality control point of view, from the point of view of inference this does not
add any information from what we knew already, namely, that they are replicates.
One way of using the replicate arrays is by taking the spot-wise average of every
condition before clustering. This leads to more stable gene expression values for
each condition. Normal Euclidean or Manhattan distance measures can be used in
subsequent clustering of the condition averages. This is, however, not necessarily
the most optimal use of replicate observations.

If several samples are measured on more than one array, there is the ability of
testing the stability of the clustering using the repeated observations. Similarly, if a
particular condition of interest is hybridized to several arrays, the gene expression
variability of that condition can be taken into account explicitly when clustering
that condition. There are several ways of using these repeated measures. Kerr and
Churchill (2001b) use bootstrapping to assess post hoc the stability of a cluster. Yeung
et al. (2003) make explicit use of the replications to improve cluster stability. In this
section, we pursue two ideas to use the replications to adjust the dissimilarity matrix.
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Using replicates for calculating precision weights. If replicates are available for
the conditions, another confidence measure is available for each of the genes. In
particular, the distance between the mean vectors x and y can be weighted by the
repeatability of each of the gene expressions across the replicates. This suggests
that we can adapt the weighted Lp norms, defined above, to define a new distance
measure.

Let xij and yij stand for the j th replicate of the expression of gene i under
conditions X and Y respectively. We calculated xi and yi , the average gene expres-
sion, as well as sexi and seyi , the sample standard errors under conditions X and
Y respectively. The weighted Lp distance between conditions X and Y is defined
as before,

dw
p (X ,Y) = p

√√√√ n∑
i=1

wi |xi − yi |p,

where

wi =
(se2

xi + se2
yi)

−1∑n
j=1(se2

xj + se2
yj )

−1
n.

Comparing distributions. Whenever there are replicate arrays for several condi-
tions, it is natural to compare the expression distributions between these conditions,
rather than the individual arrays. A natural candidate for a distance measure
between two distributions is the Kullback–Leibler (KL) divergence. For two dis-
tribution F and G with densities f and g respectively, the KL-divergence between
the two distributions is defined as

dKL(F, G) =
∫ ∞

−∞
f (x) log

f (x)

g(x)
dx.

However, the KL-divergence is not a distance measure, as it lacks symmetry. The
KL-divergence from G to F is not necessarily the same as from F to G. This
wracks havoc in distance-based clustering algorithms. There have been several
suggestions on how to symmetrize the KL-divergence, such as

dJeffreys(F, G) = dKL(F, G) + dKL(G, F )

2
,

which corresponds to a proposal from Jeffreys (1946). Johnson and Sinanović
(2001) suggest that the harmonic mean,

1

dResistor(F, G)
= 1

dKL(F, G)
+ 1

dKL(G, F )
,

which they name the resistor-average distance, has superior geometric properties.
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Another difficulty is determining the correct distribution for the high-dimensio-
nal gene expression data. Especially, with few replicates it is impossible to fit any
complicated distribution. From a computational point of view, the assumption of a
multivariate normal with a diagonal variance–covariance matrix is convenient, and
we have found it quite useful in practice. Correlations between the expressions of
certain genes certainly exist, but we have generally too few degrees of freedom to
even start to estimate them. If rF and rG replicate arrays are spotted for conditions
F and G respectively, p is the number of genes, and we indicate with

fij : i = 1, . . . , p, j = 1, . . . , rF

gij : i = 1, . . . , p, j = 1, . . . , rG

the gene expressions for the two conditions, then the empirical Kullback–Leibler
divergence for the two conditions under the assumption of normality can be cal-
culated as

d̂KL(F, G) =
p∑

i=1

[
log

σ̂gi

σ̂f i

+ 1

2

(
σ̂ 2

f i

σ̂ 2
gi

+ (µ̂gi − µ̂f i)
2

σ̂ 2
gi

− 1

)]
,

where

µ̂f i = 1

rF

rF∑
j=1

fij ,

σ̂ 2
f i = 1

rF − 1

rF∑
j=1

(fij − µ̂f i)
2

are the sample mean and sample variance of the observations associated with the
ith gene. With this empirical KL-divergence, the empirical versions of the two
distance measures dJeffreys and dResistor are easily calculated.

7.1.3 Clustering methods for samples

Clustering is the name for an ever-increasing set of techniques that aim to divide
the observations into homogeneous subsets. In the case of gene expression data,
these subsets of RNA samples are candidates for classes of distinct genotypes that
perhaps can be correlated with other data obtained on these samples.

The most commonly used clustering method in microarray studies is hierarchi-
cal clustering, introduced in the field by Eisen et al. (1998). This method has an
appealing advantage in that it produces a linear ordering of the objects that are being
clustered. Visualization is an important aspect for any clustering method, particu-
larly in the case of high-dimensional data. By being able to arrange clusters with
respect to one another visually, important insights might be obtained that otherwise
would remain hidden. For example, the multidimensional scaling of the arrays in
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the mammary gland example (see Figure 7.1) shows clearly in a two-dimensional
representation of the 12,000 dimensional data how involution of the mammary
gland after pregnancy and lactation genotypically resembles more and more the
virgin state of the mammary gland. Visualization techniques enable the bioinfor-
matician to extract this type of surprising biological information. Although the
resulting image has a convincing biological interpretation, it was not the ‘optimal’
clustering selected by the particular clustering algorithm. Investigating suboptimal
clustering results is essential. First of all, no consensus exists on the meaning of
an “optimal” cluster, and secondly, the sheer dimensionality of the space makes it
impossible to evaluate the stability of the clusters accurately.

Keeping this in mind, there are several requirements that we would like our
clustering algorithm to have:

1. ability to use various dissimilarity measures;

2. ability to deal with many observations;

3. ability to deal with high-dimensional observations;

4. flexibility to investigate suboptimal solutions;

5. ability to visualize resulting clusters.

There are several clustering algorithms that possess this flexibility. Self-organizing
maps (SOMs, e.g. Chipman et al. (2003); Tamayo et al. (1999)) is a prototype
method that satisfies these requirements, particularly for clustering genes. A SOM
imposes a particular two-dimensional geometry of nodes on the data, which then
adaptively converge to data clusters. The number of nodes can be altered, and the
resulting clustering can be visualized in a two-dimensional profile plot of nodes.

Another worthy method that deserves attention is the mixture model approach
proposed by McLachlan et al. (2002). Typically, mixture models are computation-
ally intensive, but by reducing the feature space through elimination of irrelevant
genes, the method produces sensible clusterings that allow probabilistic compar-
isons with alternative clustering proposals.

For clustering samples, hierarchical methods have certain natural advantages.
The hierarchical nature of the methods reflects the typical hierarchical nature of the
samples. A cancer tissue experiment with replicates has typically several hierarchi-
cal layers. First of all, distinct cancers group in distinct clusters. Secondly, within
these phenotypical clusters of cancers, several distinct genotypical sub-clusters
might be present. Finally, the individuals within these sub-clusters cluster by their
replicate tissues.

Several hierarchical methods of clustering exist. The most common one, some-
times simply referred to as hierarchical clustering, is a dendrogram method which
puts observations together in a pairwise, bottom-up manner. We also consider
a novel top-down clustering algorithm, called hierarchical partitioning around
medoids (HIPAM). A good review of different hierarchical clustering methods
can be found in Chipman et al. (2003).
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Agglomerative hierarchical clustering

This bottom-up method is a fast, dependable and often-used clustering algorithm
that creates the well-known dendrogram (e.g. see Figure 7.2). In a microarray
context, it was first used by Eisen et al. (1998) to cluster both the arrays and the
genes. This method has been implemented in the Cluster software by the same
authors. The original algorithm was described in Cormack (1971).

Although the tree is typically drawn with the branches down, from the point of
view of the algorithm it really should have its branches up. It begins by considering
all the observations as separate clusters. Then it starts putting together the two
samples that are nearest to each other. Any type of distance measure can be used
here, although the use of the Euclidean distance is most common. In subsequent
stages clusters of observations can also be put together if two of them are close
enough. To evaluate the distance between clusters, one can use any of the definitions
discussed in Section 7.1.2. From our experience, we believe that average linkage
on the log-transformed data leads to the most sensible clusterings. Branches of
observations are combined together until eventually one cluster is obtained, that
is, the stem of the tree.

Interpretation of a hierarchical tree should proceed with care. The branches of
the tree can turn around their supporting axis like a baby’s mobile without altering
the mathematical structure of the tree. This can make visual inspection of large
dendrograms a trying task. Neighbouring nodes are close together only if they lie
within the same branch.

To deal with this visual interpretation problem, it has been proposed to slice the
tree at a particular level to create distinct clusters. The closer one slices to the stem,
the fewer clusters one gets. The height at which to cut the tree can be decided by
informal arguments or by some type of cluster validation. Subjective approaches
for finding ‘interesting clusters’ of samples have been applied with some success
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Figure 7.2 The tissues taken from the mammary gland during lactation and early
involution separate quite dramatically from the others. It is also clear that late
involution is, in terms of gene expression, quite similar to the late virgin state.
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(e.g. Hughes et al. (2000)). Although these heuristics may lack formal justification,
it is important to remember that clustering is, by its very nature, exploratory.

We apply hierarchical agglomerative clustering to two examples. The mam-
mary gland experiment consists of 54 single-channel microarrays. It considers
18 different moments in the development of the mammary gland in mice. Each
time point is replicated three times. The 18 time points can be subsumed into
four developmental stages of the mammary gland, namely virginity, pregnancy,
lactation and involution (period after lactation).

Figure 7.2 shows quite clearly the nested structure of the data: lactation and
early involution separate quite clearly from the rest and can be distinguished from
each other. Late pregnancy is quite distinct among the others. It is also encouraging
to see that replicates mostly cluster closely. This suggests that the experiment was
highly replicable, and that the variation as a result of the developmental stage was
larger than the technical and biological variation of the replicates.

The breast cancer experiment consisted of 62 microarrays that measured the
amplification and deletion patterns of 59 genes in 62 patients. Figure 7.3 shows
the hierarchical tree of the 62 patients. Whereas, apparently, a lot of the patients
cluster closely together in the center, several distinct clusters are visible.

A possibly problematic aspect of hierarchical clustering is the way it proceeds
from the bottom up. Thereby ‘mistakes’ early on have no way of being corrected
later on. Although it does a good job representing the local structure of the data
(keeping in mind the invariant permutations of the branches), the global structure
might not be represented particularly well. When one has a small number of sam-
ples, this is probably not a very serious problem. However, this is an important
concern when using hierarchical clustering for finding groups of genes.

Implementation of hierarchical clustering in R. Hierarchical trees are imple-
mented as part of the cluster library in R. The function hclust creates a
hierarchical tree object, whereas the plclust function plots it. Hierarchical trees

4 5
19

33
6

11 3
1 2

56
29

15 27
21

7
37

35
26

34 36
52 38

23 20
10 12 62 43 40 47

46 48 42 49 50
51

22 24
44

39 41
45 54

53 55
31 18

25
16 17

32 30
13 14

61
57

58
59 60

28
8 9

0.
0

0.
5

1.
0

1.
5

2.
0

Breast cancer tissues

Average linkage with euclidean distance

H
ei

gh
t

Figure 7.3 Hierarchical clustering of amplification and deletion patterns of 59
genes for 62 breast cancer patients.
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can also be plotted as part of the cluster.samples function, implemented
in our own library. One needs to specify cluster.samples(data, method=
"hierarchical") in order to obtain a dendrogram.

PCA and multiple dimensional scaling

One of the drawbacks of hierarchical clustering is the one-dimensional ordering of
the nodes and the imposition of a hierarchical structure even if there may not be
any. A way to accommodate these objections—at least partially—is by representing
the samples in a two-dimensional plot without imposing a tree structure.

The most common dimension reduction technique is principal component anal-
ysis (PCA). PCA is a representation of the original data matrix X into new
coordinates. Let us assume that the data matrix X has n rows, representing the
samples, and p columns representing the genes. Typically, n is much smaller than
p. In order to calculate the principal components, we centre around zero and rescale
the columns to have standard deviation equal to one. The ‘secret’ of PCA is the
singular value decomposition (SVD). The SVD of X,

X = UDV t ,

is a decomposition of the original data matrix into a n × n matrix U , a n × n

diagonal matrix D with diagonal elements d1 ≤ d2 ≤ . . . ≤ dn, and a p × n matrix
V . Both U and V are unitary matrices. The matrix V is the rotation matrix, which
rotates the data X into a new set of coordinates,

XV = UD.

The matrix UD is a n × n matrix, where each column is of diminishing impor-
tance. Spang et al. (2002) define the columns of UD as super-genes. There are
only as many super-genes as there are samples. In particular, for prediction and
classification super-genes can be useful as they reduce a ‘large p, small n’ problem
to a problem that can be handled with traditional statistical methods.

In order to give a two-dimensional representation of the data, the first two
columns of UD are used. The first column is the representation of the data along
the first principal component and the second column is the representation along the
second principal component. Figure 7.4 shows the principal component projection
of the 59-dimensional breast cancer data into a 2-dimensional plane. Clearly this
method has advantages over the mere 1-dimensional representation of the branches
of the hierarchical tree.

A drawback of the PCA is that the SVD can be rather slow or even com-
putationally impossible, because it operates on the full data matrix. This matrix
can have many columns, even though the number of rows may be small. A full
PCA for the mammary gland data set requires at least 1 GB of memory and can
therefore be perniciously slow.

Multidimensional scaling (MDS) is a collection of methods that does not use
the full data matrix but rather the distance matrix between the samples. Typically,
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Figure 7.4 Principal component projection of the amplification and deletion pat-
terns for 62 breast cancer patients over 59 genes.

this reduces computation since instead of using the big n × p matrix, the much
smaller n × n matrix can be used. One MDS method, Sammon mapping, aims
to find the two-dimensional representation that has the most similar dissimilarity
matrix compared to the original one. The mathematical details of the Sammon
mapping have been discussed in Section 5.2.3.

Figure 7.5(a) shows a representation of the 62 patients that is quite similar to
the principal component representation in Figure 7.4. The advantage of the PCA
representation is that it represents the samples in a Scatter plot whose axes are made
up from (linear combinations of) the most variable genes. The Sammon mapping
treats all genes equivalently. The Sammon mapping is therefore typically ‘duller’
than the principal component projection would be.

The Sammon mapping can be applied to data sets of almost any size as long
as the number of samples is limited. It does not have any trouble dealing with the
mammary gland data set, which contains only 54 samples and expression values
for 12,488 spots for each sample.

The use of PCA and SVDs in genomics has been proposed by several people.
Raychaudhuri et al. (2000) showed that the sporulation data set from Chu et al.
(1998) could be summarized to a large extent in only two principal components.
Alter et al. (2000) use SVD to identify eigen-arrays and eigen-genes, which they
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Figure 7.5 Sammon mapping for two data sets: (a) the amplification and deletion
patterns for 62 breast cancer patients over 59 genes; (b) the gene expression profiles
for 54 mammary gland tissues over 18 distinct time points within four different
developmental stages.

subsequently used for analysis. Holter et al. (2000) showed that groups obtained
by clustering corresponded in large part with elements in the matrices of the SVD.

Implementation of PCA in R. Principal component analysis is implemented in
R via several functions. The more complete princomp has the disadvantage of
some numerical instability. We recommend using the function prcomp if one is
only interested in the principal components, the rotation matrix and the standard
deviations. This function is used inside our function cluster.samples and can
be called via cluster.samples(data, method="pca"). Studious people can
create their own PCA via the function svd, which returns the SVD.

The Sammon mapping is included in the library MASS as the function sam-
mon. We made use of this function inside our own routine cluster.samples.
To create a Sammon map of the data, use cluster.samples(data, method=
"sammon").

Hierarchical PAM

Both hierarchical clustering and forms of MDS have important benefits for clus-
tering samples, involving microarray data. Hierarchical clustering creates an easily
interpretable tree-type structure, whereas MDS gives a better insight into the geo-
metrical structure of the data. Both of them have some disadvantages as well.
There are some problems associated with the bottom-up nature of hierarchical
clustering, whereas multidimensional scaling does not actually come up with a
proposed class label.
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In this section, we discuss a novel method that tries to combine the strengths
of the hierarchical and purely visual methods. It is based on the PAM algorithm
by Kaufman and Rousseeuw (1990) and has close similarities with the DIANA
(divisive analysis) algorithm from the same authors and the HOPACH (hierarchical
ordered partitioning and collapsing hybrid) algorithm recently proposed by Pollard
and van der Laan (2002).

PAM is a clustering algorithm akin to k-means clustering. PAM, as well as
k-means, require the user to specify the number of clusters k in advance. Just like
k-means, the objective of the clustering is to select a partition {C1, C2, . . . , Ck} of
sample clusters and a set {m1, m2, . . . , mk} of cluster centres to minimize,

k∑
i=i

∑
j∈Ci

d(xj , mi),

where d is some distance measure of interest. k-means typically uses the Manhat-
tan distance or the squared Euclidean distance, although this is not essential. Any
symmetric, non-negative measure can be used. The difference between k-means
and PAM is that for k-means any choice of cluster centres m1, . . . , mk is allowed,
whereas in PAM this choice is restricted to the set of observations x1, . . . , xn.
This restriction has important advantages. The PAM algorithm is much more sta-
ble, whereas the k-means algorithm sometimes converges to some local optimum.
Moreover, PAM works much faster in high-dimensional problems, for instance
when clustering microarray data.

There are two possible disadvantages of clustering algorithms, such as PAM
and k-means. First of all, the clustering is non-hierarchical. Especially, in cases
where such hierarchical structure is believed to exist, this might be considered a
drawback. Furthermore, these methods have no way of evaluating the total number
of clusters. For each user-specified number of clusters k, it can find the best possible
clustering, but it cannot compare different choices of k.

Hierarchical partitioning around medoids (HIPAM) is designed to deal with
these issues. It is a hierarchical top-down method, designed in order to overcome
the disadvantages of a bottom-up method. The global clustering structure of a top-
down method is more stable than one can expect from a bottom-up method. Just
like DIANA, HIPAM uses PAM to partition the data at each subsequent level.
However, whereas DIANA does not have any stopping rule and divides the data
until the lowest level of the individual data points, HIPAM has a way to evaluate
the validity of a particular clustering. It uses an accepted scoring rule to evaluate
the clustering in order to decide whether or not to continue down the tree. This
scoring rule is based on the average silhouette width (a.s.w.), proposed by Kaufman
and Rousseeuw (1990). HIPAM can maximize a.s.w. globally, or it can evaluate
the improvements of the a.s.w. in each of the branches locally. This latter method
has been proposed by Pollard and van der Laan (2002).

Figure 7.6 shows the results of a HIPAM clustering of the breast cancer data
set. The 62 patients, for whom the amplification and deletion patterns of 59 genes
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Figure 7.6 Hierarchical PAM clustering of the breast cancer tumour data. Ulti-
mately, four clusters, 1, 4, 5 and 6, are selected. The global a.s.w. is 0.135.

were measured, are clustered in four separate clusters. Clusters 5 and 6 are part
of cluster 3, which together with cluster 4 is nested in cluster 2. Figure 7.6(b)
shows how the class labels are distributed over the patients, via a two-dimensional
Sammon plot.

Cluster validation: global. There are several ways to measure the validity of a
clustering. The most obvious statistical choice would be a measure based on the
likelihood. However, such a measure would presuppose some kind of statistical
model and can be rather computationally intensive for large data sets. Instead, we
consider a non-parametric measure, which allows us to compare different cluster-
ings easily. It is called the average silhouette width (a.s.w.) and was proposed by
Kaufman and Rousseeuw (1990).

Given a particular clustering {C1, . . . , Ck}, one defines for each observation
xi ∈ C(xi) a ‘distinguishability’ score, called the silhouette width:

s(xi) = bi − ai

max{ai, bi} , (7.2)

where

ai = 1

|C(xi)|
∑

xj ∈C(xi )

d(xj , xi),

bi = min
C �=C(xi )

1

|C|
∑
xj ∈C

d(xj , xi).
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It is easy to show that si lies between −1 and 1. The higher the value of si , the
better the clustering of xi in C(xi) is. By taking the average over all si , one gets
a global validity measure of the clustering. This measure is the average silhouette
width,

a.s.w = s.

One form of HIPAM can continue splitting clusters, until a maximum a.s.w. is
reached.

Figure 7.7(a) shows an application of global a.s.w. optimization using hierar-
chical PAM in the example of the 54 mammary gland tissues in four developmental
stages. It reaches an a.s.w. maximum of 0.244 with only two classes, separating
tissues in the lactation and early involution phase from the rest.

It is not uncommon that the a.s.w. finds only a small number of classes when
a lot of data is present. The reason is that more data will obscure the bound-
aries between classes and lead to very low silhouette values on these boundaries.
Although the separation between the lactation and early involution phase from the
rest is interesting by itself, it might be helpful to be able to split the dendrogram
further. The simplest way is by investigating suboptimal solutions. Figure 7.7(b)
shows the largest suboptimal solution less than 0.1 away from the tree with the
optimal a.s.w.

A disadvantage of the global HIPAM method is that the dendrogram found
might depend on the order in which the branches are grown. Since the method is
a greedy search method, growing the tree in one branch first might prevent it from
growing in another branch later.

−5000 0 5000

−4
00

0
0

20
00

40
00

Optimal global HIPAM

(a)

1

1

1

1

1

1

1
1

1

1

1

1

1

1

1

1

1

1

1

1

1

1
11

1

1

1 2

1
1

2

2

2

2 2

2

2

2

2

2

2

2

2

2

2

1

2

21

1 1

1

−5000 0 5000

−4
00

0
0

20
00

40
00

(b)

1

1
1

Sub-optimal global HIPAM

1

1

1

1

1

1

1
1

1

1

1

1

1

1

1

1

1

1

1

1

1

1
11

1

1

1 3

1
1

11

9

8

12 9

9

10

10

10

3

3

3

3

3

3

1

3

31

1 1

1

1
1
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Cluster validation: local. The local HIPAM method is proposed to overcome
two weaknesses of the global HIPAM method. First of all, optimizing the global
average silhouette width (a.s.w.) tends to result in only a few clusters in large
data sets. Maximizing the global a.s.w. is a bit like looking at the earth from
space. Typically one can only distinguish sea from land. However, when one gets
a bit closer and focuses on land only, then it becomes possible to distinguish cities,
farmland and hills. This is the idea behind the local HIPAM method. It continues to
grow a branch until it reaches some local homogeneity. In this way, local HIPAM
does not suffer from the second weakness of the global method: the method is
independent from the way the branches are grown.

For this algorithm, one uses the a.s.w. only locally as a measure of homogeneity.
The a.s.w. of the best possible split can be interpreted as a level of homogeneity of
the mother node. The higher the a.s.w., the lower the homogeneity of the mother
node. By comparing this homogeneity with the average homogeneity of the child
nodes, one has a decision rule whether or not to split. If the homogeneity of the
mother node is less than the average homogeneity of the children, then the split is
accepted. In other words, one accepts a split if

a.s.w.(mother) >
1

k

k∑
i=1

a.s.w.(child(i)).

Variations on this theme are possible. One can, for instance, introduce a penalty
term, which only allows a split if the a.s.w. of the mother node is a certain amount
more than the mean average silhouette width of the children. The idea of evaluating
the branches via the mean average silhouette width comes from the HOPACH
algorithm (Pollard and van der Laan 2002). It is also possible to accept a split
only if the a.s.w. of the mother node is larger than a pre-specified constant.

In Figure 7.8, the local validation algorithm is applied to the breast cancer DNA
amplification and deletion data and the mammary gland expression data. The two-
dimensional layout of the clustering shows interesting details. The mammary gland
tissues, for example, clearly separate into the involution phase (top), the lactation
phase (bottom left) and the rest (right).

Implementation of HIPAM in R. Hierarchical PAM is implemented in R as
the function hipam. It requires a data matrix for which the rows are to be clus-
tered. By specifying either the method = "local" or the method = "global",
HIPAM will either use the global a.s.w. optimization criterion or the local branch
splitting method. We recommend using the "local" method, which is set as the
default. By setting the asw.tol constant different from zero, one can introduce a
tolerance (positive asw.tol) or penalty (negative asw.tol) in the branch split-
ting procedure. The value of asw.tol is ignored, however, if the local method is
selected and a value for local.const is specified. In that case, branches will be
split until their associated local average silhoutte widths get below the specified
value of local.const. Only values between −1 and 1 are meaningful choices
for local.const.
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Figure 7.8 Two-dimensional dendrograms resulting from hierarchical PAM clus-
tering using local cluster validation. The root node is indicated by R. Some cluster
centres overlap; (a) The 62 breast cancer tumours split into 11 different clusters,
(b) whereas the 54 mammary gland tissues eventually divide into 38 clusters. The
clusters on the right correspond to the virgin, pregnancy and late involution phase.
The top clusters correspond to the early involution phase, whereas the clusters on
the left contain the tissues in the lactation phase.

The result of the function hipam is a HIPAM object. This object can be visu-
alized with the help of the plot.tree command. The plot.tree command
can plot a hierarchical tree, method = "tree" (with or without reordered
branches), a two-dimensional representation of this tree, method = "2d", or a
2D-representation of the cluster labels of the observations, method = "all". For
the latter representation of the clustering, it needs to be supplied with the original
data as well.

7.2 Exploratory Supervised Learning
The explosion of clustering algorithms has sometimes obscured the fact that clus-
tering by itself is not necessarily meaningful. Typically, only when the scientist is
able to link the observed clusters of microarray samples with some phenotypical
properties of the underlying tissues, the clustering is considered successful. As a
simple example, we could say that a microarray experiment is replicated very well
if replicate samples cluster together. More interesting would be the case in which
we can link, for example, survival information with the clustering of microarray
data of the tumours.

Linking covariate data with some response of interest is the field of supervised
learning. However, many supervised learning techniques are formal and do not
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admit easy visualization. Exploratory supervised learning is not a field that is
particularly developed. Nevertheless, it is easy to extend clustering algorithms to
include relevant visual information relating to the variable of interest. For example,
it is possible to label the leaves of a hierarchical tree with the value of any variable
of interest.

Ultimately, supervised methods, such as those discussed in Chapter 9, are the
best means to evaluate the relationship between gene expression patterns and a
response of interest. Visual inspection does not preclude or exhaustively deal with
such relationships, although it can reveal new insights in the data for the empirical
scientist.

7.2.1 Labelled dendrograms

Figure 7.9 shows the same hierarchical tree as in Figure 7.3. In the new dendro-
gram, the leaf labels are replaced by the survival status of the individual patients.
If clusters of labels appear close together, then it might suggest that the overall
expression pattern is related to the class labels. This might suggest that using the
data we might have a good chance to classify the classes based on the expression
data alone.

The reality is frequently more complicated. As can be seen in Figure 7.3, there
is no overwhelming evidence that death due to breast cancer separates clearly
according to the expression pattern of all the 59 genes. This is perhaps not too
surprising. It could be that some of the genes might not be related to the seriousness
of the cancer, or it could be that there are simply several expression subtypes, each
of which relates to a particular survival profile.
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Figure 7.9 The leaves of the dendrogram are labelled with the survival status of
the patients; (0: alive, 1: dead).
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7.2.2 Labelled PAM-type clusterings

In principle, it is very easy to study the distribution of a particular covariate within
each cluster. Each of the clusters represents, for example, a group of patients.
For each group, the distribution of a particular variable of interest, for example
breast cancer deaths, can be calculated. By comparing the distributions across the
clusters, one can judge informally whether differences in gene expressions might
be responsible for differences in the breast cancer deaths.

The result of any ‘PAM-type (or k-means) clustering is a set of cluster labels
for all the samples and a set of medoids (or centroids) for each of the clusters. In
this section, we propose to visualize the clusterings by means of multidimensional
scaling of the cluster medoids. We then superimpose the distribution of the response
variable in each of the clusters onto the 2D-scaled medoids.

Binary response variable

Binary response variables are common in many applications. In biological exper-
iments, it can stand for wild-type versus mutant, transgenic versus control or
something else. In medical applications, it could stand for survival versus non
survival. This is the case in the breast cancer experiment, in which we have infor-
mation about breast cancer survival for 55 patients out of 62.

Figure 7.10 shows the 5 patient clusters with their associated breast cancer
survival status. There is no obvious difference between the different clusters. Only
cluster 4, perhaps, has a slightly worse breast cancer survival record.

Multinomial response variable

A multinomial response variable is an outcome variable that can take more than
two possible values. There are two main types of multinomial variables: ordinal and
nominal. Unordered or nominal multinomial variables are typically class or group
labels, such as disease type or treatment, whereas ordinal multinomial variables
are ordered sets of levels, such as developmental stage or histological grade.

In the breast cancer data set, we have available the histological grade of each
tumour. Histology is the study of tissues, including cellular structure and function.
Pathologists often assign a histologic grade to a patient’s cancerous breast tumour to
help determine the patient’s prognosis. The Scarff-Bloom–Richardson system is the
most common type of cancer grade system used today. To determine a tumour’s
histologic grade, pathologists closely observe three features of the tumour: the
frequency of cell mitosis (rate of cell division), tubule formation (percentage of
cancer composed of tubular structures) and nuclear pleomorphism (change in cell
size and uniformity). Each of these features is assigned a score ranging from 1
to 3 (1 indicating slower cell growth and 3 indicating faster cell growth). The
scores of each of the cells’ features are then added together for a final sum that
will range from 3 to 9. A tumour with a final sum of 3, 4, or 5 is considered
a Grade 1 tumour (well differentiated). A sum of 6 or 7 is considered a Grade
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Figure 7.10 Death due to breast cancer for 5 expression clusters of 62 patients;
(NA: no data available, 1: breast cancer death, 0: otherwise).

2 tumour (moderately differentiated), and a sum of 8 or 9 is a Grade 3 tumour
(poorly differentiated). Lower grades are shown to correlate positively with breast
cancer survival.

Continuous response variable

In the breast cancer example, one can think, for instance, about the Nottingham
prognostic index (NPI), which is based on tumour size in breast, node involvement
and Scarff–Bloom–Richardson grading (Galea et al. 1992). It has been shown to
be of prognostic value for the treatment of the breast cancer. In the original paper,
the following prognosis was suggested: good: NPI ≤ 3.4; moderate: 3.4 < NPI
≤ 5.4; and poor: NPI > 5.4. Figure 7.12(a) does not suggest any differences in
NPI between the clusters (Chollet et al. 2003).

Figure 7.12(b) shows that the tumours in class four are larger on average than
any of the other classes. This, rather than any of the expression differences between
the clusters, might be the real explanation why the number of breast cancer deaths
in class four is higher than in any of the other clusters.

Implementation of labelled PAM-type clustering in R. Plots such as in Figures
7.11 and 7.12 can be obtained in R using the sammon.plot function. The user
needs to supply a clustering object from a PAM-type clustering (e.g. PAM, HIPAM
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Figure 7.11 Histological grade distribution for 5 expression clusters of 62
patients.

−5 0 5

−6
−4

−2
0

2
4

6

4.89

10

1

4.85

7

2

4.6

6

3

4.57

18

4
4.25

21

5

NPI distributions in 5 expression clusters

(a)

−5 0 5

−6
−4

−2
0

2
4

6

Tumour size distributions in 5 expressions clusters

(b)

24.8

10

1

21.1

7

2

30

6

3

45

18

4
25.6

21

5
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for 5 expression clusters of 62 patients; the shading indicates one standard devia-
tion.
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or PAMSAM) and a covariate of choice. The length of the covariate vector needs
to be as long as the number of samples. The function sammon.plot interprets
both numerical and categorical data. If angular data is supplied, then the option
method="circular" should be selected.

7.3 Discovering Gene Clusters

As soon as microarrays became available in the late nineties, one of the first desires
was to reduce the large quantity of information for individual genes into groups
of similarly expressed genes. This was partially an attempt to make the data more
manageable and partially to see if genes of similar known function have similar
expression profiles. Early successes in relating gene expression to cellular function
(Eisen et al. 1998) suggested a simple means of gaining insight into the function
of those genes for which information is not available.

There have been a large number of contributions to the field of clustering gene
expressions. Roughly, we can divide the field into four groups: (i) hierarchical clus-
tering, (ii) centroid-type clustering, (iii) clustering based on the SVD and
(iv) model-based clustering. Several comparative studies (Chipman et al. 2003;
Datta and Datta 2003) discuss the advantages and disadvantages of some of these
methods. It is our aim in this section to describe several common and useful
clustering algorithms and apply them to several data sets.

7.3.1 Similarity measures for expression profiles

Typically, several gene expression values are observed for each gene in a microar-
ray experiment. The vector of gene expressions for a gene is typically referred
to as the expression profile of that gene. Expression profiles are typically stored
as columns in a gene expression matrix. In order to cluster genes together, it is
necessary to determine for each pair of genes the similarity or dissimilarity of the
expression profiles.

Although we have discussed similarity and dissimilarity measures before (Sec-
tion 5.2.2, Section 7.1.2), the meaning of ‘vicinity’ of gene expression profiles is
different from that of other types of objects. For example, whereas two gene expres-
sions that vary in a coordinated fashion but in opposing directions could suggest
that the underlying genes are related, such an observation would not make sense
if we compared two microarray samples; two microarrays for which expression
values are opposed suggest very different underlying conditions.

Co-expression and co-regulation

The term co-regulation (Gasch and Eisen 2002) refers to common regulatory con-
trol of genes in order to fine-tune an organism’s response to varying conditions. It
is thought that co-regulation simplifies the collaboration of gene products namely
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proteins. Co-regulation of genes can be measured via coordinated expression, or
co-expression, of these genes in different circumstances.

There are several mathematical definitions of co-expression. The most obvious
one is to call two genes co-expressed if they have a high absolute correlation. The
dissimilarity between two gene expression profiles x and y can then be defined as,

d1(x, y) = 1 − |r(x, y)|,

where r(x, y) is the Pearson sample correlation coefficient. Both strongly positively
correlated as well as negatively correlated genes are considered co-expressed.

The sample correlation coefficient can be calculated on (i) the original scale,
(ii) the log scale or (iii) the rank scale. In the latter case, it is also known as
Spearman’s rank correlation. As the correlation coefficient measures the amount
of linear correlation between the data and expression data can be rather noisy
with large outliers, we suggest to avoid using the data on the original scale for
clustering purposes. In principle, the log scale stabilizes the variances and can be
used by default. If strong suspicions about the validity of the data remain, ranked
data can be used to make conclusions more robust.

Eisen et al. (1998) use a variation of Pearson correlation to define co-expression.
They consider the cosine measure,

d2(x, y) = 1 − S(x, y)

= 1 −
∑

xiyi√∑
x2
i

∑
y2
i

.

The cosine measure represents the angle between the expression profiles x and y

relative to the absolute zero point. This measure is therefore only appropriate if
the values xi and yi represent log-expression ratios relative to some control. This
is not always the case. Another aspect of d2 is that it considers negatively related
expression profiles as extremely different. It is therefore safer to use a correlation
measure.

Other dissimilarity measures

Typical geometric distance measures, such as Euclidean and Manhattan distance,
can also be used. The advantage is that they are readily implemented, but their
interpretation is not so much ‘co-expression’ as merely ‘similar profiles’. Whereas
the absolute correlation similarity measure judges all four profiles in Figure 7.13
as similar, the geometric measures only considers profiles 1 and 2 as similar and
would not cluster them together with profiles 3 and 4.

Although we prefer using the correlation or absolute correlation for measuring
gene similarity, there are sensible ways to apply geometric measures to model
driven parameters fitted to the expression data.
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Figure 7.13 Whereas all four expression profiles come from co-expressed genes,
only two of them have a similar profiles.

If the microarray experiment is a time-course experiment, then the expression
data are interpreted as time-series data. Let

x = (xt1, xt2 , . . . , xtn)

represent the gene expression profile of a particular gene measured at times t1, . . . , tn.
A way to describe the temporal structure of the data is by modelling the data in a time-
series model. A popular model is the Box–Jenkins autoregressive-moving-average
(ARMA) model (Box et al. 1994). It allows the dynamic structure and the error
process of the expression values at a particular time to depend on previous time
points. More precisely, the ARMA(p, q) model is defined as

xti =
p∑

j=1

αjxti−j
+

q∑
k=0

βkεti−k
. (7.3)

By replacing each gene expression vector x in the clustering algorithm with the
estimated parameter vector,

θ̂ = (α̂1, . . . , α̂p, β̂1, . . . , β̂q),

one can continue to use the geometric distances to evaluate the similarity of the
underlying two expression profiles. Take for example the data in Figure 7.13. We
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Table 7.1 Parameter estimates of
an ARMA(0,3) model applied to
data in Figure 7.13.

β̂1 β̂2 β̂3

1 2.59 2.59 1.00
2 2.47 2.47 1.00
3 2.57 2.57 1.00
4 2.60 2.60 1.00

fit an ARMA(0,3) process to each of the expression profiles, and the estimated
moving average parameters are displayed in Table 7.1. Although the expression
profiles are very different, the parameter estimates are very similar. By defining
the dissimilarity between profiles as the Euclidean distance between the parameter
estimates, one can obtain more meaningful results.

This approach shares similarities with the CAGED algorithm proposed by
Ramoni et al. (2002). They suggest modelling each dynamic gene expression pro-
file by some autoregressive (AR) process. Their comprehensive Bayesian analysis
selects the appropriate order of the process in a data-driven fashion and is less ad
hoc than what we have suggested. Dougherty et al. (2002) take a similar view.
They suggest that meaningful clusters should represent a partition of the gene pro-
files according to the process to which they belong. They implement their ideas
via a model-based clustering algorithm.

7.3.2 Gene clustering methods

Gene expression profiles have often been clustered using hierarchical clustering.
Hierarchical clustering produces a tree, a so-called dendrogram. Dendrograms are
excellent for expressing hierarchical structures such as evolutionary relationships
or subtypes of larger classes. Although they have clearly proven valuable to deduce
interesting biological conclusions, there are several drawbacks to the method.
Dendrograms lack biological interpretation when clustering expression profiles.
Moreover, agglomerative hierarchical clustering makes decisions based on local
features from the bottom-up without the possibility of any revision later. This
means that global clustering structures high up in the tree are notoriously unreli-
able, whereas these global features are of particular interest to the biologist. We
have previously mentioned the non-unique representation of a dendrogram. Because
of these reasons, we would not generally recommend agglomerative hierarchical
methods for clustering genes.

Hierarchical clustering: agglomerative and two-way PAM

Ordinary hierarchical clustering has been the gene profile clustering algorithm of
choice in applications (Lee et al. 2003). It represents the genes in a hierarchical
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Figure 7.14 A dendrogram of the 59 amplification and deletion profiles of breast
cancer data set.

fashion, like a tree. It puts genes with similar expression patterns in the same
branches. The results, a dendrogram, can give the scientist an immediate impression
of groups of genes as well as of genes that are very similar. Figure 7.14 shows the
hierarchical tree of the breast cancer data set using an absolute correlation distance
measure, where the leaves represent the genes. One thing immediately clear from
this plot is that the growth factor receptor ERBB2 has a gene amplification pattern
that is quite different from the other genes. It is known that amplification of ERBB2,
which is a growth promoter, leads to increased cell division and may be involved
in the formation of cancerous cells (Slamon et al. 1989).

To produce Figure 7.14, the absolute correlation similarity was used. This is
not a typical default for agglomerative hierarchical clustering algorithms. However,
it expresses more clearly what it means for two genes to be closely related. The
other technical details of the hierarchical clustering algorithm have been discussed
before in the context of clustering samples (cf. Section 7.1.3).

Hierarchical clustering has been applied in quite diverse areas of microarray
data analysis ranging from searching for generic networks in the yeast cell cycle
(DeRisi et al. 1997) to the prediction of clinical outcome of breast cancer (Van ’t
Veer et al. 2002). One of the appeals of hierarchical clustering, as illustrated for
example in Eisen et al. (1998), is the way it reorganizes the expression matrix into
an organized set of patterns. A rectangular matrix with colours ranging from green
via black to red represents the microarray data matrix of a complete experiment.
By looking for peculiar patterns and patches in this matrix, the scientist hopes
to find ways to relate groups of gene expression profiles to, for example, clinical
outcome.

However, there are other ways to create similar plots that can be even more
effective. The ordering of the leaves in a hierarchical clustering is not necessarily
the best way to order the many gene columns of the data matrix. It is hard to
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spot the boundaries between ‘clusters’, and the order itself is not optimal for large
numbers of objects.

Other approaches to two-way clustering have been proposed. Getz et al. (2000)
propose a coupled two-way clustering algorithm. The idea is to find subsets of
genes and samples such that if one is used to cluster the other then stable and
informative partitions emerge. Plaid models have been suggested in Lazzeroni and
Owen (2002). These allow a gene to be in more than one cluster or in none. Also,
clusters of genes can be defined with respect to only a subset of samples. Several
genes might cluster together in a particular set of conditions, whereas under other
conditions they do not cluster together. These are some useful developments in the
field of two-way clustering.

We propose a two-way clustering algorithm based on PAM. First, the samples
are clustered via a PAM-based algorithm using the full gene expression matrix.
Then the genes are clustered according to their profiles with the possibility that
they are omitted if they do not distinguish between the sample clusters. This latter
feature makes this algorithm similar to coupled clustering.

Figure 7.15 shows the two-way PAM clustering for the breast cancer data. The
62 samples are clustered into five groups, whereas the 59 genes are clustered into
six groups. The sixth group of 10 genes is not shown as it was judged uninformative
for distinguishing between the sample clusters. The tumour clusters can then be
related to clinical outcome, as in Table 7.2. One could speculate, for example,
whether the difference in breast cancer deaths between tumour classes 2 and 3
might be related to the marked difference in amplification patterns in gene clusters
4 and 2.
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Two-way clustering of breast cancer data

Figure 7.15 Two-way clustering of gene amplification data in the breast cancer
experiment.
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Table 7.2 Clinical outcomes, and their standard deviations in brackets, associated
with the two-way PAM clustering in Figure 7.15.

Sample class

Variable 1 2 3 4 5

Number of tumours 11 6 8 17 20
Breast cancer deaths 3/9 1/6 4/8 6/14 6/18
Survival time (years)

Uncensored 4.7 (3) 0.1 (–) 2.1 (2) 1.9 (2) 3.6 (3)
Censored 5.9 (3) 6.5 (2) 8.1 (1) 6.3 (5) 7.2 (3)

Tumour size (mm) 24 (18) 30 (8) 21 (8) 46 (29) 27 (11)
NPI 4.8 (2) 4.6 (1) 4.5 (1) 4.6 (1) 4.4 (1)
Grade 2.6 (1) 2.3 (1) 2.0 (1) 2.3 (1) 2.2 (1)

The algorithm for this type of two-way clustering is based on the PAM algo-
rithm (Kaufman and Rousseeuw 1990). It finds a number of tumour clusters,
Cs

1, Cs
2, . . . , Cs

k , that maximizes the average silhouette width (a.s.w.) using PAM
at each step. Genes are considered informative for this tumour clustering if their
between-sums-of-squares significantly outweighs the within-sums-of-squares. Put
differently, the following model is considered for the log-expression values yij for
each gene i and condition or tumour j ,

yij = αCs(j) + εij , j = 1, 2, . . . , n,

where Cs(j) is the class in which tumour j has been clustered. From standard
theory

1
k−1

∑n
j=1(α̂Cs(j) − yi.)

2

1
n−k

∑n
j=1(yij − α̂Cs(j))2

∼ Fk−1,n−k,

approximately, under the null hypothesis that gene i is uninformative. For each
gene, a test can be performed at the required level of significance. It should be noted
that many genes will appear significant simply because the tumour clusters were
selected on the basis of these particular genes. Therefore, the usual interpretation of
the p-value is not applicable here. The test should mainly be regarded as rooting
out those genes that certainly are not informative. For the remaining genes, the
clusters are determined via another PAM clustering coupled with maximizing the
average silhouette width.

Implementation of two-way PAM in R. Plots such as in Figure 7.15 can be
obtained both in colour and in grey-scale in R using the twoway.pam function. The
user needs to supply the gene expression matrix, with the genes as the columns
and the samples as the rows. One can specify the number of row and column
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clusters via the k.row and k.col parameters. If they are left unspecified, then
twoway.pam searches for the ‘best’ values. The option reduce.cols can be
selected in order to eliminate genes that are uninformative in the resulting sample
clustering.

PAMSAM: a partitioning method

In this section, we discuss a new kind of partitioning method, called PAMSAM. It
combines a k-means-type clustering method with a method for visualizing the levels
of similarity between clusters via a Sammon plot. Unlike most other clustering
methods, including PAM and k-means, it does not fix the number of clusters in
advance. It selects them via the average silhouette width criterion. After selection
of the clusters, PAMSAM visualizes the cluster centres relative to one another, as
in a SOM. Similar clusters can be put together manually, in case this is required.

Partitioning methods differ from hierarchical methods in that they try to par-
tition the set of objects in such a way that a particular score function has been
optimized. k-means and PAM (k-medoids) aim to find clusters C1, . . . , Ck with
associated centroids or ‘cluster centres’ m1, . . . , mk, such that the sum of within-
cluster sums of squares is minimized,

(C, m) = arg min
k∑

i=1

∑
xij ∈Ci

(xij − mi)
2. (7.4)

k-means and related methods are popular ways to cluster genes into (a pre-
specified number) k classes. Chipman et al. (2003) notice that this is a combi-
natorial optimization problem. Given that the number of genes is typically large
(∼10,000) in microarray settings, it is impossible to check each partitioning of k

classes.
Worse still, k-means and PAM do not have any way of checking the appropriate

value for k. Minimizing Equation (7.4) over k leads to an unsatisfactory choice of
k equal to the number of observations. Kaufman and Rousseeuw (1990) suggested
another score that naturally penalizes for too large choices of k—the average sil-
houette width (a.s.w.). The a.s.w. for a particular clustering C = (C1, . . . , Ck) is
defined as

a.s.w.(C) = 1

p

p∑
i=1

bi − ai

max{ai, bi} , (7.5)

where

ai = 1

|C(xi)|
∑

xj ∈C(xi )

d(xj , xi),

bi = min
C �=C(xi )

1

|C|
∑
xj ∈C

d(xj , xi),
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and xi is the gene profile for gene i. This score has been used before in Section 7.1.3.
The average silhouette width has been shown to have good performance in distin-
guishing clusters (Bryan et al. 2002). Large values of a.s.w. correspond to clear
differences between clusters.

However, maximizing a.s.w. explicitly is an even more difficult problem than
minimizing the within-cluster sums of squares. PAMSAM is an algorithm that
searches an approximate answer to the maximal a.s.w. by using the speed of the
PAM algorithm.

The PAM-clustering algorithm detects a pre-specified number of clusters, k.
It creates clusters by selecting k gene profiles m1, . . . , mk from the original data
set (rather than from a general high-dimensional space as k-means does), called
medoids, and assigning the observations to the closest medoid such that

k∑
i=1

∑
j∈Cmi

d(mi, xj )

is as small as possible. By restricting the search of the cluster centres to the
observed profiles, PAM is more robust to outliers than other centroid-based meth-
ods, such as k-means. Moreover, this restriction allows the method to be much
quicker than techniques that have to search through some high-dimensional space.
If the number of objects is very large, a sampling-based variation of PAM known
as CLARA (clustering large applications) (Kaufman and Rousseeuw 1990) can be
used to speed up the search.

For each of the PAM-clustering proposals, an a.s.w. score can be calculated.
By reassigning objects from one class to another locally, PAMSAM attempts to
increase the a.s.w. This is done via a number of expand-and-collapse steps within
the algorithm. The final PAMSAM clustering is the one that attains the high-
est a.s.w.

The relative similarity of the selected PAMSAM clusters is visualized in two
dimensions using a particular form of multidimensional scaling, known as Sammon
mapping (Sammon 1969). Sammon mapping creates a representation of objects in
lower-dimensional space that attempts to minimize the extent to which the distances
between each of the objects is distorted. The cluster medoids are used to represent
each cluster in this 2D-plot.

Figure 7.16 shows the PAMSAM plot associated with mammary gland experi-
ment. In this experiment, 12,488 genes and ESTs were measured across 18 different
stages of the mammary gland development. The 5,657 genes in clusters 3,5 and 7
represent genes that show very little change across the whole time course. Cluster
4 contains 1,574 genes that are up-regulated during pregnancy. The 1,636 genes in
cluster 1 are up-regulated during lactation. It is known that lactation is a process
that has enormous repercussions on the system. The mother switches off many other
bodily processes during lactation. It is therefore not surprising to see that there is
a large number of genes (3,079 in cluster 2 and 1,574 in cluster 4) that show sig-
nificant down-regulation during this period. Finally, there is a class of 1,542 genes
in cluster 6 that show marked up-regulation during the final involution stage.
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Figure 7.16 The medoids of the seven gene clusters, selected via PAMSAM.

Implementation of PAMSAM in R. The PAMSAM algorithm has been imple-
mented in R as the pamsam function. The function pamsam requires a data matrix in
such a form that the rows are the objects to be clustered. If a value for k is specified,
it will perform a PAM or CLARA clustering for k clusters. The option metric
allows the user to specify a number of different dissimilarity measures used for the
clustering. Currently implemented are the Euclidean ("euclidean"), Manhattan
("manhattan"), L3 ("cubic"), L4 ("quartic"), correlation ("correlation")
and absolute correlation ("abscor") dissimilarity measures.

SVD clustering: super-genes and gene shaving

The SVD is a powerful tool in high-dimensional data analysis to find principal
directions in large data sets. Typically, there are many more genes than there
are samples in a microarray experiment. The full data matrix X has many more
columns, p, than rows, n. The SVD of X,

X = UDV t ,

is a decomposition of the full n × p data matrix into a n × n matrix U , a n × n

diagonal matrix D with diagonal elements d1 ≤ d2 ≤ . . . ≤ dn, and a p × n matrix
V . Both U and V have orthonormal rows and columns. The matrix V is the rotation
matrix, which rotates the data X into a new set of coordinates,

XV = UD.
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The matrix UD is a n × n matrix, where each column is of diminishing importance.
Rather than using the original columns of X, Mike West and co-workers suggest
to use the columns of XV , which they term super-genes (Spang et al. 2002). The
transformed data matrix XV is much smaller than the original matrix with equal
number of observations and variables and is therefore much more amenable to
traditional statistical methods.

Gene shaving is another SVD-based technique, which has been put forward in
Hastie et al. (2000) as an improvement on traditional clustering techniques. The
aim is to find clusters with small numbers of similar genes that ‘vary as much
as possible across the samples’. Given that most genes are unlikely to be doing
much in any conditions being considered, this would seem a sensible aim in many
situations.

Clusters are found sequentially via the repeated application of the SVD, also
called principal component analysis in statistics. To find the first cluster, the main
principal component of the data is found—this is the first column of the matrix
XV , that is, the linear combination of genes with the largest possible variance. The
inner product of each gene and the first super-gene is calculated. Some fraction
of the least correlated genes are removed from the data X to create a new data
matrix X′. This is repeated until some criterion, called the gap-statistic, has been
optimized.

Once the first gene shaving cluster is chosen, the data are then orthogonalized
to the ‘average’ gene from the first cluster. The process is repeated again on
this orthogonalized data: the first principal component is found and the genes
are ordered according to their inner products with it. For a certain choice of the
gap-statistic, another gene cluster is created.

The idea behind the gap-statistic is that the size k of each cluster can be
determined by minimizing a measure of within-group variation, that is, the relative
size of the percentage of the total variance in a cluster, VT, versus the variance
between samples, VB:

Dk = 100
VB

VT
.

However, this percentage varies even when the rows and columns are independent,
especially with small clusters, and so directly comparing these percentages may not
be possible. Hastie et al. (2000) attempt to overcome this using multiple permuta-
tions of the data matrix, X. Each permutation data matrix, X∗b, b = 1, . . . , B is
created by randomly reassigning all the expressions levels for a gene among the
different samples, and doing this separately for all the genes. From each of the
B X∗b matrices, equivalent coefficients of variation are calculated for all of the
potential clusters.

The gap function is then defined as

Gap(k) = Dk − D∗
k ,

where D
∗
k is the average of these B permutation coefficients of variation and Dk

is the original coefficient of variation for the cluster with k genes. More details
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about the practical implementation of the method can also be found in Chipman
et al. (2003).

Model-based clustering

One of the drawbacks of all the previously discussed methods is the lack of explicit
probabilistic justification. Many of the clustering methods are implementations
of algorithms, rather than being informed by a general principle. An explicitly
statistical way of dealing with clustering is by setting up a probabilistic model of
how the unknown cluster labels c for the genes determine the observed data xi ,
that is, for c ∈ {1, 2, . . . , k},

p(xi | c). (7.6)

By either maximizing this quantity, called the likelihood, or the posterior proba-
bility,

p(c | xi) ∝ p(xi | c)πc

over c, an explicitly probabilistic rule for assigning gene i to class c can be deduced.

Mixture models. A model whereby the likelihood of the data is specified relative
to a discrete set of labels is called a mixture model. This comes from the fact that
the unconditional distribution of the data, that is, before you know the true cluster
label, is given as a mixture of the densities in Equation 7.6,

p(xi) =
k∑

c=1

πcp(xi | c).

Mixture model approaches to clustering microarray data have been proposed by
several people. Ghosh and Chinnaiyan (2002) assume that the data follow a mul-
tivariate normal distributed conditional on the class label c,

xi |c ∼ N(µc, �c).

It has been noted that by setting �c = σ 2I for all c, mixture modelling reduces
to k-means clustering (Venables and Ripley 1999). Ghosh and Chinnaiyan (2002)
use the EM algorithm to maximize the likelihood in Equation 7.6 in order to find
the ‘most likely’ class label for each gene c. This method also provides a way to
estimate the number of clusters K for the data. By comparing Bayes factors (Kass
and Raftery 1995),

Bkl = p(x | K = k)

p(x | K = l)
, (7.7)

one can gauge the relative evidence for a model with k clusters as compared to a
model with l clusters.
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Table 7.3 Six different variance–covariance struc-
tures for a multivariate normal distribution.

� Distribution Volume Shape Orientation

a. Spherical Equal
b. Spherical Varying
c. Diagonal Equal Equal
d. Diagonal Varying Varying
e. Ellipsoidal Equal Equal Equal
f. Ellipsoidal Varying Varying Varying

Bayes factors are useful in comparing non-nested models. Moreover, they do
not rely on asymptotic theory. One problem of using Bayes factor in practice is
that Equation 7.7 involves evaluating two integrals. Especially, for large data sets,
as are common in microarray experiments, this is typically infeasible.

Ghosh and Chinnaiyan (2002) use the function Mclust from the R library
mclust to implement the model of Fraley and Raftery (2002). This function eval-
uates the Bayesian information criterion (BIC) to compare across models,

BIC(k, �) = 2 log p(x | θ̂ , k, �) − ν(k, �) log n,

where k stands for the number of clusters; � stands for six different types of
variance–covariance structures and ν(k, �) stands for the number of free param-
eters in a model with k clusters and covariance structure �; θ̂ represents the
maximum likelihood estimate of the parameters in the model (k, �) and n is
the number of observations. Mclust considers six different covariance structures,
given in Table 7.3. They relate to a parameterization for multivariate normal dis-
tributions proposed by Banfield and Raftery (1993).

There are also other ways to compare across models. The BIC is the Bayesian
version of the original information criterion (AIC) by Akaike (1973), given as

AIC(M) = 2 log p(x | θ̂M, M) − 2ν(M).

Just like the BIC, it is evaluated for each model M of interest. The model M for
which the AIC takes on a maximum is the preferred choice.

We apply the mixture model to the data from the breast cancer experiment.
Figure 7.17 shows the BIC for different choices of covariance structures and dif-
ferent choices of the number of clusters. The BIC attains its maximum for three
gene clusters, modelled as a multivariate normal distribution with a diagonal covari-
ance structure and equal volume and shape across the clusters (Figure 7.18). From
Table 7.4, it is clear that the final clustering is quite similar to what you would
get by PAM clustering. Model-based clustering has the advantage of possessing
principled ways to assess model choice, whereas PAM is much faster and still
works for large data sets.
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Figure 7.17 Bayesian information criterion evaluated for a variable number of
gene clusters and over six different variance–covariance modes. The best model c
attains a maximum for three clusters.

Table 7.4 Breast cancer experi-
ment: strong consistency between
classification via mixture modelling
clustering and k-medoids (PAM),
where k = 3.

1 2 3

1 17 8 1
2 4 20 0
3 0 2 7

Other implementations of mixture models to gene clustering in microarray data
can be found in Medvedovic and Sivaganesan (2002), who use Gibbs sampling
to estimate infinite mixtures to obtain additional flexibility for unusual observa-
tions. McLachlan et al. (2002) is a careful study of applying mixture models to
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Figure 7.18 Superimposition of the three gene clusters found by mixture model
clustering on the scatter plot of two tumours.

clustering samples, rather than genes. They have also produced software (EMMIX-
GENE) that uses the EM algorithm to find the maximum likelihood solution to the
clustering problem.

CAGED Variations on the mixture model theme have recently been introduced
to describe gene expression data with additional structure. Ramoni et al. (2002)
propose a mixture model of autoregressive processes for time-course microarray
experiments, which they have named cluster analysis of gene expression dynamics
(CAGED).

In time-course experiments, a gene profile xi for gene i consists of expression
values over T time points,

xi = (xi1, xi2, . . . , xiT ).

CAGED assumes that the gene expression profiles arise from k distinct dynamic
processes. If gene i belongs to cluster C(i) = c, then the expressions xit are
assumed to be linear perturbations of the previous q values,

xit = βc
1xi,t−1 + βc

2xi,t−2 + . . . + βc
qxi,t−q + εit ,

where the parameters βc
1, . . . , βc

q are common to all genes in cluster c. Effectively,
this means that the time-course gene expressions are modelled according to an
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autoregressive process AR(q) or order q. The choice of the number of cluster k

and the autoregressive order q can be handled in principle within the model itself.
The aim is to maximize the posterior probability of the model M ,

p(M|x) ∝ p(x|M)p(M),

where M = (k, q, C(1), . . . , C(p), B, σ 2) are the model parameters, including the
k × q matrix B of coefficients βc

i . Assuming that the term εit ∼ N(0, σ 2) and that
gene profiles given their class labels are independent, Ramoni et al. (2002) show
that x|M is a multivariate normal with a tractable covariance structure.

Although, in principle, the problem is suitable for an MCMC (Monte Carlo
Markov Chain) implementation, the space of all models M is too large for good
mixing. The implementation of CAGED makes use of several search heuristics.
The procedure starts by assuming that each of the p observed time series is gener-
ated by its own AR process with total likelihood f (x|Mp). The next step merges
two profiles together. This involves the computation of p(p − 1)/2 likelihoods
f (x|Mj

p−1). The model with maximal marginal likelihood f (x|M∗
p−1) is chosen as

long as f (x|M∗
p−1) > f (x|Mp). This procedure is repeated until merging reduces

the marginal likelihood,

f (x|M∗
k−1) ≤ f (x|M∗

k ).

The model M∗
k is the final choice for the clustering model. For the actual algorithm

to find the best marginal likelihood f (y|M∗
i ), CAGED uses heuristics to reduce

the search space.
CAGED and other model-based clustering algorithms are part of an interesting

development of introducing sound statistical techniques in a field that has been
dogged by a lot of ad hoc choices. A related approach is due to Luan and Li
(2003), who cluster time-course gene expression data using a mixed-effects model
with B-splines. Despite our praise for model-based clustering, one should also keep
in mind that if clustering is an exploratory technique, then there is certainly room
for ad hocery. We hope to have struck a balance between what can be achieved
with formal techniques and what might set the imagination alight.
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Differential Expression

Differential expression indicates the changing of transcription levels across differ-
ent phenotypes or conditions. The idea is that these transcription changes might be
responsible for—or caused by—the change in phenotype. For example, the genes
responsible for the presence of a certain disease X will be transcribed at a different
rate than when the disease is absent. The following three pairs of terms will be used
interchangeably in this chapter: (i) differentially expressed versus not differentially
expressed, (ii) active versus inactive and (iii) affected versus unaffected.

8.1 Introduction

Many microarray experiments are aimed at finding ‘active’ genes. In the simplest
case, one compares two different situations, for example, treatment versus control
or two different conditions. The aims of such experiments are (i) to find which
genes behave differently under different conditions and (ii) to determine a measure
of confidence for this different behaviour for each gene.

In the following discussion, we shall focus on the comparison of two conditions
only, which is by far the most common. A number of methods have been proposed
for the analysis of differentially expressed genes. Dudoit et al. (2002) and Ge et al.
(2003) suggest an analysis based on hypothesis testing, whereas Efron et al. (2000)
and Efron et al. (2001) suggest an empirical Bayes-based approach. Both methods
are perfectly sensible and often lead to very similar results. The basic philosophies
behind these methods are, however, quite different.

8.1.1 Classical versus Bayesian hypothesis testing

For many problems in statistics there are two main schools of thought: the clas-
sical and the Bayesian school. Roughly speaking, the classical school believes

Statistics for Microarrays: Design, Analysis and Inference E. Wit and J. McClure
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that parameters, such as a population mean, are fixed but unknown quantities and
that only observations are truly random. The Bayesian school, on the other hand,
assumes that after observing them the data can be considered fixed, whereas our
knowledge about the parameters is really random.

This leads to different approaches when it comes to hypothesis testing. Both
of them are interested in the parameter

θg = population mean difference in gene expression for gene g.

In particular, both of them might like to know more about whether or not this
parameter is zero, that is, whether or not gene g is differentially expressed. This
knowledge corresponds to having information about the parameter vg , where

vg = 1{θg �=0},

where 1A is the indicator function on set A. Classical statisticians tend to be very
dualistic about vg . It is either zero or it is not. This is not a matter of probability, but
of the unknown reality. Bayesians are perfectly happy to describe their knowledge
about vg in terms of probabilities, as it is just another parameter.

The classical hypothesis testing approach for a microarray experiment tests for
each gene g the hypothesis that that particular gene is not differentially expressed.
This negative hypothesis is called the null hypothesis, Hg,0. The result of a hypoth-
esis test is an absurdity probability, the so-called p-value. As we explain later, this
quantity is closely related to the false positive rate (FPR). The lower this probabil-
ity, the stronger the evidence against the null hypothesis. If the p-value is less than
a certain cut-off, then H0 is rejected in favour of the alternative hypothesis, Hg,1,
under which gene g is differentially expressed. In some cases a further differentia-
tion is made as those genes that are over-expressed (i.e. more active in the condition
of interest than in the other condition) or as those that are under-expressed (i.e.
less active in the condition of interest than in the other condition).

In the Bayesian approach, it is assumed that for each gene g there is an unob-
servable variable, vg, that defines the gene’s activation status. If a gene is not
differentially expressed, then we define vg = 0. The result of Bayesian inference is
an update of our knowledge of vg’s value in terms of a posterior probability. This
probability expresses the likelihood that vg = 0. As we explain later, this quantity
is closely related to the false discovery rate (FDR). Casella and Berger (2001) give
a good introduction to Bayesian hypothesis testing.

These two approaches and their associated jargon may seem daunting to the
uninitiated, but each of the two ways of looking at the problem has its own merits
and they are complementary, rather than opposed. In fact, hypothesis testing results
differ more within each school than between the schools. The main difference does
not come from the particular testing philosophy but from the choice of test statistic.

Both classical and Bayesian hypothesis testing require a differential expression
score, zg , which is to be calculated for each gene from the microarray data. In
the hypothesis testing setting, it is sometimes called the test statistic. This score
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is a summary of the information about the activity status of the gene. It can take
a variety of forms, as discussed in Section 8.2.2. The differential expression score
forms the basis of deciding whether or not a gene is differentially expressed.

8.1.2 Multiple testing ‘problem’

The multiple testing ‘problem’ arises when more than one hypothesis is tested
simultaneously. The larger the number of hypotheses, the more likely we are to
find extreme differential expression scores, even if all the null hypotheses are in
fact true. Clearly, if each hypothesis is rejected at some fixed posterior probability
or fixed p-value and the number of hypotheses grows, then it becomes more and
more likely that at least one null hypothesis will be falsely rejected.

Is this a problem? Well, that depends on your interests. If you want to control
some form of per hypothesis error rate, such as the false discovery rate (FDR) or
false positive rate (FPR), then clearly the number of hypotheses is, in principle,
irrelevant. However, if you are interested in controlling some type of overall error
rate, such as the familywise error rate (FWER), then this might be a problem.

The multiple testing ‘problem’ is therefore principally a thorn in the eye of the
beholder. Nevertheless, the large number of hypotheses does focus attention quite
poignantly on the types of error rates that one might wish to control. The rest
of the chapter will focus on practical methods, some classical, some Bayesian, to
control different types of error rates.

8.2 Classical Hypothesis Testing

Hypothesis testing is probably the most popular statistical method within many of
the other sciences. It has several clear advantages. A hypothesis test is a standard-
ized methodology with an easily interpretable either/or conclusion. Particularly,
when testing for differential expression, this is very useful. It allows biologists
to interpret the statistical output of the hypothesis tests by themselves, declaring
the genes on their microarray ‘active’ or ‘inactive,’ based solely on the provided
p-values.

However, statistical tests are laden with potential pitfalls. Failing to reject
the alternative hypothesis does not exactly mean that one can confidently accept
the null hypothesis. There exist different error rates one could choose to control.
Misunderstanding the ‘correct’ error rate can have large consequences when testing
many genes. This chapter partially aims to point out hypothesis testing pitfalls and
to explain the possible error rates.

This section suggests several classical hypothesis tests for several different
circumstances. Many of these tests are implemented in standard statistical software,
which makes their application straightforward. Ge et al. (2003) and Dudoit et al.
(2002) provide good reviews on hypothesis testing, both of which have also been
motivated by microarray experiments.
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8.2.1 What is a hypothesis test?

If for each gene it has to be decided whether or not that gene is ‘active’ or
‘inactive’, then one way of re-describing this problem is by expressing it as a
series of two mutually exclusive ‘hypotheses’. The null hypothesis H0 typically
states the status quo or default assumption, whereas the alternative hypothesis H1
asserts the opposite. The role of these two hypotheses is not symmetric. In fact,
classical hypothesis testing always assumes by default that the null hypothesis is
true, unless enough evidence to the contrary has been found.

This means that for n genes we have n pairs of mutually exclusive hypotheses,

Hg0: gene g is not differentially expressed
Hg1: gene g is differentially expressed.

It can never be known for certain which of these hypotheses is really true. However,
the data that come from a microarray experiment provide evidence to a greater or
lesser extent in favour of one or the other. Hypothesis testing is a systematic method
to summarize the evidence in the data in order to decide between the two possible
hypotheses.

Hypothesis testing is not unlike a judicial trial. A defendant is presumed inno-
cent unless proven guilty. A trial evaluates the evidence against innocence, that
is, the null hypothesis. Only if there is overwhelming evidence, does the jury
find the defendant guilty. In other words, only if there is sufficient evidence
against the null hypothesis, will this hypothesis be rejected in favour of its alter-
native.

Hypothesis testing consists of four components: the hypotheses, the test statistic,
the error rate and the decision rule to control that error rate.

Hypotheses

A hypothesis test begins with two opposite statements. One of these statements is
called the null hypothesis H0. This is generally the status quo situation. In the case
of differential expression analysis, this is assuming that each gene is inactive. The
second statement, the alternative hypothesis H1, simply states the opposite of the
null hypothesis, that is, that each gene is differentially expressed.

Standard statistical textbooks stress that hypotheses should be formulated in
terms of populations. For instance, when testing the efficacy of a particular diet
drug, the null hypothesis would read ‘H0: the mean weight loss in the population
of all potential drug recipients is zero.’

It may not seem immediately obvious what the population is when testing
for the differential expression of a particular gene g. The population is not the
collection of all genes. It is hardly interesting to know what the whole population
of genes does on average. The population consists of the expression difference
for that particular gene across the two conditions in the population of similar
subjects.



DIFFERENTIAL EXPRESSION 181

Test statistic

A test statistic is an efficient, univariate summary of the data used to evaluate
the truth of the hypotheses. The kind of summary one chooses depends on the
circumstances. A commonly used test statistic for comparing two sample tests is
the difference between averages divided by the standard deviation, also called the
t-statistic. The value of the test statistic is not easily interpretable. In fact, most of
the mathematical details in hypothesis testing involve the test statistic.

Typically, the test statistic is chosen so that when H0 is true, it has a certain
known distribution. Sometimes, it is chosen so that the unconditional distribution
can be estimated with bootstrap methods.

Error rates

When testing a single pair of hypotheses, there are two possible errors. In the
case of an error, either the null hypothesis is wrongly rejected, a false positive, or
wrongly accepted, a false negative. There is a trade-off between the probabilities
of the two types of errors. By reducing the significance level and thereby reducing
the probability of a false positive, one tends to reduce the so-called power of a test,
increasing the probability of a false negative. The power is defined as one minus
the false negative rate (FNR).

In a microarray setting, often thousands of tests are considered simultaneously—
one for each gene on the array. In these kinds of situations, Table 8.1 describes the
possible errors one can make while testing n genes. Most traditional methods focus
on controlling FPR, that is, the expected fraction of false positives,

FPR = E
[
FP /n0

]
.

The familywise error rate (FWER) is the probability that among all those genes
that are inactive at least one is incorrectly classified as active,

FWER = P (FP > 0).

Methods for controlling the FWER are often used in practice. However, the FWER
is a very conservative error rate. Especially, with a large number of hypotheses, it

Table 8.1 Numbers of correct and incor-
rect conclusions of n hypothesis tests.

Declared Declared Total
‘inactive’ ‘active’

‘Inactive’ TN FP n0
‘Active’ FN TP n − n0
Total n − S S n
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is typically impractical to insist that the probability of making even only one false
rejection should be small.

The false discovery rate (FDR) is in spirit closer to the FPR than the FWER.
It is the expected number of inactive genes among those that are declared active,

FDR = E
[
FP /S

]
.

Methods controlling the FDR are relatively new and rely on some assumptions.
However, they tend to be more suited for studies of an exploratory, rather than,
confirmatory nature.

Decision rules

A decision rule is a method to translate the vector of n observed test statistics
z = (z1, . . . , zn) into a set of n binary decisions, such that the error rate of choice
is controlled at a preset level. As is shown in Section 8.2.3, all classical decision
rules for any error rate use p-values to reject or accept a hypothesis.

The p-value itself controls the false positive rate (FPR). By comparing it to
a pre-specified significance level α for a single hypothesis test, the probability
of a false positive is less than α. For multiple hypothesis tests, the term FP is
a sum of indicator functions, 1{p-value(i)≤α;vi=0}. Of these n functions, n0 have an
expectation less than α and the rest have an expectation of zero. Clearly, in that
case E(FP /n0) ≤ α.

Any value may be chosen for the significance level. However, this cut-off
needs to be decided prior to analysing the data. Deciding the cut-off post hoc makes
hypothesis testing suspect as it effectively allows the experimenter to choose which
hypotheses to reject.

p-value. The p-value translates the value of the test statistic into a probability
that expresses the absurdity of the null hypothesis. p-values close to zero indicate
that the null hypothesis is absurd and should be rejected in favour of the alternative
hypothesis. In the case of gene expression microarray experiments, small p-values
mean that a gene is declared differentially expressed.

A confusing, but often heard, phrase is that a conclusion is statistically signif-
icant if the p-value is close to zero. Although this is formally correct, we advise
the biologists to use it sparingly because it is often confused with physical signif-
icance. For example, in a very large study, a certain gene may be over-expressed
in a statistically significant way by a mere 1.001 fold. Probably, this fold change
is, biologically speaking, completely insignificant.

Many mistaken formulations of the p-value have entered the official literature.
The p-value is not the probability that the null hypothesis is true. Instead, it
represents how likely the observed data would be, if in fact the null hypothesis
were true. More formally, the p-value is the probability of observing a value for
the test statistic that is at least as extreme as the observed test statistic under the
assumption that the null hypothesis is true.
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The way the p-value is used is a bit like a reductio ad absurdum or a proof
by contradiction. It assumes that the null hypothesis is true, and then reasons to a
near absurdity. Then it concludes that the null hypothesis almost certainly has to
be false.

Assumption The null hypothesis is true.
Then The probability that we observe the test T , that is, the p-value

is (almost) zero.
But We just did observe T .

Conclusion The null hypothesis is (almost certainly) false.

The actual calculation of p-values tends to be quite mathematically involved.
Fortunately, many statistical packages have routine ways to calculate them. For
some unusual p-values, we have included the technical details in the appropriate
sections.

8.2.2 Hypothesis tests for two conditions

Test statistics summarize the evidence in the data about the phenomena that are
tested in the null hypothesis. Care must be taken to ensure that the statistic used
is appropriate as not all statistics are appropriate for every situation. Different
statistics give different p-values, and therefore using an inappropriate statistic will
lead to inaccurate conclusions.

In this section, we discuss the main test statistics used in investigating differen-
tial expression. First, the commonly used t-statistic and variants of it are outlined.
Then the robust Wilcoxon signed rank statistic is presented. Finally, we show how
more complicated statistics can be used, such as the one due to Ideker et al. (2000),
based on the likelihood ratio.

The Satterthwaite–Welch t-statistic

The t-statistic is perhaps the most popular statistic for testing the difference between
two means. It is simple, and it has some optimality properties if the data are
normally distributed.

When to use it?

• When the observations for each gene are independent.

• When there are no extreme outliers.

Depending on the data, different ways should be used to calculate the p-values:

• if there are a lot of observations (>30) in each sample, then use the

Student t-distribution;
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• if the observations are normally distributed, then use the Student t-
distribution;

• if the samples are neither large nor are from a normal distribution, then use
the bootstrap;

• if the samples differ only in their mean value parameter, then use the per-
mutation/randomization method.

The statistic. The t-statistic is a standardized mean difference between the two
samples for gene g:

zg = xg1· − xg2·√
s2
g1

ng1
+ s2

g2
ng2

, (8.1)

where xg1· and xg2· are the means of the samples of expression values of gene g

for the conditions 1 and 2, respectively; s2
g1 and s2

g2 are the sample variances of
these two samples; ng1 and ng2 are the sizes of the two samples.

Essentially, Equation (8.1) scales the difference between the means of the two
samples for the two conditions by a factor relating to the amount of variation in the
two samples and to the size of these two samples. The more noise in the samples,
the less clear the systematic difference between the two means will appear. The
larger the sample, the smaller the impact of noise of each individual observation
and therefore the clearer the systematic mean difference between the two samples.

Calculation of the p-values: Student t-distribution. The distribution of the t-
statistic when there are different variances in each of the samples is unfortunately
not exactly a Student t-distribution. Nevertheless, Satterthwaite (1946) found that
under the null hypothesis of no differential expression the t-statistic is approxi-
mately t-distributed,

zg ∼ tν,

where the degrees of freedom ν is given by

ν = (ω1 + ω2)
2

ω2
1/(n1 − 1) + ω2

2/(n2 − 1)
.

The quantities ωi are the estimated squared standard errors ωi = s2
i /ni for sample

i. The p-value for the t-statistic is hence calculated by using the c.d.f. of the tν
distribution:

p-value for gene g = 2 × P
(
tν ≥ |zg |) .

The p-value is twice the exceedance probability, because this is a two-sided test
in which there is no logical reason to expect over- or under-expression.
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Calculation of the p-values: bootstrap. In order to be able to use the Student t-
distribution to calculate the p-values, some strong assumptions have to be satisfied.
Either the samples have to come from normal distributions, or the samples should
be large enough for the central limit theorem to kick in. In the microarray setting,
either of these two assumptions are unlikely to hold completely across all genes.
Nevertheless, the normal approximation is, in many circumstances, an appropriate
approximation.

The term bootstrap comes from the legendary Baron Munchausen who pulled
himself out of a manhole by grabbing his own bootstraps. The statistical bootstrap
(Efron 1979) attempts to do something similar by reusing the data many times
over. It is a resampling method that simulates alternative values for the t-statistic
in order to calculate an empirical p-value. The bootstrap works by creating a large
number, B, of alternative values of the observed zg , say z1

g, z2
g, . . . , zB

g , which
resemble how zg would be distributed if the null hypothesis were true. Then, an
empirical p-value is calculated using this sample.

Each of these bootstrap values zb
g is created by first resampling ng1 values from

the observed values xg11, xg12, . . . , xg1ng1 with replacement,

xb
g11, xb

g12, . . . , xb
g1ng1

,

then resampling ng2 values from xg21, xg22, . . . , xg2ng2 with replacement,

xb
g21, xb

g22, . . . , xb
g2ng2

,

and finally calculating zb
g according to a close relative of Equation (8.1),

zb
g =

(xb
g1· − xb

g2·) − (xg1· − xg2·)√
(sb

g1)
2

ng1
+ (sb

g2)2

ng2

.

A large bootstrap sample z1
g, z2

g, . . . , zB
g approximates the distribution of test statis-

tic zg under the null distribution that the gene g is not active. Notice, for example,
that the sample is centered around zero.

The bootstrap sample is an approximation in two ways. First, the bootstrap
sample forms only an empirical distribution. However, by making B large enough,
this approximation can be made precise to any pre-specified level. Secondly, the
accuracy of the bootstrap approximation is essentially limited by the number of
observations ng1 and ng2 in the original samples. No resampling is going to make
this approximation any more precise.

Hall and Martin (1988) propose what they call a symmetric percentile t method
for estimating the p-value for the t-statistic with some excellent accuracy properties
based on the bootstrap. We break the method down in some easily reproducible
steps.
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1. Create B bootstrap replicate statistics

zb
g =

(xb
g1· − xb

g2·) − (xg1· − xg2·)√
sb
g1

2

ng1
+ sb

g2
2

ng2

, for b = 1, . . . , B, (8.2)

where xb
g1· and xb

g2· are the sample means and (sb
g1)

2 and (sb
g2)

2 are the
sample variances of the bth bootstrap samples for condition 1 and 2.

2. Create the empirical distribution of the absolute values |zb
g| of the bootstrap

sample. In particular, calculate the p-value from the empirical distribution
of the absolute values at |zg|,

p-value for gene g ≈ #{|zb
g | ≥ |zg |}

B
,

where #{|zb
g | ≥ |zg |} signifies the number of bootstrap replicate statistics greater

than |zg |.
This gives a useful test that can be used whenever there are sufficient replicates

to create a bootstrap distribution. Simulations in Hall and Martin (1988) give some
hope that appropriate p-values can be generated whenever the number of replicates
for each gene in both conditions is in the order of 10. In that case, one would expect
the p-values to be off by only 0.01 since the coverage error of the symmetric
percentile t method is O(n−1

g1 + n−1
g2 ).

By bootstrapping over all genes simultaneously, a joint null distribution that
preserves the dependence structure can be created. This would allow the calculation
of p-values that take into account high correlations among some genes.

Calculation of the p-values: permutation. Closely related to the bootstrap is
the idea of randomization or permutation to calculate the p-values. The idea is
to create a null distribution by randomly shuffling the observations from the two
samples around many times. The resulting shuffled samples can then be used to
get an empirical p-value, just like in the bootstrap situation.

The permutation method can only be used if the two distributions from which
the two samples come are completely the same, except perhaps for the mean value
parameter. In particular, if the variances of the two samples are not identical, the
results of this method may be inaccurate.

The permutation method works by creating a large number, R, of alternative
values of the observed value zg , say z1

g, z2
g, . . . , zR

g , that resemble how zg would be
distributed if the null hypothesis were true. Then an empirical p-value is calculated
using this sample.

Each of these bootstrap values zr
g is created by first resampling ng1 values from

the observed values xg11, . . . , xg1ng1, xg21, . . . , xg2ng2 without replacement,

xr
g11, xr

g12, . . . , xr
g1ng1

,
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then assigning the remaining ng2 values to,

xr
g21, xr

g22, . . . , xr
g2ng2

,

and finally calculating zr
g according to Equation (8.1),

zr
g = xr

g1· − xr
g2·√

(sr
g1)

2

ng1
+ (sr

g2)2

ng2

.

A large permutation sample z1
g, z2

g, . . . , zR
g approximates the distribution of test

statistic zg under the null distribution that the gene g is not active. Notice, for
example, that the sample is centred around zero. An approximate p-value can be
defined as

p-value for gene g ≈ #{|zr
g | ≥ |zg |}

R
. (8.3)

An example of two such resamplings is given in the box below. Note that only(
ng1+ng2

ng1

)
different combinations of the results exist. If ng1 and ng2 are small, then

R can be set to that number and a complete enumeration can be performed. How-
ever, small values also make the approximation in Equation (8.3) less accurate. As
a rule of thumb, this permutation method is only recommended if both samples
have at least 10 observations in it.

By permuting all genes in one microarray simultaneously, one is able to pre-
serve the covariance structure of the data. This can be a good way to get around
assuming independence of the genes.

This permutation/randomization method gets around having to make distribu-
tional assumptions about the data and as such is very useful for a microarray
experiment. However, it only works under the assumption that both distributions
are equal, except perhaps for a possible difference in their means. This can be a
strong assumption, and serious consideration should always be given to using the
bootstrap method instead.

Example 8.1 Creating randomization and bootstrap samples
In this example, we show how permutation and bootstrap samples can be obtained
from an imaginary microarray experiment. The experiment has four biological
replicates for each of two conditions. We focus, in the example, on the data for
one gene:

Sample Condition 1 Condition 2

Original xgik −2.1 10.3 0.3 0.1 −0.3 0.2 −3.4 −1.8
(labels) 1 2 3 4 5 6 7 8
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Examples of randomization/permutation samples:

Sample Condition 1 Condition 2

Samples 1 −1.8 0.1 10.3 0.2 −2.1 0.3 −3.4 −0.3
(combination) 8 4 2 6 1 3 7 5

Samples 2 −3.4 10.3 −0.3 −0.3 0.1 −2.1 −1.8 0.3
(combination) 7 2 5 6 4 1 8 3

Examples of bootstrap samples:

Sample Condition 1 Condition 2

Bootstrap samples 1 0.1 10.3 0.3 0.3 −0.3 −1.8 −3.4 −0.3
(resampling) 4 2 3 3 5 8 7 5

Bootstrap samples 2 10.3 −2.1 10.3 10.3 −0.3 0.2 −0.3 −3.4
(resampling) 2 1 2 2 5 6 5 7

Pooled variance t-statistic

There are a number of variants to the Welch t-statistic. One of them is the pooled
variance t-statistic. As the name suggests, it pools the variances of the two samples
to get a better estimate of the variance. However, it is only suitable if the variances
of the two populations from which the samples come are approximately equal.

When to use it?

• When the population variances are (approximately) equal.

• When the observations for each gene are independent.

• When there are no extreme outliers.

Depending on the data, different ways should be used to calculate the p-values:

• if there are a lot of observations (>30) in each sample, then use the Student
t-distribution;

• if the observations are normally distributed, then use the Student t-
distribution;

• if the samples are neither large nor come from a normal distribution, then
use the bootstrap;

• if the samples differ only in their mean value parameter, then use the per-
mutation/randomization method.
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A test of the equality of variances between the two populations can be done by
comparing s2

g1/s
2
g2 to the F(ng1 − 1, ng2 − 1) distribution’s function. If it is less

than the 97.5 percentile and more than the 2.5 percentile, then we can conclude
that the two populations have equal variances. Checking whether the variances of
the two expression populations can be difficult for thousands of genes simultane-
ously. It makes good biological sense, however, that the same gene under different
conditions should have the same variation. If the assumption of equal variances is
particularly in doubt, the ordinary Welch t-statistic in Equation (8.1) can be used.

The test statistic. The pooled variance t-statistic varies slightly from the one
given in Equation (8.1) by pooling the information from both samples about the
variance the two populations share. The statistic for gene g is given by

zg = xg1· − xg2·√
s2
gp

ng1
+ s2

gp

ng2

, (8.4)

where

s2
gp =

(ng1 − 1)s2
g1 + (ng1 − 1)s2

g2

ng1 + ng2 − 2

is the pooled sample variance for gene g.

Calculation of the p-value. For the calculation of the p-value, similar considera-
tions apply as with the Satterthwaite–Welch t-statistic given above. However, if one
opts to calculate the p-value with the t-distribution, then the degrees of freedom
are much simplified. Under the null hypothesis of no differential expression,

zg ∼ tng1+ng2−2,

where t (ng1 + ng2 − 2) is the t-distribution with ng1 + ng2 − 2 degrees of free-
dom. The p-value for the t-statistic is hence calculated by using the c.d.f. of the
tng1+ng2−2 distribution.

p-value for gene g = 2 × P
(
tng1+ng2−2 ≥ |zg|

)
.

The p-value is twice the exceedance probability, because this is a two-sided test
in which there is no logical reason to expect over- or under-expression.

Wilcoxon rank sum statistic

The Wilcoxon rank sum statistic, also called the Mann–Whitney statistic, is a non-
parametric test statistic. It uses the ranks of observations, rather than the values
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themselves, to compare the two samples. This makes it more robust than the
t-statistic, in the sense that it is not very sensitive to outliers.

When to use it?

• When the xgik do not appear to be normally distributed. Otherwise, it will
be better to use the t-statistic, which has greater power than the Wilcoxon
test when the data are normally distributed.

• When the distributions of the two samples have approximately the same
general shape.

• When there are at least four replicates for the two conditions and preferably
six or more. Having fewer replicates than four will make it impossible for
any data set to have a p-value less than 0.05.

Although it is a formal requirement that the general shape of the two distribu-
tions is approximately the same, the Wilcoxon rank sum test is quite robust against
slight deviations.

The test statistic. The Wilcoxon differential expression score is calculated by
ranking all the ng1 + ng2 values from both samples and then summing up the
ranks associated with the one of the two samples. Formally, the Wilcoxon rank
sum statistic is defined as

zg =
∑

k

Rank(xg1k),

where Rank(xg1k) is the rank of xg1k amongst all the xg1k and xg2k values, ranging
from 1 for the smallest value and ng1 + ng2 for the highest value. If all the xg1k

values are smaller than all the xg2k values, then zg will be
∑ng1

k=1 k. If all the xg1k

values are larger than all the xg2k values, then zg will be
∑ng1+ng2

k=ng2+1 k. All other
possibilities lie between these two values.

Calculation of the p-value. Under the null hypothesis, the statistic will simply
be sum of a randomly chosen combination of ng1 numbers from the range 1 to
ng1 + ng2. Here the distribution of the statistic is

Zg ∼ Wilcoxon(ng1, ng2).

We can calculate a p-value for the test statistic from the tables of the Wilcoxon
distribution. When observing a value zg , the p-value is twice the probability that
a Wilcox(ng1, ng2) achieves such an extreme value, that is,

p-value for gene g = 2 × min
{
P (Zg ≤ zg), P (Zg ≥ zg)

}
.
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Global error likelihood ratio test statistic

Another method is the global error likelihood ratio test statistic put forward by
Ideker et al. (2000). It assumes that the errors in each sample have constant variance
over all of the genes. The method uses likelihood ratios to form the test statistic.

The two likelihoods considered in the ratio are the one for the null hypothesis
model and the one for the alternative hypothesis model. The likelihood in statistics
is the probability of getting the data values we find when a particular model is
assumed to be true.

When to use it? For this test statistic the expression values should be unlogged;
however, they can be background subtracted and adjusted for array and dye effects.
The statistic assumes that the variation in the lower expression range is mainly
additive, whereas in the higher ranges it is mainly multiplicative.

The test statistic. The intuitive idea of this statistic is to look for each gene at the
ratio of the likelihood of differential expression versus no differential expression,

λg = likelihood of differential expression for gene g

likelihood of no differential expression for gene g
.

If this ratio is large, it suggests that there is quite some evidence for the case that
gene g is differential expressed. However, the actual calculation of the test statistic,
let alone the calculation of the p-value, is not straightforward.

Calculating the test statistic: mathematical details. Normally, a test statistic
can be calculated directly on the basis of the data. This test statistic is slightly
different in that respect. For each gene g, λg is estimated on the basis of all
expression data {xgij } simultaneously. Then, assuming that there is no differential
expression for gene g, the p-value is calculated.

The test statistic involves a ratio of likelihoods of the data under the null and
alternative hypothesis. The data are assumed to be generated by an error model
that includes both multiplicative and additive elements:

xg1k = µg1 + µg1εg1k + δg1k

xg2k = µg2 + µg2εg2k + δg2k
(8.5)

where xg1k and xg1k are the expression levels under condition 1 and 2 respectively,
for the kth replicate of gene g; µg1 and µg2 are the true mean expression of gene
g in two conditions; εg1k and εg2k are the multiplicative error terms and these have
a bivariate normal distribution with mean 0, respective variances σ 2

ε1 and σ 2
ε2, as

well as a correlation ρε; δg1k and δg2k are the additive error terms and these have
a bivariate normal distribution with mean 0, respective variances σ 2

δ1 and σ 2
δ2, as

well as a correlation ρδ .
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In addition to modelling the error in terms of both multiplicative and additive
terms, the model allows the errors for the two conditions to be correlated (via ρε

and ρδ).
The parameters β = (σε1, σε2, ρε, σδ1, σδ2, ρδ) and µ = {(µg1,g2 ) : g =

1, . . . , n} are estimated using a maximum likelihood approach, optimizing

L(β, µ) =
n∏

g=1

Lg(β, µg1, µg2)

=
n∏

g=1

K∏
k=1

p(xg1k, xg2k|β, µg1, µg2).

The model as it stands allows the means for the two conditions to be different.
This makes it suitable for describing the alternative hypothesis situation—where
the gene is differentially expressed in the two conditions.

A second maximization occurs using the same likelihoods constrained so that
µg1 = µg2 = µg. This defines the situation under the null hypothesis.

It is then possible to use the following log ratio as our test statistic:

λg = −2 ln

(
maxµg Lg(β, µg, µg)

maxµg1,g2 Lg(β, µg1, µg2)

)
. (8.6)

When the null hypothesis is true, then the ratio in Equation (8.6) will have an
expected value of 1. If the gene is differentially expressed, the ratio will have an
expected value below 1 and so λg will have a larger expected value than in the
null case.

Calculation of p-values. Under the null hypothesis, where µg1 = µg2 = µg ,
the distribution of Equation (8.6) will follow a χ2 distribution with 1 degree of
freedom. One minus the inverse c.d.f. of the χ2 distribution will then give the p-
value. Note that here we are only interested in the upper tail of the null distribution,
that is, where the gene is active. The model where µg1 and µg2 are allowed to
vary will be expected to fit the data better and hence give a larger likelihood; this
will lead to large values of λg .

For this reason, only the probability obtained from 1 minus the c.d.f. is con-
sidered, and it is not doubled in order to create the p-value, unlike the situation
for the t and Wilcoxon statistics.

8.2.3 Decision rules

Which decision rule should be used depends on what error rate one wants to
control. This depends, first of all, on whether one is interested in only one gene
or more than one gene. Further, if one is interested in multiple genes, there are
several possible error rates to choose from.
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One gene of interest

The decision rule chosen depends crucially on how many genes we are truly inter-
ested in. When only one gene is of interest in a microarray experiment, the decision
rule can use the individual, unadjusted p-values to control the false positive rate
(FPR).

In other words, we should disregard all the data on other genes. This may
sound extreme and wasteful but, when the activity of other genes is not of interest,
testing the other genes is unnecessary and provides no further information. It can
also encourage the use of multiple testing correction procedures that are wholly
inappropriate when it is only one test we are interested in.

Multiple genes of interest

When testing multiple genes, one could still choose to control the FPR. Other error
rates that might be of interest are the familywise error rate (FWER) and the false
discovery rate (FDR). Which one is suitable depends on the question we wish to
answer. If one is specifically interested in the question of whether the genes that
our procedure classifies as ‘active’ are all actually active or whether at least one
of them is not, then a procedure controlling FWER should be employed. If one
does not mind the presence of some false rejected hypothesis, then a FDR or a
FPR controlling procedure should be used.

All of the decision rules make use of the p-values, P1, . . . , Pn, of the individual
hypotheses. In each of these methods, we shall need the order statistics of the
p-values. Let

P(i) = ith smallest p-value

amongst all the p-values calculated for each of the hypotheses.

Conservative error rate: familywise error rate. A procedure that controls the
FWER allows the user to control the probability that at least one gene will be
falsely declared significant among the set of genes considered. Such procedures
have long been the most commonly used ones for dealing with the problem of
multiple testing. Here, two of the methods for controlling FWER are described—
the Bonferroni correction and Hochberg’s procedure (Hochberg 1988).

The size of the sets of genes rejected by these two procedures can vary greatly;
however, both methods do control the familywise error rate. The difference is that
the methods have different levels of power. Power is the expected proportion of
truly active genes that are correctly identified as being active; it is therefore gener-
ally preferable to have a method with greater power. The most extreme example of
a FWER controlling procedure is the Bonferroni correction. It has the advantage
of being extremely simple to implement. Unfortunately, this comes at the cost of
reduced power.
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Bonferroni FWER Procedure. Classify all genes that have an associated p-value
less than α/n as active. This procedure guarantees that the FWER is less or equal
to α.

The Bonferroni method simply divides the desired FWER, α, by the number of
hypothesis tests being conducted, that is, the number of genes being considered and
uses this as the rejection cut-off for each of the individual p-values. To control the
FWER at a 0.05 level with 1,000 comparisons, a rejection cut-off of 0.00005 for
each individual gene’s p-value is required. Though Bonferroni controls the FWER
very well, it has very low power—it will fail to reject many truly differently
expressed genes.

Bonferroni, and similar procedures such as Šidák’s method (Dudoit et al.
2002), are single-step FWER control methods—ones where the p-values are all
tested against the same cut-off level (e.g. α/n in Bonferroni FWER procedure).
These methods are more extreme and have less power than the other main group
of FWER controlling procedures—step-down ones. Step-down methods still con-
trol FWER but gain power by only subjecting the smallest p-value, P(1), to the
single-step level test; larger p-values are subjected to progressively less strin-
gent bounds. Hochberg’s procedure is a simple step-down method for controlling
FWER.

Hochberg’s FWER Procedure. Let k be the largest g (0 ≤ g ≤ n) for which

P(g) ≤ α

n − g + 1
;

then reject all H(g), for g = 1, 2, . . . , k, where H(g) is the null hypothesis associated
with the gene with the gth smallest p-value. This procedure guarantees that the
FWER is less or equal to α.

This means that if the largest p-value is less than α, P(n) ≤ α, then all hypothe-
ses are rejected. If this is not the case, then H(n) cannot be rejected and one goes
on to compare the second largest p-value P(n−1) with α/2. If P(n−1) ≤ α/2, then
all H(i) (i = 1, . . . , n − 1) are rejected. If not, then H(n−1) cannot be rejected and
one proceeds to compare P(n−2) with α/3, and so on.

Dudoit et al. (2002) suggest a FWER control proposed by Holm (1979). How-
ever, this procedure has been superseded by Hochberg’s sharper procedure that
has greater power. Although the Hochberg FWER procedure has greater power
than the Bonferroni correction, it might not lead to any more genes being declared
active in many practical microarray settings. The step-down Hochberg procedure
is little different from the Bonferroni correction when g is small and n is large as
in that case

α

n − g + 1
≈ α

n
.

Procedures for controlling FWER have been used in the analysis of microarrays
and will be appropriate if it is this type of error that the experimenter needs to
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control. Often, however, the low power these methods have for detecting truly
active genes means that controlling other errors, like the FDR, is preferred.

Finally, note that both the Bonferroni correction and the Hochberg FWER
procedure have strong control of the FWER; this means that they control FWER
whatever the proportion of truly differently expressed genes. Weak control on the
other hand means that the procedure only controls FWER when none of the genes
is differentially expressed.

Less stringent error rate: false discovery rate. The definition of the false dis-
covery rate of a set of multiple tests is the average proportion of inactive genes
among those that were declared active. A FDR procedure allows the user to control
this expectation. For example, by deciding to accept a false discovery rate of 5%
for a microarray experiment, a FDR procedure will find the largest subset of genes
to be classed as differentially expressed that has an expected percentage of inactive
genes of 5%.

Benjamini and Hochberg (1995) propose a procedure to control the FDR. It is
a step-down procedure.

Benjamini and Hochberg FDR procedure. Let k be the largest g (0 ≤ g ≤ n)

for which

P(g) ≤ gα

np0
;

then reject all H(g), for g = 1, 2, . . . , k, where H(g) is the associated null hypoth-
esis. This guarantees that the FDR is less than or equal to α.

Unfortunately, to implement the procedure precisely, the true fraction p0 of
‘inactive’ genes is required. Obviously, this fraction will not be known a priori.
Replacing p0 by 1 will guarantee that the FDR is controlled conservatively. Under
more stringent assumptions, such as those we impose in Section 8.3.2, it is possible
to estimate p0.

8.2.4 Results from skin cancer experiment

In the skin cancer experiment (Section 1.2.2), gene expression in normal skin is
compared to gene expression in cancerous skin. Here, we use the skin cancer data
to compare the results from different error rate controls and test statistics.

For these data, t-statistics and Wilcoxon statistics are calculated for each gene,
along with their p-values; the different procedures for creating decision rules are
then applied to these p-values, and the numbers of genes rejected by each pro-
cedure and statistic combination are compared. Table 8.2 shows the number of
genes declared ‘active’ for each decision rule when the different error rates are all
controlled at the 5% level.

When the decision procedure rejects H0 if the unaltered p-values are smaller
than α = 0.05, then we control the false positive rate (FPR). This FPR procedure
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Table 8.2 Comparison of error rates and test statis-
tics in the skin cancer experiment.

Decision rule t Wilcoxon

FPR 507 494
FWER (Bonferroni) 14 0
FWER (Hochberg) 14 0
FDR (Benjamini and Hochberg) 91 67

declares that around 500 out of the 4,608 genes tested are differentially expressed.
Even if none of the genes are in fact differentially expressed, we would expect
around 230 of them to be classed ‘active’.

Using either of the two FWER controlling procedures (the Bonferroni and
Hochberg) leads to very few genes (14) being classed as ‘active’ when using the
t-statistic and none when the Wilcoxon statistic is used. Though it is unlikely that
we have falsely classed any inactive genes as ‘differentially expressed’ here, it is
likely that we have overlooked many truly active genes.

The Benjamini and Hochberg’s FDR procedure selects between 50 and 100
genes. This procedure has an expected proportion of falsely classified genes among
the declared ‘active’ genes of 5%. This means, roughly speaking, that of the
91 genes selected as ‘active’ with the t-statistic, we expect that around 5 will
be, in fact, ‘inactive’; of the 67 chosen using the Wilcoxon statistic, we expect
around 3 to be actually inactive. For a more precise interpretation of the FDR, see
Section 10.1.3.

The Wilcoxon statistic is more robust than the t-statistic if the data are few
and not normally distributed. It is our experience, however, that appropriately
normalized and log-transformed gene expressions typically do not deviate far
from a normal distribution. Especially, given the exploratory rather than confirma-
tory nature of microarray analysis in general, we believe that making parametric
assumptions is a good idea.

The t-statistic and Wilcoxon methods described here do not assume a common
variance for each of the genes—they consider each gene separately. The likelihood
ratio test described in Section 8.2.2 gains some power by making the additional
assumption of a common variance model.

8.3 Bayesian Hypothesis Testing
In this section, we define Bayesian hypothesis testing as an alternative to classical
hypothesis testing. We shall follow the same familiar hypothesis testing structure
as before, except that we shall define an alternative to the classical p-values.

Hypotheses

Since the purpose of differential expression analysis is to find genes that have
different mean DNA transcription levels across two conditions, the parameters of
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interest are the hidden variables that determine whether each gene is differentially
expressed or not:

vg =
{

1 if gene g is differentially expressed
0 otherwise.

(8.7)

In Bayesian hypothesis testing, the variable vg takes over the role that the
null and alternative hypotheses, Hg0 and Hg1, play in classical hypothesis testing.
Unlike in classical hypothesis testing, however, there is no asymmetry in the role
of vg = 0 and vg = 1.

Test statistics

The parameter vg is not observable directly, and the data give partial information
about it. Just as in classical hypothesis testing, we summarize the evidence in
favour of differential expression into a differential expression score, that is, test
statistic, zg for each gene. Many choices for zg are possible as long as this number
expresses the observed relative activity for each gene.

Two of the statistics that are recommended are the common t-statistic and
the non-parametric Wilcoxon rank sum statistic. Section 8.2.2 contains a number
of other sensible two-sample statistics. The t-statistic expresses the amount of
variation between the two conditions (numerator) relative to their respective levels
of variation (denominator):

zg = xg1. − xg2.

se
, (8.8)

where xgik are normalized values of the k th replicate of the gth gene for condition
i and se is the standard error. It is calculated as

se =
√

s2
g1/ng1 + s2

g2/ng2,

where sgi are the estimated standard deviations among the observations for gene
g under condition i. The quantity ngi is the number of replicates for gene g under
condition i. By normalizing this quantity with respect to the standard error, small
but consistent fold changes are taken to be as important as large but variable fold
changes. Sometimes it is possible to use the pooled standard error instead of the
normal standard error,

sep =

√√√√ (ng1 − 1)s2
g1 + (ng2 − 1)s2

g2

ng1 + ng2 − 2

(
1

ng1
+ 1

ng2

)
,

if the assumption of equal variances across the two conditions (although not nec-
essarily across the genes) is reasonable.

The Wilcoxon rank sum statistic (also called the Mann–Whitney statistic) is
a more robust statistic, in the sense that it is less sensitive to outliers than the
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t-statistic. It expresses the relative location of the replicates from the one condition
as compared to the replicates of the other condition:

zg =
∑

k

Rank(xg1k), (8.9)

where Rank(xg1k) is the rank of observation xg1k for gene g under the first condition
among all ng1 + ng2 observations across both conditions. When the two conditions
have only few observations, the information contained in the Wilcoxon statistic is
next to nothing. We recommend using the Wilcoxon rank sum statistic only when
each of the two conditions has at least five, but preferably more, observations in it.

Example 8.2 Differential expression scores
For a certain gene g, the gene expression values xg1k under condition 1 are given
as −2.1, 10.3, 0.3 and 0.1. For the same gene, the values under condition two are
−0.3, 0.2, −3.4 and −1.8. How can one calculate zg for different choices of the
test statistic?

For the t-statistic,

xg1. = −2.1 + 10.3 + 0.3 + 0.1

4
= 2.2

s2
g1 = (−2.1 − 2.2)2 + (10.3 − 2.2)2 + (0.3 − 2.2)2 + (0.1 − 2.2)2

4 − 1
= 30.7

xg2. = −0.3 + 0.2 − 3.4 − 1.8

4
= −1.3

s2
g2 = (−0.3 + 1.3)2 + (0.2 + 1.3)2 + (−3.4 + 1.3)2 + (−1.8 + 1.3)2

4 − 1
= 2.6

se =
√

30.7

4
+ 2.6

4
= 2.9

zg = 2.2 − (−1.3)

2.9
= 1.2

For the Wilcoxon rank sum statistic,

Ordered expression −3.4 −2.1 −1.8 −0.3 0.1 0.2 0.3 10.3

Condition 2 1 2 2 1 2 1 1
Rank 1 2 3 4 5 6 7 8

Then the Wilcoxon rank sum statistic is the sum of the ranks associated with
condition 1,

zg = 2 + 5 + 7 + 8 = 22

Note that the maximum possible value for zg is 26, and the minimum possible
value is 10.
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Decision rule and error rate

Bayesian hypothesis testing attaches a probability to the statement ‘gene g is not
differentially expressed’ when a certain large value z is found for the test statistic
zg . There are two main choices for defining this probability. Either we can consider
the posterior probability of no differential expression when the test statistic is
exactly equal to z,

p(vg = 0|zg = z),

or we can consider the probability of no differential expression when the test
statistic zg exceeds z,

p(vg = 0|zg ≥ z). (8.10)

The latter expression, Equation (8.10), is more in the spirit of classical hypothesis
testing, where the p-value is defined as the exceedance probability p(zg ≥ z|vg = 0).
In fact, we also prefer Equation (8.10) from the point of view of controlling the error
rate. There is a direct link between the posterior ‘inactivity’ probability and the false
discovery rate (FDR). This connection is made explicit by the following procedure.

Bayesian FDR procedure. (Wit et al. 2004b) Let R be the set of genes whose test
statistics exceed a certain cut-off z∗,

R = {g|zg > z∗},
where the cut-off z∗ is defined as,

z∗ = min{z | p(vg = 0|zg ≥ z) = α}. (8.11)

If we declare all the genes in R as differentially expressed, then the FDR is con-
trolled at level α, that is,

FDR(R) ≤ α.

Note that a similar cut-off z∗, under which genes are declared differentially expressed,
can be found via

z∗ = max{z | p(vg = 0|zg ≤ z∗) = α}.
For presentational simplicity, we only focus on the upper cut-off z∗

Related observations can be found in Efron et al. (2001) and Genovese and
Wasserman (2002). It is closely related to the q-value (Storey 2002). The proof
for this interesting property is very elementary.

FDR(R) = E

[
FP

S
1{S>0}

]

= E

[∑n
i=1 1{zi>z∗; vi=0}∑n

i=1 1{zi>z∗}
1{S>0}

]
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= E

[
E

∑n
i=1 1{zi>z∗; vi=0}∑n

i=1 1{zi>z∗}
1{S>0} | 1{z1>z∗}, . . . , 1{zn>z∗}

]

= E

[∑n
i=1 P (vi=0 | zi > z∗)1{zi>z∗}∑n

i=1 1{zi>z∗}
1{S>0}

]

= αP (S > 0)

≤ α

This means that in the unlikely case that the posterior ‘inactivity’ probability
p(vg = 0 | zg ≥ z) is known, then the FDR can be controlled in a straightforward
manner via the Bayesian FDR procedure in Equation (8.11).

The posterior probability can be broken down into three components using
Bayes theorem,

p(vg = 0|zg ≥ z) = p0
1 − F0(z)

1 − F(z)
.

Knowing the posterior probability is therefore equivalent to knowing,

• the fraction p0 of ‘inactive’ genes on the array;

• the distribution F0 of the test statistic under the null hypothesis, v = 0;

• the distribution F of the test statistic in the population, that is, the microarray.

As in classical hypothesis testing, the null distribution F0 is typically known,
such as for the t-statistic or the Wilcoxon statistic. However, the distribution F is
some sort of mixture of the null distribution and the distribution from the ‘active’
genes, and is therefore not known. The quantity p0 is typically also unknown.

In the following sections, we describe two methods to estimate F and p0.
Section 8.3.1 describes a completely general approach, among which we illustrate
using the Wilcoxon rank sum test. In Section 8.3.2, we deal with specific estimation
procedures for t-statistics.

8.3.1 A general testing procedure

This section describes a practical implementation of the general Bayesian FDR
procedure. It turns out that the method, under certain circumstances, is equivalent
to the classical FDR procedure by Benjamini and Hochberg (1995), described in
Section 8.2.3.

Our aim is to estimate F and p0 so as to obtain the function

ϕ(z) = p̂(vg = 0|zg ≥ z)

= p̂0
1 − F0(z)

1 − F̂ (z)
.
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If we want to control the FDR at level α, we then estimate the true rejection
threshold z∗ in Equation (8.11) via

ẑ∗ = min{z | ϕ(z) = α}.
Let z be an arbitrary two-sample test statistic calculated for p genes, for which

the distribution under the null hypothesis is known, that is,

zg|{vg = 0} ∼ F0, g = 1, . . . , p.

For example, if zg is the t-statistic, then we know that it has a t distribution with
n1 + n2 − 2 degrees of freedom

zg|{vg = 0} ∼ tn1+n2−2,

where n1 and n2 are the number of observations of the first and second condition
respectively. If zg is the Wilcoxon rank sum statistic, then it has the Wilcoxon
distribution with parameters n1 and n2 respectively,

zg |{vg = 0} ∼ Wilcoxon(n1, n2).

The distribution for F is unknown because both the distribution under the
alternative and the number of genes for which the alternative is true are unknown.
The simplest estimate for F is the empirical distribution function of the data, that is,

F̂ (z) = 1

p

p∑
g=1

1{zg≤z}. (8.12)

By replacing p0 with 1, we ensure that the estimate p̂(vg = 0|zg ≥ z) is, proba-
bilistically speaking, conservative.

The posterior ‘inactivity’ probability can then be estimated as

p̂(vg = 0|zg ≥ z) = 1 − F0(z)

1 − F̂ (z)
, (8.13)

where F̂ is the empirical distribution function in Equation (8.12).

Theorem 8.1 Equivalence with Benjamini and Hochberg FDR procedure. If
p̂(vg = 0|zg ≥ z) is monotone in z, then the Bayesian FDR procedure using Equation
(8.13) is equivalent with the Benjamini and Hochberg FDR procedure (Section 8.2.3).

It is easy to show that for any choice of α, the set of rejected null hypotheses
R in both instances is the same. First, we note that the ith smallest p-value P(i)

is the exceedance probability of the (n − i)th order statistic z(n−i) under the null
hypothesis,

P(i) = 1 − F0(z(n−i)).
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Because of the monotonicity of p̂(vg = 0|zg ≥ z) and Equation (8.12), the set of
rejected hypothesis under the Bayesian FDR procedure RBayes is identical to the
set of rejected hypothesis under the Benjamini and Hochberg FDR procedure RBH.

RBayes = {g|p̂(v(g) = 0|z(n−g) ≥ z) ≤ α}
= {g|1 − F0(z(n−g)) ≤ α(1 − F(z(n−g)))}
= {g|P(g) ≤ α

g

n
}

= RBH.

Example: Bayesian Wilcoxon rank sum test

The Wilcoxon rank sum test sums the ranks of the observations from one condition,
as defined in Equation (8.9). If the replicate intensity levels for condition 1 are large
compared to those of the other condition, then the Wilcoxon statistic will be large,
and vice versa. The range of possible values for zg is determined by the discrete
number of replicates of each of the conditions in the experiments.

For example, for 8 replicates in each condition, the Wilcoxon rank sum statistic
ranges between 36 (when all the condition 1 replicates are smaller than all of the
condition 2 replicates) to 100 (where all the condition 1 replicates are larger than all
the condition 2 replicates). If none of the genes were differentially expressed in an
experiment, then the ranks of condition 1 would be 8 randomly chosen numbers
from the range 1 to 16. The statistic is then said to follow the Wilcoxon(8,8)
distribution, which is given by the solid line in Figure 8.1. An advantage of using
the Wilcoxon statistic is thus that the null distribution of the test statistic is known
and so does not have to be estimated from the data.

If at least some of the genes in a microarray experiment are differentially
expressed, then this increases the weight of the tails. The points in Figure 8.1 are
the empirical distribution of an actual microarray experiment and suggest that in
this experiment there are more genes with extreme Wilcoxon values than would
be expected if none of the genes were active.

Results from skin cancer experiment

In the skin cancer study (Section 1.2.2), four dual-channel arrays were hybridized,
each with a cancerous and normal sample. On the arrays each spot was printed
twice. For illustration purposes only, we use all eight values for each gene in each
condition as independent replicates.

The Wilcoxon statistic ranges between 36 and 100. 4,608 genes were inves-
tigated and their empirical distribution is given by the points in Figure 8.1. The
smoothed version of this empirical distribution is given by the dotted line. The
heavier tails of the empirical distribution compared to the Wilcoxon distribution
(the solid line) give the impression that some of the genes will be differentially
expressed.
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Figure 8.1 The Wilcoxon(8,8) distribution (solid line), together with an empir-
ical distribution for Wilcoxon statistics from a microarray experiment (◦) and a
smoothed version of this empirical distribution using polynomial Poisson regres-
sion (dotted line).

Table 8.3 The number of
genes declared ‘active’ for
different values for the
posterior distribution.

Posterior Number of
cut-off genes selected

0.900 84
0.950 47
0.990 0
0.999 0

The posterior probability p(vg = 0|zg > z) can be estimated using the
Wilcoxon(8,8) distribution for F0, the empirical distribution for F and 1 for p0.
The result is summarized in Table 8.3.

8.3.2 Bayesian t-test

When only a few replicates are taken, many standard comparison tools, such as
traditional t-tests, are not very powerful and can only detect very gross differential
expressions. In this section, we focus on alternatives that borrow strength across
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the genes to make more powerful inference for each of the genes individually. This
can be readily implemented via Bayesian hypothesis testing.

Let zg be the t-statistic,

zg = xg1. − xg2.

se
,

where se is some estimate of the standard error. If zg is differentially expressed
with fold change δg , then zg is distributed as a translated t-distribution. Assuming
that these fold changes δg are themselves drawn from a normal distribution with
mean 0, we introduce the following approximation of the likelihood:

zg |{vg = 0} ∼ N(0, σ 2
0 ),

zg |{vg = 1} ∼ N(0, σ 2
1 ),

where σ 2
0 < σ 2

1 . Typically, we assume that σ 2
0 = 1, although for unusual estimates

of the standard error se (Efron et al. 2001), this is not necessarily the case. Given the
population activation probability p1, that is, the fraction of differentially expressed
genes on the microarray, the distribution of the observed gene expressions can be
written as a mixture of normals,

zg ∼ (1 − p1)N(0, σ 2
0 ) + p1N(0, σ 2

1 ). (8.14)

The model can be represented as a directed acyclic graph (DAG) as in Figure 8.2.

Computational details

The second component of a Bayesian model are the prior distributions on the
parameters. They represent our ‘prior knowledge’ about the values of the parame-
ters. Typically, we know very little about these values and therefore we prefer to
use non-informative priors. This is achieved in two steps. Firstly, flat priors are
used—for instance, the prior on p1 is taken to be uniform.

p1 ∼ Un(0, 1) (8.15)

Notice that given p1 the vg’s are Bernoulli(p1) distributed,

vg ∼ Bernoulli(p1). (8.16)

Secondly, hyper-priors β and δ are used in order to avoid making overly strong
assumptions on the rate of the inverse gamma distribution for σ 2

0 and σ 2
1 respec-

tively:

σ−2
0 ∼ Gamma(α, β) σ−2

1 ∼ Gamma(γ, δ). (8.17)

We note again that, in the case of ordinary t-statistics, σ 2
0 is taken to be the fixed

constant σ 2
0 = 1. The prior distributions for β and δ are taken to be Gamma,

β ∼ Gamma(g0, h0) δ ∼ Gamma(g1, h1). (8.18)
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Figure 8.2 A graphical representation of a hierarchical model for differential
expression. The graph is a directed acyclic graph (DAG), which makes estimation
of the joint distribution particularly simple.

We use conjugate priors for p1, σ−2
0 , σ−2

1 , β and δ so that updating them in
the Gibbs sampler, which is outlined below, becomes particular easy. The hyper-
parameters α and γ are set to 1, just as the hyper-hyper-parameters g0, h0, g1 and
h1.

This completes the specification of the Bayesian model. Given this model, the
aim of Bayesian hypothesis testing is to determine the posterior distribution of
all the parameters,

θ = (�v, p1, σ 2
0 , σ 2

1 , etc. . . . ),

given the data z. Given the careful conjugate structure, a Gibbs sampler is an
advantageous choice for estimating the parameters θ . A Gibbs sampler does not
calculate the posterior distribution p(θ |z) explicitly. It simulates draws from this
distribution. Using sample summaries, we can get a good sense of the joint posterior
distribution as well as of the marginal distribution of interest, p(v|z).

Let θi stand for one of the components of the parameter vector θ = (�v, p1, σ 2
0 ,

etc.). We denote by θ−i the vector θ from which the component θi has been
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removed,

θ−i = θ\{θi}.
The Gibbs sampler samples from the conditional distributions p(θi |θ−i y) until
it converges to the stationary distribution. After this burn-in period, each draw
θ = (�v, p1, σ 2

0 , σ 2
1 , etc. . . . ) is a draw from the posterior p(θ |z).

Bayes Theorem shows that the conditional distribution p(θi |θ−iy) is propor-
tional to the likelihood times the prior, p(y|θ)p(θ), as a function of θi . The full
likelihood was given by Equation (8.14). The DAG in Figure 8.2 specifies condi-
tional independence relationship, so that the joint prior over all parameters in the
model can be written as follows:

p(p1, �v, σ−2
0 , σ−2

1 , α, β, γ, δ, g0, h0, g1, h1)

= p(p1)p(�v|p1)p(σ−2
0 |α, β)p(β|g0, h0)p(σ−2

1 |γ, δ)p(δ|g1, h1).

Each of the marginal prior distributions are given by Equations (8.15) to (8.18). It
can then easily be deduced that the conditional distributions p(θi |θ−i ), needed in
the Gibbs sampler, are given as follows:

p1|θ−p1 , y ∼ Beta(1 +
∑

vg, n + 1 −
∑

vg)

vg|θ−p1 , y ∼ Bernoulli


 p1

σ1
e
−

(
zg
σ1

)2
/2

p0
σ0

e
−

(
zg
σ0

)2
/2 + p1

σ1
e
−

(
zg
σ1

)2
/2




σ−2
0 |θ−σ−2

0
, y ∼ Gamma

(
α + n − ∑

vg

2
, β +

∑
vg≡0 z2

g

2

)
|{σ−2

0 >σ−2
1 }

σ−2
1 |θ−σ−2

1
, y ∼ Gamma

(
γ +

∑
vg

2
, δ +

∑
vg≡1 z2

g

2

)
|{σ−2

0 >σ−2
1 }

β|θ−β, y ∼ Gamma
(
α + g0, h0 + σ−2

0

)
δ|θ−δ, y ∼ Gamma

(
γ + g1, h1 + σ−2

1

)
A technical difficulty is the identifiability constraint on the variances, σ 2

0 < σ 2
1 .

Stephens (2000) has shown that such constraints may slow down mixing of the
Gibbs sampler. However, the constraint has the immediate advantage that the output
of the sampler is directly interpretable. Moreover, for mixtures with only two
components the slow down in convergence is not very serious.

Results from skin cancer experiment

In the skin cancer experiment, Dr Barr compared the expressions of over 4, 600
genes in cancerous tissue versus normal tissue on 4 dual-channel arrays. The mix-
ture model was fitted to the t-statistics of each of the genes. For a full description
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Table 8.4 Posterior mean estimates of
the parameters of interest.

Cancer data
Parameter (5,000 burn-in, 6,000 rep)

p1 0.223
σ0 0.910
σ1 2.628
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Figure 8.3 The relationship between the estimated false discovery rate and the
selected rejection threshold.

of this study, see Section 1.2.2. It is of interest to find genes that are differentially
expressed between the normal and cancer tissue.

With the posterior mean estimates of p1, σ0 and σ1 in Table 8.4, it is possible
to calculate the posterior ‘inactivity’ probability,

p̂(vg = 0 | zg ≥ z∗) = 0.777
1 − �(z∗/0.910)

1 − 0.777�(z∗/0.910) − 0.223�(z∗/2.628)
,

where � is the distribution function of the standard normal distribution. Figure 8.3
shows the posterior probability for different values of z∗. For example, if we declare
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Table 8.5 Relationship
between the posterior
cut-off and the number of
genes selected in the skin
cancer experiment.

Posterior Number of
cut-off genes selected

0.900 236
0.950 188
0.990 120
0.999 18

all t-statistics with a score higher than 1.57 as ‘active’, then the estimated false
discovery rate is 10%. Approximately 236 genes have a t-statistic higher than that
cut-off.

However, the uncertainty about the parameters translates into uncertainty about
the estimate. A 95% confidence interval for p1 is given as (0.175, 0.272); thus the
fraction of affected genes on the microarray is expected to lie somewhere between
17.5% and 27.2%. Because of this uncertainty alone, the confidence interval for
the FDR lies between 9% and 11% when z∗ = 1.57, as can be seen in Figure 8.3.

Extensions

It was perhaps not completely satisfactory that the previous model as defined
by Figure 8.2 uses a zero mean distribution to model the expression levels for
genes that are differentially expressed. It is more intuitive to model the observed
t-statistics zg as a mixture of three normals: one with a negative mean, the other
with a positive mean, while keeping the zero mean distribution reserved for the
unexpressed genes. We define a new classification variable:

vg =



1 if gene g is over-expressed
0 if gene g is not differentially expressed

−1 if gene g is under-expressed.

(8.19)

The observed gene expressions are defined conditionally on the value of the
classification variable:

zg|{vg = −1} ∼ N(µ−1, σ 2
−1),

zg|{vg = 0} ∼ N(0, σ 2
0 ),

zg|{vg = 1} ∼ N(µ1, σ 2
1 ),

where µ−1 < 0 and µ1 > 0. As mentioned before, σ 2
0 ≡ 1 in many applications,

when zg is the ordinary t-statistic. If the fraction of under-expressed genes on
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Figure 8.4 A graphical representation of a hierarchical model for differential
expression where under- and over-expression are modelled separately.

the microarray of interest is p−1, the fraction of non-expressed gene is p0, and
the fraction of over-expressed is genes p1, then the likelihood of gene expression
levels can be written as a mixture of three normals,

zg ∼ p−1N(µ−1, σ 2
−1) + p0N(0, σ 2

0 ) + p1N(µ1, σ 2
1 ). (8.20)

Further extensions are possible, such as modelling gene expression as an unknown
number of normals with only one fixed component for the inactive genes, but they
are computationally much more expensive.

Figure 8.4 shows the DAG for this model, in which under- and over-expression
is explicitly modelled by means of separate distributions. The values (p−1, p0, p1)

represent the fractions of under-, non- and over-expressed genes on the microarray
respectively. The parameters v are the classification variables of the individual
genes and take values −1, 0 or +1.

As before, flat conjugate priors are used and hyper-parameters are introduced
to avoid making strong prior assumptions. The prior on (p−1, p0, p1) is taken to
be Dirichlet(1, 1, 1). For the variances, Gamma hyper-priors are taken, for which
the shape parameter is taken to be constant and the rate parameter to be Gamma
distributed with fixed hyper-hyper-priors. For the means −µ−1 and µ1, exponen-
tial hyper-priors are taken. The mean µ0 is set to zero. Given the probabilities
p = (p−1, p0, p1), the vg’s are independently multinomial(1, p) distributed.

A combination of Gibbs steps and Metropolis-Hastings steps will sample from
the conditional distributions p(θi |θ−iy) until it converges to the stationary distri-
bution. Computational details are omitted here. The stationary distribution is the
posterior joint distribution of the parameters.
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In order to find the rejection region for a fixed FDR of α, we calculate the
posterior ‘inactivity’ probability,

p̂(vg = 0 | zg ≥ z) = p0
1 − �(z/σ0)

1 −∑1
i=−1 pi�((z − µi)/σi)

and reject all genes for which

p̂(vg = 0|zg ≥ z) ≤ α.

Palla (2004) discusses this and other Bayesian models for detecting differential
expression in more detail.
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Predicting Outcomes with
Gene Expression Profiles

Typically, microarray experiments are performed in order to answer very specific
questions. In the skin cancer experiment (Section 1.2.2), one would like to find
out which genes vary between skin cancer cell lines and normal cell lines. In the
breast cancer experiment (Section 1.2.3), the aim is to establish whether the gene
amplification profiles are predictive for the aggressiveness of a breast tumour. And
if it is, then one would like to know which genes in particular are responsible
for the severity of the cancer. In the mammary gland experiment (Section 1.2.4),
the analysis of gene function is of primary interest. That is, one would like to
correlate particular stages in the development to the expression of particular genes.
For example, at the start of the lactation period, just before the pups begin sucking
milk, as well as at the beginning of the involution period, just after the pups stop
sucking milk, there is an accumulation of milk in the mammary gland. Finding
genes that show marked behaviour during precisely those two periods might give
us a clue to which genes are responsible for regulating the lactation.

9.1 Introduction

In many microarray experiments, it is known in advance where the samples come
from or what conditions they have been exposed to. In fact, often it is of interest
to find out whether the expression profiles can give any insight into the difference
between these conditions or classes. For example, Golub et al. (1999) considered
patients’ expression profiles to distinguish between different types of leukemia.

Under classification , we understand the study of discriminating observations
x1, x2, . . . , xn into pre-specified classes C(x1), C(x2), . . . , C(xn). There are a host
of methods that can achieve this objective. Golub et al. (1999) proposed a weighted
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 2004 John Wiley & Sons, Ltd ISBN: 0-470-84993-2
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voting scheme, with similarities to a form of discriminant analysis (Dudoit et al.
2000). Dudoit and Fridlyand (2003) give a detailed comparison of several clas-
sification methods, such as nearest neighbour classification, linear and quadratic
discriminant analysis, classification trees and aggregating classifiers. Their gen-
eral conclusion is that several simple methods have a robust performance. This
is supported by theoretical considerations in Section 9.3.1. Therefore, the focus
of this chapter will be on simple methods, such as (diagonal) linear discrimi-
nant analysis (LDA) and k-nearest neighbour classification with a robust choice
for k.

9.1.1 Probabilistic classification theory

Most of the classification methods can be described as special implementations
of a general probabilistic classification analysis, known as Bayes classifiers. The
decision rule for classifying xi as one of the k classes, C1, . . . , Ck, depends on
three things:

• prior information about the class frequencies π1, . . . , πk ,

• information about how class membership affects the gene expression profiles,
xi (i = 1, . . . , n),

• misclassification costs L(i, j) of classifying an observation x which belongs
to Ci into class Cj .

Our aim is to use a classification rule R, R(x) ∈ C = (C1, . . . , Ck), that minimizes
the expected misclassification costs,

R = arg min ERL

= arg min
k∑

i=1

k∑
j=1

L(i, j) p(R(x) = Cj | C(x) = Ci) πi. (9.1)

As can be seen from Equation (9.1), the expected misclassification costs depend on
the misclassification cost function and the prior probabilities of class memberships.
We shall show that the probability p(R(x) = Cj |C(x) = Ci) for a certain class of
cost functions depends intrinsically on the likelihood of the data given the class
memberships and the prior class probabilities.

Costs of misclassification: misclassification rate

In principle, it is possible to specify a fully general misclassification cost function,
L(i, j), of classifying a sample from class i into class j . For example, it might be
more serious to misclassify an expression profile from an aggressive breast cancer
tumour than it is to misclassify one from a benign tumour.
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A typical class of cost functions that are considered in practice is the class of
functions for which the misclassification costs only depend on the type of class
that is misclassified, that is,

L(i, j) =
{

0 i = j

Li i �= j.
(9.2)

A special case of this cost function is one that sets each Li to some constant, that
is,

Li = 1. (9.3)

The expected misclassification costs under the cost function in (9.3) is known as
the expected misclassification rate. Ripley (1996) showed that the classification
rule that minimizes the expected misclassification costs of the type (9.3) is the one
that assigns each sample to the class that has the highest posterior probability.

Theorem 9.1 The classification rule that minimizes the expected misclassification
cost for cost functions specified by (9.3) is given by

R(x) = C∗ ⇔ C∗ = arg max
C

p(C | x).

In other words,

R(x) = C∗ ⇔ C∗ = arg max
C

p(x|C)πC. (9.4)

This rule is known as Bayes rule.

In the unusual case where the prior class probabilities π and the likelihood
p(x|C) are known, an optimal classifier is available. The classifier, given by (9.4),
is optimal in the sense that it minimizes the expected misclassification rate.

Most classifiers used in practice can be regarded as ways to estimate the pos-
terior directly, such as nearest neighbour classification, or as a way to estimate the
likelihood, such as in the case of discriminant analysis.

Estimation of the misclassification rate is an important aspect of building a
classifier. If a training set is used to fine-tune the parameters of an estimator, then
the performance of that estimator on that set cannot be trusted to give a good
estimate of a predictive misclassification rate.

There are two main ideas in estimating the misclassification rate. The most
honest, if slightly wasteful, procedure is to split the data into a training and valida-
tion set. The classifier is built using only the training set and then evaluated on the
evaluation set to predict the misclassification rate. A problem with this procedure
is that on the one hand one would like to use a large training set to make the
classifier as good as possible, whereas on the other hand the validation set should
also be large in order to get a good estimate of the misclassification rate.

A solution to this problem has been suggested in the form of K-fold cross-
validation. This procedure partitions the data into K equal-sized, randomly selected
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groups of samples. The predictor is iteratively trained on K − 1 of the groups, and
the misclassification rate is calculated on the remaining one. The final estimate of
the misclassification rate is estimated by the average of the K misclassification
values. If K is set to n, the number of samples in the study, this procedure is
known as leave-one-out cross-validation. The final predictor in the case of K-fold
cross-validation is based on the full data set.

Values of K in K-fold cross-validation close or equal to n have been shown to
lead to biased (typically, anti-conservative) estimates of the misclassification rate.
Breiman (1996) has suggested 10-fold cross-validation as a robust choice, although
others believe that 4- or 5-fold cross-validation is a sensible choice for the small
data sets typically encountered in microarray studies.

Prior information about class membership

Information about the relative frequencies of the class memberships may some-
times be available, particularly in epidemiological and certain clinical settings. For
example, a particular tumour may be more common than others. Certain muscular
diseases are more common than, for example, the Gillain–Barré syndrome. It is
therefore sensible to accept the verdict that a particular expression profile represents
Gillain–Barré only if there is a lot of evidence in its favour.

In most instances, however, it is quite unfeasible to say anything about the
prior probabilities. Unusual sampling schemes might result in relative class fre-
quencies that are very different from the population prior probabilities. Hospitals
that are known for a special treatment for a certain type of cancer, might expect
to see relatively many more patients with that type of cancer than the population
frequencies would suggest.

The likelihood: the conditional probability of the data

The training set is the collection of samples for which both the gene expressions
and the class memberships are known. These samples are used to train the classifier.
This can mean estimating the posterior probability of class membership directly or
estimating the probability of the data given the class memberships, known as the
likelihood. This quantity appears in Bayes rule (9.4), and therefore is essential for
minimizing the expected misclassification rate.

The most commonly used likelihood in practice is derived from the normal
distribution. In many applications, it is reasonable to assume that the observations
are some form of aggregate and therefore subject to the central limit theorem.
Additive aggregate values tend to be normally distributed, whereas multiplicative
aggregates tend towards the log-normal distribution. Gene expressions are positive
quantities where fold changes, that is, multiplicative aggregation, are the rule.
Artifacts apart, it is therefore not unreasonable to expect that the log-transformed
expression quantities are normally distributed (see Sections 6.2.1 and 6.2.2 for an
extensive discussion on this issue).
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For the likelihood of the class memberships, the probability of the gene expres-
sions should be considered collectively. If each of the genes follows a univariate
normal distribution, then the collection of all the genes possesses a multivariate
normal distribution. Whereas each of the univariate distributions is characterized
by its mean and variance, a multivariate normal distribution has the additional com-
plication of a covariance structure between the genes. For large numbers of genes,
the variance–covariance matrix becomes too large to be estimated with any relia-
bility and further simplifying assumptions such as independence of gene profiles
are needed.

Predictor evaluation

Evaluating the behaviour of a predictor, such as its misclassification rate, can be
a tricky business. Clearly, the misclassification rate on the training set can give
a very distorted view of the true misclassification rate. A very complex classifier
might perfectly classify all training samples but is very unlikely to generalize to
other samples.

Honest misclassification rates can be obtained by applying the predictor to a
validation set that is not used in training the data. This approach risks setting a
lot of data aside for validation, which cannot be used for training the predictor.
Cross-validation methods are designed to deal with this.

Predictor p-value. In some cases where there is sufficient data relative to the
number of classes and predictors, it is possible to set aside a validation set. This
validation set can be used to evaluate the behaviour of the predictor, in particular,
whether it predicts the sample class memberships better than random.

Let L and V be the learning (or training) set and validation set respectively.
There are K possible classes. The misclassification rate of a predictor C(., L)

can be estimated on the basis of the validation set as the fraction of misclassified
samples,

M̂CR (C(., L)) = 1

|V |
∑
x∈V

1{C(x,L)�=C(x)},

where C(x) is the true class membership of sample x. This fraction can be regarded
as the test statistic for testing whether the predictor C(., L) behaves better than
random.

H0 : C(., L) behaves in a ‘random’ fashion

H1 : C(., L) behaves differently from ‘random’.

We assume that a ‘random’ predictor would randomly assign the validation samples
to the classes according to the relative frequencies with which the classes occur in
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the training set. Therefore, under the null hypothesis, the estimated misclassification
rate is approximately the ratio of a binomial distribution and V ,

(M̂CR × V )|H0 ∼ Bi(|V |, θ),

where θ is the misclassification probability for a single validation sample x ∈ V ,
that is,

θ = P (C(x, L) �= C(x))

=
K∑

k=1

P (C(x, L) �= k)P (C(x) = k)

=
K∑

k=1

(1 − πL
k )πV

k .

Here, πL
k and πV

k are the relative class frequencies in the learning and validation
set respectively. A p-value for the statistical evidence against the null hypothesis,
when a misclassification rate of q is estimated on the basis of the validation set,
can therefore be obtained via

p-value = PH0(M̂CR (C(., L)) ≤ q)

=
q|V |∑
i=0

(|V |
i

)
θ i(1 − θ)|V |−i

≈ �

( |V |(q − θ) + 0.5√|V |θ(1 − θ)

)
,

where � is the cumulative distribution function of a standard normal distribution.
As in traditional hypothesis testing, p-values less than a certain cut-off α, typi-
cally α = 0.05, provide evidence in favour of the predictor and against the null
hypothesis H0.

K-fold cross-validation. Setting aside a validation set is typically only possible
when there is a lot of data available. In the microarray context, this is often not
the case. However, if the whole data set is used for training the predictor, it might
not seem obvious how an honest misclassification rate can be obtained. An elegant
procedure is to omit part of the data in turn, fit the model to each subset and obtain
predictions for each omitted observation. This is known as K-fold cross-validation.

The method begins by fitting the predictor to all available data to obtain the
predictor C(., L). Building the predictor might involve a certain operational pro-
cedure, such as, for instance, stepwise regression or determining the value of some
tuning parameter λ. This procedure is described by a set of rules, such as ‘omit
a gene from the feature set if its associated p-value is larger than 0.05.’ We indi-
cate these rules, irrespective of their actual implementation in building C(., L), as
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PROC. Cross-validation is a method for estimating the misclassification rate of a
predictor built according to the procedure PROC.

First, it randomly partitions the training set into K equally or almost equally
sized subsets, L1, L2, . . . , LK . Then it builds K predictors C(., L\Lk) according
to the same procedure PROC but on the basis of the learning set L from which
the kth subset Lk has been omitted. Then it estimates the misclassification rate of
the procedure PROC that built C(., L), as

MCR(PROC ) = 1

|L|
K∑

k=1

∑
x∈Lk

1{C(x,L\Lk)�=C(x)},

where C(x) is the true class of the observation x. Clearly, the predictors C(., L\Lk)

might be very different from C(., L). They might not even use the same genes.
However, they do arise from using the same procedure. Therefore, theoretically
speaking, the misclassification rate estimate is associated with the procedure, rather
than with the actual predictor.

The choice of K is a matter of debate. A common choice is K = |L|. This is
also known as leave-one-out cross-validation. A problem of leave-one-out cross-
validation is its computational burden. Except in special circumstances, it requires
building |L| predictors C(., L\{xk}). Another problem is that the |L| training sets
L\{xk} are very similar and the cross-validation estimate of the misclassification
rate has a high variance. Twofold cross-validation is the other extreme. In that
case, the cross-validation predictors are built on only half of the available data
and might not be very good. The cross-validation estimate of the misclassification
rate therefore tends to be overestimated, that is, biased. In general, Hastie et al.
(2001) recommend using five- or tenfold cross-validation as good compromise
between bias and variance of the cross-validation estimate of the misclassification
rate.

9.1.2 Modelling and predicting continuous variables

Classification can be regarded as predicting the class labels of the observations.
Sometimes the quantity of interest is not the class labels but some continuous
response related to the observations. For example, for each of the tumours in the
breast cancer example a severity score, known as Nottingham prognostic index
(NPI) score, is recorded. It is of considerable interest to find out if there is a
genetic component to the NPI, and if so, which genes are informative of the NPI.

Modelling and predicting a continuous variable is the realm of regression mod-
els, survival analysis and related methods. This field has been under development
ever since Legendre and Gauss almost simultaneously invented least squares in
the early nineteenth century. Recently, the field was given a new impulse by the
introduction of penalized methods. These methods are particularly suited to deal
with large number of variables. This means that these methods can be very useful
in a microarray context.
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Modelling of continuous variables can be broken up into several distinct but
interrelated steps. First, there is the issue of deciding on a potential set of features,
that is, the subset of genes (or meta-genes; cf. Section 9.2) that might be used in
the modelling process. Typically, one would like to consider no more variables
than there are observations, although this is not necessary in some of the penalized
methods. Then, if a certain set of variables is selected, one goes on to model
fitting. Traditionally, least squares or (penalized) likelihood have been used for
this purpose. For linear models explicit formulas exist, whereas for most non-
linear models iterative methods or approximations are required. Finally, there is
the issue of model validation. In this step, goodness-of-fit and predictive ability
of the model are considered. This might involve the issue of variable selection,
that is, deciding on the subset of features that are actually used in the modelling
process. Akaike’s information criterion (Akaike 1973) or the Bayesian information
criterion are methods for deciding the number of variables or the value of any
other tuning parameter. This parameter could also involve model selection more
generally, such as, for example, the nature of the functional relationship between
the features and the response.

9.2 Curse of Dimensionality: Gene Filtering

High-density microarrays confront the analyst with an embarrassment of riches.
There are so many possible classifiers, that, if all genes were used to classify a
small number of samples in distinct classes, then this would typically always be
possible by chance, whether or not the data are informative at all. This is the
so-called curse of dimensionality. For example, in a two-dimensional space it is
always possible to separate two observations perfectly; the same thing is true for
three or fewer points in a three-dimensional space and for n or fewer points in an
n-dimensional space. This observation has been forcefully made in Amaratunga
and Cabrera (2004) and elsewhere.

9.2.1 Use only significantly expressed genes

There have been several suggestions to remedy this problem. Dudoit and Fridlyand
(2003) restrict their attention to a fixed number of genes that have the highest ratio
of between- to within-groups sums of squares. This corresponds to taking the genes
with the smallest p-value in an ordinary one-way ANOVA setting,

xi = αC(xi) + εi,

where C(xi) is the class label of the gene profile of sample i. For the case of only
two classes, this approach is equivalent to finding the genes with the small p-value
in an ordinary two-sample t-test. Nguyen and Rocke (2002b), Radmacher et al.
(2002), describe similar gene filtering approaches.

Most authors select a pragmatic number of genes so as to make the number of
variables smaller than the number of samples, whereas Amaratunga and Cabrera
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(2004) fix a certain significance level and reduce the number of genes further by
means of selecting a number of principal components, which is again smaller than
the number of samples.

The main attraction and purpose of these methods is that it results in a traditional
classification problem, where the number of variables is less than the number of
observations.

There are a number of problems associated with this approach. First of all,
there is the issue of bias. For example, in a completely random gene expression
data set with thousands of genes and a relatively small number of samples, this
gene selection procedure will find ‘statistically significant’ genes. These genes, thus
selected, are expected to do a good job in classifying the data set. Nevertheless,
the classification does not have any predictive power.

The only way in which this procedure is valid is if the genes are selected only
on the basis of the training set rather than on the full data set and if a validation
set is used to estimate the misclassification rate. If the ‘significant genes’ were
selected on the basis of the whole data set and subsequently reused for estimating
the misclassification rate, a far too rosy picture of the procedure would be painted.

Example 9.1 We simulate a completely random gene expression matrix for 50
samples and 5,000 genes by repeatedly drawing values from a standard normal
distribution. The samples are randomly split into two classes, completely unrelated
to their ‘expression values’.

Then, we select 10 genes with the highest ratio of the between- versus within-
group sums of squares on the basis of the whole data. A training set is created by
randomly taking 25 out of 50 samples. For this training set, a predictor is built
using the gene in this set of 10 genes that performs best in a logistic regression.
The predictor is then applied to the validation set of the remaining 25 samples.
The misclassification rate is a misleading small 0.16.

The misclassification rate would have been a much more representative 0.48,
if the 10 genes were instead selected on the basis of the highest ratio of the
between-versus the within-group sums of squares within the training set.

Another problem with using only significantly expressed genes is that the
method selects only a particular type of predictor. By selecting genes that have
small within-sums-of-squares compared to between-sums-of-squares, it selects, by
necessity, predictors that are essentially univariate and ‘linear’.

Bo and Jonassen (2002) suggest considering pairs of predictors. For binary
classification problems, pairs of genes can be selected via Hotelling’s multivariate
t-test (Hotelling’s T 2 test). This test considers whether or not the gene expressions
(xg1i , xg2i )i=1,... ,nx of genes g1 and g2 under the first condition can be considered
to have the same mean as the expressions (yg1i , yg2i )i=1,... ,ny of the same genes
under the other condition. The test statistic of Hotelling’s T 2 test is defined as

T 2 = ((xg1, xg2) − (yg1
, yg2

))S−1((xg1, xg2) − (yg1
, yg2

)),
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where S is the estimate of the variance–covariance matrix. Conditional on their
being no difference between the two means, T is distributed (Hotelling 1931) as,

T 2|H0 ∼ 2F2;nx+ny−2,

where nx and ny are the respective sample sizes. If it is a multinomial classification
problem, one can use a generalization of the Hotelling’s T 2 test, such as MANOVA,
to find pairs of the most-informative genes.

Considering pairs of genes rather than individual genes provides a richer set
of potential predictors that might involve gene–gene interactions and inhibitors.
However, it is always important to realize that pre-selection of features of this
type always tends to select genes that have a unimodal behaviour over the classes
of interest. We do not contend, in the case where there are few observations, that
this is a sensible thing to do. One of the few classification methods that is able to
deal with multimodal features is nearest neighbour classification. However, feature
selection is also a problem for this method when the number of genes is much
larger than the number of samples.

9.2.2 PCA and gene clustering
Another recurring suggestion in classification and prediction problems is to reduce
the feature space by using meta-genes. These are representative genes taken from
the whole data set via a variety of methods. We consider approaches that use
principal component analysis (PCA) and related methods, as well as gene clustering
as a way to find potential predictors.

Spang et al. (2002) introduce the concepts of super-genes, defined as the eigen-
genes that result from a singular value decomposition of the gene expression matrix
(cf. 7.1.3). A very similar approach is suggested in Amaratunga and Cabrera (2004).
They consider the principal components of the feature space, both before and after
they have reduced the space by means of selecting only differentially expressed
genes.

Unsurprisingly, Amaratunga and Cabrera (2004) find that the first few principal
components of the whole data are uninformative, whereas the first principal com-
ponents of the significant features cluster the data almost perfectly. The reason is
that in the first case, there is no guarantee that the main ‘directions’ in the gene pro-
files correspond to the particular classification of interest—unless the classes differ
massively across the board from one another. When the genes are first reduced to
the set of genes that differ significantly across the conditions and then used for
classification, the main directions clearly do correlate with the classification—by
design. In fact, the same difficulty in estimating the misclassification rate arises as
before: the genes are selected on the basis of all the data, and it is therefore not
surprising that they will be good at classifying those data. In order to estimate the
misclassification rate appropriately, a subset of the data should be set aside before
one selects the significant genes to reduce the feature set and build the classifier.

Another way of reducing the feature space is by clustering genes and deriving
the meta-genes by finding a representative gene in each cluster. Unlike in the
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Figure 9.1 Partitioning-around-medoids clustering with a fixed number of groups
(k = 30) applied to the mammary gland data set as a method to reduce the dimen-
sionality of the prediction problem.

case of PCA, there is no guarantee that the first meta-genes coming from gene
clustering would explain most of the variation of the feature set. On the other
hand, these meta-genes have the advantage that they are directly associable with
a group of genes, whereas the PCA super-genes are sometimes incomprehensible
linear combinations of genes.

In practice, meta-genes can be found with any centroid-based clustering algo-
rithm. We suggest using PAMSAM (cf. Section 7.3.2), which is a robust cousin
of the k-means algorithm, with a fixed value k for the number of gene clusters. It
is reasonable to use for k a value in the order of a third to a half of the number
of samples, n, available for classification or prediction. The reduced feature set of
k < n cluster medoids can then be used in any traditional classification algorithm.
These algorithms can involve further feature selection steps. This is no problem as
long as some form of validation of the final answer takes place, either by means
of a separate validation set or via K-fold cross-validation.

In the mammary gland data set, there are 54 arrays available. A feature set with
30 dimensions is on the edge of feasibility if we also would like to use a validation
set to estimate honest misclassification rates. Figure 9.1 shows the result of a k-
medoids clustering via PAMSAM with k = 30. The profiles shown can be used as
the potential feature set in any classification or prediction problem.
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9.2.3 Penalized methods

One of the crucial problems in fitting a model with more variables than observations
is that the design matrix is singular. Solutions that implicitly or explicitly depend
on the calculation of the inverse of the design matrix are therefore doomed from
the very start. It was noticed that by tinkering with the design matrix, effectively
by adding penalty terms to it, the problem became identifiable again, and it was
possible to find a unique solution. This method has been successfully applied to
smoothing problems and to traditional linear regression problems.

Hastie et al. (2001) introduce a penalized form of discriminant analysis. No
explicit gene filtering is needed as the algorithm guarantees ‘identifiability’ of the
solutions. Penalized discriminant analysis (PDA) penalizes the mean and variance
parameters for the expression of each gene. The PDA coefficients are idealized
high-dimensional decision boundaries. A problem with PDA is that even if the
resulting predictor has a good performance, it might be hard to pinpoint which
genes were responsible for this.

For regression problems, Tibshirani (1996) proposed a least absolute shrink-
age and selection operator (LASSO). This is a penalized linear regression set-up.
Assume that we have a continuous response of interest y and profiles x1, . . . , xp

for n samples over p genes, where the number of predictors p is large and the
number of observations n is small. The usual aim is to fit

yi = α +
p∑

j=1

βjxij + εij ,

in some kind of ‘optimal way’, typically by least squares. Tibshirani (1996) twists
this by adding in the additional constraint that the sum of the absolute values of
the parameter estimates cannot exceed a certain value C,

p∑
j=1

|βj | ≤ C.

We discuss this method in more detail in Section 9.4.

9.2.4 Biological selection

Finally, it is possible that the biologist has other reasons to believe that the true
features are only a subset of the number of genes on the slide. If there are good
biological reasons to limit the number of predictors, then this is a welcome relief
to the computational burden of the bioinformatician.

An example of biological selection might include considerations of significant
alteration across the experimental conditions. For example, if a particular gene has
not shown any significant changes in expression in the whole experiment, then
it might not be of biological interest at any rate. What constitutes significance
might change from problem to problem. Figure 9.2 shows the gene expression
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Figure 9.2 Histogram of standard deviations of gene expressions for each gene
across the 54 arrays in the mammary gland experiment. Genes with small standard
deviations can be left out from the feature set in prediction problems, if such is
deemed sensible.

standard deviations of all genes in the mammary gland experiment across all 54
microarrays. There is a suggestion of a bimodal distribution. The first component
might correspond to merely technical variation, whereas the second component
might exhibit biological variation. An idea might be to leave out all genes with
a standard deviation less than 0.4. This corresponds to almost 5,000 genes and
ESTs in the data set. Other options could be to use the Absence/Presence calls in
Affymetrix software. In general, these methods should be used only sparingly as
they are rather blunt tools.

9.3 Predicting Class Memberships

9.3.1 Variance-bias trade-off in prediction

In practice, a predictor is built on the basis of a training set of data. Because the
training set is, at best, a random sample from the study population, the training set
and therefore the constructed predictor are variable. For a particular learning set
L, the predicted class for a fixed gene profile x based on the predictor P (L) is the



224 PREDICTING OUTCOMES WITH GENE EXPRESSION PROFILES

random variable C(x, L). If there are K possible classes, then

C(x, L) ∈ {1, . . . , K}.
If the membership likelihoods and population proportions of the classes were
known, then the optimal predictor is a Bayes Rule, B (cf. Section 9.1.1). For a
fixed gene profile x, the predicted class based on Bayes is CB(x) ∈ {1, . . . , K}.
Notice that the predicted class is not variable. In particular, it does not depend on
the training set. Given that the predicted class is variable, it make sense to consider
the bias and variance of the predicted posterior probabilities P̂ (C(x) = k|x; L).

It is a common issue in estimation that there is a direct trade-off between the
variance and the bias of an estimator. Reducing the bias is a desirable property,
but this can sometimes be accompanied by a large increase in the variance of the
estimator. Making estimators more complex in order to reduce the bias is therefore
not always a worthwhile thing to do if one is interested in controlling the expected
squared error,

E(θ̂ − θ)2 = E(θ̂ − Eθ̂)2 + E(Eθ̂ − θ)2

= Variance + Bias2.

This issue is exacerbated for prediction. Friedman (1996) decomposes the mis-
classification rate for a simple binary classification problem into a contribution
by the misspecification of the predictor and by the random nature of the future
observation, that is, Bayes risk,

P (C(x, L) �= C(x)) = |2P (C(x)|X = x) − 1| P (C(x, L) �= CB(x))

+P (CB(x) �= C(x)).

Friedman shows that the classification error depends in a more complicated way
on the variance term of the predictor of the posterior class membership probability.

For example, in a particular binary prediction problem, two classes have mem-
bership densities that are normally distributed with a common variance of 1 and a
mean of 0 and 2 respectively. Both classes are equally common. The true posterior
probability for an observation x is given as

P (C(x) = 1|x) = p(x|C(x) = 1)π1

p(x|C(x) = 1)π1 + p(x|C(x) = 0)π0

= e− 1
2 (x−2)2

e− 1
2 (x−2)2 + e− 1

2 x2
.

Training the predictor on a variable training set, L, will result in an estimate of
p(C(x) = 1|x) indicated by P (x, L). This quantity is variable and has a mean and
variance,

E[P (x, L)] = µx

V [P (x, L)] = σ 2
x .
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The impact of the bias P (C(x) = 1|x) − µx and the variance σ 2
x can be derived

under some special assumptions. Friedman shows that if the predictor is normal,

P (x, L) ∼ N(µx, σ 2
x ),

then the misspecification part of misclassification rate has the following form,

|2P (C(x)|X = x) − 1|�
(

sign

(
P (C(x)|X = x) − 1

2

)
1/2 − µx

σx

)
,

where � is the c.d.f. of the standard normal distribution. Assuming that the pre-
dictor is unbiased, that is, P (C(x) = 1|X = x) = µx , then this misspecification
contribution to the misclassification rate reduces to

‘Misspecification rate’ = |2µx − 1|�
(

sign

(
µx − 1

2

)
1/2 − µx

σx

)
.

Figure 9.3 shows the relationship of the misspecification rate versus the classifi-
cation variance and the posterior probability of the classification P (C(x) = 1|x).

True posterior probability, P(C(x) = 1|x)
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Figure 9.3 The contour lines indicate the increase over the usual Bayes risk of a
predictor if the predictor is unbiased but has some variance. The increase in the
misclassification rate is shown for different values of the true posterior probability
of classifying an observation x in class 1.
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True posterior probability, P(C(x) = 1|x)
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Figure 9.4 The contour lines indicate the increase over the usual Bayes risk of
a predictor if the predictor does not vary under different learning sets L but does
however have a certain bias, µx − P (C(x) = 1|x). The increase in the misclas-
sification rate is shown for different values of the true posterior probability of
classifying an observation x in class 1.

Because of equal population proportions for both classes, the plot is symmetric in
P (C(x) = 1|x) = 0.5. It shows how typically for a fixed predictor variance, the
misspecification rate increases. However, for values close to the decision boundary
P (C(x) = 1|x) = 0.5, the decision is a coin flip anyway and is not influenced by
the misspecification variance.

On the other hand, if the predictor has some bias but no variance, then the
resulting ‘misspecification rate’ is shown in Figure 9.4. It shows that for a large
range of values of the bias,

0 ≤ bias < 0.5 − P (C(x) = 1|x),

the contribution of the bias to any misclassification is null. This is good news for
simple classifiers that may have some bias but little variance: even though the clas-
sifier consistently under- or overestimates the posterior membership probabilities,
it can still result in an excellent classifier.
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9.3.2 Linear discriminant analysis
Linear discriminant analysis (LDA) has been found to be an excellent classifier in
many complex classification situations. In the STATLOG project, which compared
and evaluated a range of classification techniques, LDA was found to be among the
best classifiers for many of the data sets considered (Michie et al. 1994). Dudoit and
Fridlyand (2003) found that in microarray situations LDA also has a very robust
performance.

There are alternative discriminant analysis techniques, such as quadratic dis-
criminant analysis. However, (Michie et al. 1994, p.192) recommends the use of
linear discriminants, unless the covariances between the different classes are very
different and the sample size is very large; note that this latter requirement is
unlikely to be met in microarray studies.

Mathematical details

The main assumption of discriminant analysis is that the class densities can be
written as multivariate Gaussians. This means that if x = (x1, . . . , xp) is the gene
profile for a sample from class k, then the probability density is given as

p(x|C = k) = 1

(2π)p/2|	k|1/2
e− 1

2 (x−µk)
t	−1

k (x−µk),

where µk is the mean expression vector and 	k is the covariance matrix for class
k. Linear discriminant analysis arises when it is assumed that all classes have the
same covariance matrix 	. This assumption is particularly useful if there are few
training samples. By combining the estimates across the classes, a more robust
estimate of the covariance matrix can be achieved.

If the number of features or genes p is in the same order of the number of
training samples, then even estimation of a common covariance matrix with p2

elements is out of reach. In such cases, it is only feasible to estimate a common
diagonal covariance matrix. This corresponds to diagonal LDA and implies making
an additional assumption of independence of genes within each class.

LDA can be seen as a direct application of Bayes rule. If the aim is to minimize
the misclassification rate, then Bayes rule assigns the sample x to the class k that
maximizes the posterior probability,

p(C = k|x) = p(x|C = k)πk∑K
i=1 p(x|C = i)πi

.

By explicitly defining the class densities, LDA aims to maximize

log p(C = k|x) = log

πk

(2π)p/2|	|1/2 e− 1
2 (x−µk)

t	−1(x−µk)

∑K
i=1

πi

(2π)p/2|	|1/2 e− 1
2 (x−µi)t	−1(x−µi)

= C + log πk − 1

2
(x − µk)

t	−1(x − µk),

where C is some fixed, and therefore irrelevant, constant.
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In practice, the class density parameters are unknown and need to be estimated
from the training set. Let xi be the gene profile of the ith sample in the training set
belonging to class C(i). Let nk be the number of samples in class k in the training
set, let there be K classes and let n be the size of the training set. Then, for LDA,
we can estimate the parameters via

π̂k = nk/n,

µ̂k = 1

nk

∑
C(i)=k

xi,

	̂ = 1

n − K

K∑
k=1

∑
C(i)=k

(xi − µ̂k)(xi − µ̂k)
t

(Hastie et al. 2001). In the case of Diagonal LDA, the estimates for the relative
class frequencies πk and class means µk remain the same. However, the matrix 	

is a diagonal matrix with entries σ 2
1 , . . . , σ 2

p , whose components can be estimated
via the usual sample variance,

σ̂ 2
j = 1

n − K

K∑
k=1

∑
C(i)=k

(xij − µ̂kj )
2.

It is unlikely that the assumptions of normality are satisfied in practice. How-
ever, the effect of model-misspecification on class membership prediction is small
in practice. Nevertheless, the estimation of the covariance matrix 	 can be affected
quite significantly by the presence of outliers. Therefore, ‘robustifying’ estimates
of the covariance matrix can be useful.

Finding genes: stepwise discriminant analysis

If the feature set is known, then LDA is a straightforward method to classify
samples, as discussed above. However, in most microarray settings, the feature
set of interest is not known. In fact, it is often a major issue to determine which
genes are responsible for the class memberships of the samples. For example, in
the breast cancer experiment, it is of interest to determine which genes might be
involved in the severity of the breast tumour. One way to determine the severity is
by determining retrospectively which patients died as a result of the breast cancer.
This is a binary classification problem with an unknown feature set.

Stepwise LDA is a method that combines a gene selection procedure with
ordinary discriminant analysis. It is initialized by finding the gene with the low-
est leave-one-out cross-validation misclassification rate in the training set. It then
iteratively adds the gene to the feature set that reduces the overall cross-validation
error the most. If no reduction in the leave-one-out cross-validation score is found,
then the procedure stops. The classifier is then defined by the LDA on the selected
gene set.
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As the leave-one-out cross-validation misclassification rate is used to build
the optimal predictor, it is not a good guide for the actual misclassification rate.
It might be too optimistic if the potential feature space is too large. Therefore,
in order to evaluate the misclassification rate of the classifier, it is important to
perform an overall cross-validation of the whole procedure or to apply the classifier
to an independent validation set.

Stepwise discriminant analysis in R: step.lda. Stepwise discriminant analysis
is implemented in R in the step.lda function. It requires a training set train
together with the class membership vector class. Optionally, one can include a
test-set test for which class memberships are predicted. A true validation set can
be set aside by specifying the fraction of validation samples in valid.frac. It is
also possible to obtain a misclassification rate via K-fold cross-validation.

Example: mammary gland experiment

In the mammary gland experiment, the main focus of attention is to study the
crucial genes that trigger the transitions to the main developmental events in the
mammary gland of mice. When a female mouse develops from a pup into an adult
after some 12 weeks, it is ready for the next main developmental event, namely
pregnancy. During pregnancy, the ducts in the mammary gland begin to proliferate.
The ducts further thicken in the lactation phase, whereas after lactation, in the so-
called involution of the mammary gland, the network of ducts begins to thin out,
reverting back to the adult state before pregnancy.

In this experiment, there are 12,488 probe sets representing approximately 8,600
genes. These probe sets are measured over 54 arrays. Our first aim is to reduce
the potential feature set to a workable set of data. Almost 5,000 ESTs and genes
are eliminated since they do not alter substantially across the 54 arrays (standard
deviation less than 0.4; cf. Figure 9.2). The remaining 7,802 genes and ESTs are
further reduced via clustering the genes into 30 groups via a k-medoids algorithm
(cf. Figure 9.1).

Then, the set of 54 observations is split into a set of 36 training samples and a
set of 18 validation samples. The aim is to find the genes that separate efficiently
the virgin samples, the pregnancy samples, the lactation samples and the involution
samples. We perform gene selection and classification with stepwise LDA. Gene
clusters 1, 10, 18 and 25, each represented by their medoid, are found to yield
the best separation between the developmental stages. Figure 9.5 shows the four
cluster medoids that are most informative.

In order to evaluate the classifier, we apply it to the 18 validation samples.
This results in an 11% misclassification rate. The expected misclassification rate
for a random classifier would be(

1 − 8

36

)
4

18
+

(
1 − 14

36

)
7

18
+

(
1 − 6

36

)
3

18
+

(
1 − 8

36

)
4

18
= 0.72,
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Figure 9.5 Stepwise LDA in the mammary gland experiment selects four genes
to separate the four developmental stages on the basis of minimizing the cross-
validation error. The profiles of these four genes can clearly be seen to separate
the four developmental stages.

that is, 72%. The null hypothesis that the selected classifier is no better than random
can be rejected with a lot of confidence (p-value = 10−7). The resulting classifi-
cation of the training samples and the validation samples is shown in Figure 9.6.
The plot shows a two-dimensional Sammon representation of the space spanned
by the four selected genes. It shows clearly how the genes separate the involution
and lactation phase from the other two. The fact that the virgin phase and preg-
nancy phase do not seem clearly separated is the result of a slightly misleading
two-dimensional representation; one is in fact behind the other.

Example: breast tumour experiment

In the breast tumour experiment, it is of interest to determine which genes influence
the severity of breast cancer. The DNA amplification patterns of 59 genes is studied
in 62 tumours. Follow-up information on the patients revealed that 20 patients died
of breast cancer, whereas 35 did not. For 7 patients, no follow-up information was
available. It is of interest to discover which variables might be a good predictor for
separating those patients that die as a result of breast cancer and those that do not.

The data for which the cause of death is available is split randomly into a
training set (44 tumours) and a validation set (11 tumours). The 7 tumours for
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Figure 9.6 Stepwise LDA misclassifies 2 out of the 18 (11%) validation samples.
The plot is a Sammon representation of the four dimensional feature space.

which no information is available are taken as the test set for which a prediction
is generated.

Stepwise LDA selects two genes (Nos. 1 and 23). This classifier only misclas-
sifies 1 of the 11 tumours (9%) in the validation set. The resulting prediction is
given in Figure 9.7. For the particular make-up of the training and validation set,
a ‘random’ classifier based on the prior probabilities in the training set would have
achieved a 44.8% misclassification rate. With a p-value of 0.014, there is a lot of
evidence to believe that the predictor is better than random.

9.3.3 k-nearest neighbour classification
k-nearest neighbour classifiers act on the assumption that samples with almost the
same feature values should probably belong to the same class. More precisely,
given a set of genes g1, . . . , gm known to be important for the membership of a
particular class, a k-nearest neighbour classifier assigns an unclassified sample to
the class that is most prevalent among the k samples whose expression values for
these m genes are closest to those in the sample of interest.

Typically, the gene expression profile xi = (xi1, . . . , xim) for sample i is com-
pared with other profiles using Euclidean distance (Hastie et al. 2001),

d(xi, xj ) =
{

m∑
k=1

(xik − xjk)
2

}1/2

.
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Figure 9.7 Stepwise LDA misclassifies 1 out of the 11 (9%) validation samples.
The plot is a Sammon representation of the two selected genes.

However, it is possible to use any of the distance measures that are discussed in
Section 7.1.2. In particular, the ‘correlation’ distance, 1 − ρ, and the Manhattan
distance can be useful.

Instead of modelling the likelihood p(x|C(x) = i) as discriminant analysis
does, the aim of k-nearest neighbour classification is to estimate the posterior
probability P (C(X) = i|X = x) of a gene profile x belonging to class i directly.
For a particular choice of k, it estimates this probability as the relative fraction of
samples that belong to class i among the k samples with the most similar expression
profiles,

P̂ (C(X) = i|X = x) = 1

k

k∑
j=1

1{C(x(j))=i},

where x(j) is defined as the j th nearest observation in the learning set L to x,

d(x(1), x) ≤ d(x(2), x) ≤ . . . ≤ d(x(n), x).

Despite its simple appearance, the decision boundaries of a k-nearest neigh-
bour classifier can be highly irregular. It is an essentially non-linear classifier that
can accommodate multiple regions for the same class. In fact, 1-nearest neigh-
bour classification is so irregular that it creates a little region for every single
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observation in the learning set. Such irregular classifiers have typically a poor pre-
diction performance. Larger values for k result in more regular decision boundaries
and classifiers with a smaller variance. The number of neighbours k is a tuning
parameter and is best determined via cross-validation.

Finding genes: stepwise k-nearest neighbour

If the feature set is known and the tuning parameter k has been determined, then k-
nearest neighbour classification is straightforward. Unfortunately, this is typically
not the case in microarray studies as the number of potential predictors is very
large and selection of variables is an integral part of the scientific problem.

Buttrey (1998) and Buttrey and Karo (2002) propose a stepwise approach to
select variables within a k-nearest neighbour classification setting. They propose
a sequential forward (or backward) selection algorithm, which adds (or deletes) a
variable based on leave-one-out cross-validation. The selection process stops when
adding (or deleting) any variable does not improve the cross-validated misclassifi-
cation rate.

A word of caution: as the leave-one-out cross-validation misclassification rate
is used to build the optimal predictor, it is not a good guide for the actual misclas-
sification rate. In order to obtain an honest estimate of the misclassification rate,
K-fold cross-validation on the whole stepwise procedure or the application of the
classifier to an independent validation set is required.

Stepwise k-nearest neighbour in R: step.knn. Within the smida library, step-
wise k-nearest neighbour classification is implemented in the step.knn function.
It requires a training set train together with the class membership vector class.
Optionally, one can include a test set test for which class memberships are pre-
dicted. A true validation set can be set aside by specifying the fraction of validation
samples in valid.frac. It is also possible to obtain a misclassification rate via
K-fold cross-validation.

The knnTree library by Buttrey and Karo (2002) contains the function knn.
var, which performs stepwise k-nearest neighbour classification. It is part of a
larger function to perform k-nearest neighbour classification within each leaf of a
classification tree.

Example: breast tumour experiment

The breast tumour experiment, described in Section 1.2.3, contains the DNA ampli-
fication patterns for 62 breast cancer tumours over 59 genes. The main point of the
study is to determine which genes influence the severity of breast cancer. Follow-up
information on the patients revealed that 20 patients died of breast cancer, whereas
35 did not. For 7 patients no follow-up information was available. We use stepwise
k-nearest neighbours to determine which variables are predictive of breast cancer
death and apply the predictor to the 7 unclassified observations.
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Figure 9.8 Sammon plot of the 5 predictive genes for the 44 training samples, 11
validation samples and 7 test samples; 3 of 11 validation samples are misclassified
(27%).

The selected predictor, shown in Figure 9.8, uses k = 3 nearest neighbours for
prediction. Stepwise k-NN selects five genes (Nos. 44, 46, 47, 55 and 59). The
selected variables are different from the two that stepwise LDA selected (Section
9.3.2). This k-NN classifier misclassifies 3 of the 11 tumours (27%) in the vali-
dation set, as opposed to only 1 misclassification by stepwise LDA. The resulting
prediction is given in Figure 9.8.

The training set consists of 14 and 30 tumours associated with people that did
and did not die of breast cancer respectively. In the validation set, 6 people died
of breast cancer and 5 did not. A random classifier would have misclassified a
random observation in the validation set with probability

(1 − 14/44)5/11 + (1 − 30/44)6/11 = 0.483.

Therefore, the p-value for the hypothesis that the selected predictor is random is
approximately

p-value = P (M ≤ 3) = 0.136,

where the number of misclassifications M under the null hypothesis that the pre-
dictor is ‘random’ has an approximate binomial(11, 0.483) distribution. We cannot,
therefore, reject the null hypothesis with the usual significance level α = 0.05.
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9.4 Predicting Continuous Responses

A host of methods for relating explanatory variables to noisy continuous responses
has emerged over the course of the past century, ranging from linear methods such
as multiple regression to non-linear methods such as loess regression and other
smoothing techniques.

The trade-off between rigid linear methods and flexible non-linear methods is
very similar to the trade-off between simple and complex techniques for classifica-
tion. Linear methods may not capture the full dynamic range of the actual effect;
in terms of prediction, however, linear methods with a high bias but low variance
can easily outperform more complex competitors with low bias but high variance.

Here, we shall discuss two methods. The first is a penalized regression method
that is particularly suitable to deal with a large number of predictors. The second
is a simple non-linear method called k-nearest neighbour regression.

Many other methods do exist for continuous prediction and have been applied
to microarray data. For example, partial least squares (PLS) is a linear regression
method whereby one looks for directions in the space of the explanatory variables
that have high variance and a high correlation with the response. Nguyen and
Rocke (2002a) describe the application of PLS in a proportional hazards model to
partially censored survival data.

9.4.1 Penalized regression: LASSO

Let the vector y = (y1, . . . , yn) be the responses associated with a feature set X .
In typical microarray applications, the number of parameters p is of the same
order as, or larger than, the number of observations n. If the independent variables
x1, . . . , xp are linear predictors of y, then we can write the response as a linear
combination of x1, . . . , xp,

yj = α +
p∑

i=1

βixij + εj .

It is perfectly possible that one or more ‘predictors’ are not predictive at all. In
that case, their associated coefficients are zero.

A common way to estimate the coefficients is via a method called least squares,
which selects those values for β that minimize the total sum of squared deviations
from the model to the observations. This simple method is extremely powerful
when there is a sufficient number of observations. However, when the number of
observations is in the same order as the number of predictors, then this estimation
procedure can be very unstable.

Consider, as an example, the data in Table 9.1. The response was generated
from x1 with noise,

yi = x1i + εi, εi ∼ N(0, 0.152), i = 1, . . . , 4,
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Table 9.1 Simulated data set with
one response y and two explana-
tory variables x1 and x2. The
response y is generated as a noisy
version of x1.

y 1.25 1.99 3.14 4.12

x1 1.23 1.82 2.94 4.23
x2 0.97 0.99 1.03 1.04

Table 9.2 Model fit of y = β1x1 + ε to the example
data.

Estimate Standard. Error t value P(>|t|)
β̂1 1.0145 0.0288 35.22 0.0001

Table 9.3 Model fit of y = β0 + β1x1 + ε to the
example data.

Estimate Standard Error t value P(>|t|)
β̂0 0.2045 0.1933 1.06 0.4009
β̂1 0.9479 0.0690 13.73 0.0053

where xi ∼ N(i, 0.22). The data x2 are completely unrelated to the prediction
problem. In fact, x2 ∼ N(1, 0.03) independent of x1 and y.

Table 9.2 shows the effect of fitting a simple model without intercept and
x2. The true model, E(y|x1) = x1, is within the margins of error of the estimates.
However, when an intercept and then x2 are added to the linear model, the estimates
begin to fluctuate wildly, as can be seen in Table 9.3 and Table 9.4.

Table 9.4 Model fit of y = β0 + β1x1 + β2x2 + ε

to the example data.

Estimate Std. Error t value P(>|t|)
β̂0 −11.9490 4.4429 −2.69 0.2266
β̂1 0.6405 0.1172 5.46 0.1153
β̂2 12.8426 4.6938 2.74 0.2231



PREDICTING OUTCOMES WITH GENE EXPRESSION PROFILES 237

The reason for such large fluctuations can be understood via a geometric argu-
ment. When the number of variables and the number of observations are almost
the same, then the surface that one can fit to the observations is too flexible. In
fact, by tilting the plane dramatically in the x2 direction, a marginally better fit can
be obtained—which is, however, not statistically significant anymore.

The main idea behind penalized regression is to introduce a penalty term for
fluctuations that are too large. Ridge regression, for example, is defined as the usual
least squares solution with an additional constraint, that is,

β̂ ridge = arg min
β

n∑
i=1

(yi − β0 −
p∑

j=1

βixij )
2,

subject to

p∑
j=1

β2
i ≤ c,

for some fixed tuning parameter c > 0. Ridge regression penalizes coefficients that
are too large. It is a shrinkage method that, depending on the size of c, shrinks the
coefficients to zero.

LASSO regression, introduced by Tibshirani (1996), shares many similarities
with ridge regression. It is a form of multiple linear regression that aims to minimize
the sums of squares of the errors, but subject to a slightly different constraint,

β̂ lasso = arg min
β

n∑
i=1

(yi − β0 −
p∑

j=1

βixij )
2,

where

p∑
j=1

|βi | ≤ c, (9.5)

for some fixed tuning parameter c > 0. The difference between Ridge regression
and the LASSO can best be understood by considering Figure 9.9. Minimizing the
sum of squared errors on the Ridge constraint, that is, the circle, leads to a solution
that is typically somewhere in the plane R2. The LASSO constraint, on the other
hand, is a diamond centred around the origin. Minimizing the sum of squared
errors on the LASSO constraint, therefore, leads to a solution, where typically one
of the coefficients is put to zero. A way to interpret this property of the LASSO
estimates is as a means of variable selection.

Figure 9.10 shows the parameter estimates for the example data in Table 9.1
for different choices of the constraint c in Equation (9.5), ranging from c = 0 to
the completely unconstrained solution for which the values for β correspond to the
ordinary least squares estimate.
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Figure 9.9 The LASSO constraint |β1| + |β2| ≤ 0.62 and the ridge constraint
β2

1 + β2
2 ≤ 0.73 are shown together with several contour lines of the sums of

squared errors for the example data.

Cross-validation for determining c

The value of c in Equation 9.5 can be determined by K-fold cross-validation.
This means that the data set L is partitioned into K random, almost equal-sized
subsets, L1, . . . , LK . For a fixed value c > 0 and for each observation x ∈ Lk

(k ∈ {1, . . . , K}), a prediction

ŷc(x) = β̂
(−k)
0 +

p∑
i=1

β̂
(−k)
i xi ,

is proposed, where β̂(−k) is the LASSO estimate of β based only on L\Lk under
the constraint

∑p

i=1 |β(−k)
i | ≤ c. The quantity

SS(c) =
∑
x∈L

(y(x) − ŷc(x))2 (9.6)

is the sum of squares of the cross-validated prediction errors. By minimizing (9.6)
over c, a value for the tuning parameter can be found.
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Figure 9.10 The relationship between the LASSO estimates of the coefficients,
β1 and β2, on the y-axis and the relative size of the constraint on the x-axis.

Leave-one-out cross-validation is a special case of K-fold cross-validation. It is
typically very computationally intensive as it involves n (n = |L|) applications of
the learning method. However, Hastie et al. (2001) shows that for linear procedures,
for which the fit is a linear transformation of the response, that is,

ŷ = Hy,

generalized cross-validation provides a convenient approximation to leave-one-out
cross-validation. The generalized cross-validation error rate is a one-step approxi-
mation of the leave-one-out cross-validated error rate in Equation 9.6,

GCV (c) =
∑
x∈L

(
y(x) − ŷc(x)

1 − trace(H)/n

)2

,

where ŷc(x) is the estimated response using the full LASSO with tuning parame-
ter c.

Figure 9.11 shows the generalized cross-validation error rate for the example
data set in Table 9.1. A minimum lies somewhere between relative values of 0.1
and 0.3 for the constraint. From Figure 9.10, it is clear that this corresponds to a
model for which the second coefficient is zero, which corresponds to the actual
data generating procedure.
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Figure 9.11 The generalized cross-validated sums of squared errors for the
example data set. A minimum is found somewhere between 0.1 and 0.3.

Although generalized cross-validation is much less computationally burden-
some, its error estimates will still have the large variance that leave-one-out cross-
validation estimates have. Using K-fold cross-validation with K = 5 or K = 10
should be considered when important conclusions are at stake.

Breast cancer example: determinants of survival

In the 1990s, a combination score, named the Nottingham Prognostic Index (NPI),
was created in order to assess the severity of a breast tumour (Galea et al. 1992).
In the breast tumour data set, both the survival time and the NPI score were known
for 45 of the 62 patients. The survival time has been measured as the length of time
from the biopsy until a breast cancer related death. For 25 out of the 45 patients,
the survival time is censored, for example, owing to the fact that the patient is still
alive or has died of other causes. Figure 9.12 shows the relationship between the
survival time and the NPI score. A rough pattern is that the larger the NPI score,
the lower the survival time.

It was of interest to the researcher of the study to find out whether DNA
amplification of certain genes could be a better predictor for survival than the NPI
score. Figure 9.13 shows the LASSO coefficient estimates for increasing values of
the penalty term. The choice of the penalty threshold is determined via generalized
cross-validation. Figure 9.14 shows the cross-validation error for different choices
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Figure 9.12 A negative relationship between NPI score and survival time.

of the threshold. Values between 0 and 0.23 seem reasonable choices for c in
Equation (9.5). We choose c = 0.05 as a cut-off.

There are some interesting variables among those whose coefficient is not equal
to zero at c = 0.05. They are indicated by the black lines and variable numbers
in Figure 9.13. For example, variable 60 is tumour size—the only non-genetic
variable. Its parameter is negative, which suggests that the larger the tumour the
shorter the survival time. Gene 23 is an interesting variable, as it also seemed to
be predictive of breast cancer death per se in Section 9.3.2.

Implementation of LASSO in R

The R library lars written by B. Efron and T. Hastie contains the functions lars
and cv.lars. Both functions require a matrix x of potential predictors and a con-
tinuous response vector y. The default regression type is the "lasso", but it
is also possible to perform two other types of penalized regression, namely least
angle regression ("lar") and forward stagewise additive modelling ("forward.
stagewise"). See Efron et al. (2004) and Hastie et al. (2001) for details of these
two methods. The lars objects that result from these three regression types can
be visualized via the plot.lars function. In particular, the parameter estimates
for different choices of the tuning parameter can be shown.

In order to decide a proper cut-off for the tuning parameter, the cv.lars
function does a generalized cross-validation for a grid of values of this parameter.
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Figure 9.13 LASSO estimates for the 59 gene amplification profiles and tumour
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Figure 9.14 Generalized cross-validation for the tuning parameter in the LASSO
breast cancer survival regression. Choices between 0 and 0.23 seem reasonable
candidates.
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It generates a plot, such as in Figure 9.14, for which tuning parameter with the
smallest cross-validation error can be estimated.

9.4.2 k-nearest neighbour regression

The LASSO is a linear method, closely related to multiple linear regression. Some-
times, such linear methods are not appropriate, and it is necessary to consider more
flexible models. Many non-linear methods are, however, extremely complex. This
model complexity is typically an undesirable feature from the point of view of
prediction.

A non-linear method that produces consistently good results is k-nearest neigh-
bours. We encountered k-nearest neighbour classification in Section 9.3.3. In the
continuous case, the method predicts the response as the mean of the k-nearest
neighbours.

Let d be any dissimilarity measure. k-nearest neighbour regression predicts
the response y for a statistical unit with covariate x as

ŷ(x) = 1

k

k∑
j=1

y(x(j)),

where x(j) is defined as the j th nearest observation in the learning set L to x, that
is,

d(x(1), x) ≤ d(x(2), x) ≤ . . . ≤ d(x(n), x).

The method is essentially the same as the k-nearest neighbour imputation algo-
rithm discussed in Section 4.2.3. This algorithm imputes missing values among
the covariates by replacing them with the average value for that gene among the
k-nearest neighbours.

Stepwise k-nearest neighbour regression

When the number of potential predictors is large, that is, p 	 40 (Hastie et al.
2001), many variable subset selection procedures become infeasible. However,
forward stepwise selection is still a possibility. It can be used in combination with
k-nearest neighbour regression.

The procedure starts out by selecting the variable together with a value of k

that has the lowest leave-one-out cross-validated sum of squared errors. It then
adds new predictors sequentially, continuously adjusting k, as long as it reduces
the cross-validated sums of squares.

For testing the overall validity of the selected k-nearest neighbour model, we
can use K-fold cross-validation or test the model on an independent validation set
V . Either way, we aim to test the null hypothesis,

H0: the selected K-NN regression model is not predictive.
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As a test statistic, we take the sum of squared errors when we apply the selected
k-nearest neighbour regression model to the validation set. We obtain,

SS(model) =
∑
x∈V

(y(x) − ŷ(x, L))2.

If the model is not predictive, then in fact any choice of k values from the response
of the training set should yield more or less the same sum of squared errors as
SS(model). By bootstrapping a large number of such sums of squared errors,
one can obtain a bootstrap p-value for the above null hypothesis. The p-value is
the empirical quantile at which SS(model) lies among the bootstrapped sums of
squares.

Stepwise k-nearest neighbour in R: step.knn. The function step.knn that
performs stepwise k-nearest neighbour classification is also able to deal with k-
nearest neighbour regression. It requires a training set train together with the
continuous response vector class. Optionally, one can include a test set test for
which responses are predicted. A validation set can be set aside by specifying the
fraction valid.frac of validation samples to be used for this purpose. It is also
possible to obtain a misclassification rate via K-fold cross-validation.
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Figure 9.15 Stepwise k-nearest neighbour regression on the survival time (in
years) in the breast cancer experiment. Three genes (Nos. 13, 20 and 23) are
selected a predictive. The displayed survival times have been rounded to the nearest
year.
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Breast cancer experiment: determinants of survival

K-nearest neighbour regression was applied to the breast cancer data set. It was of
interest to find out which genes are predictive of the survival time of the patients.
In total, there are 62 patients and the survival time after biopsy is known for 58 of
them. The stepwise k-nearest neighbour algorithm selected k = 3 as well as three
genes for prediction. All of these predictors were also selected by LASSO.

A Sammon mapping of the three-dimensional feature space with superimposed
contour lines for the survival time are shown in Figure 9.15. When testing the
overall validity of the model on a subset of 12 tumours that were set aside for
validation, a p-value of 0.014 was found. This means that the k-nearest neighbour
regression model is highly significant.



10

Microarray Myths: Inference

Just as in microarray data handling, several ‘myths’ about microarray inference
have gained currency. The aim of this chapter is to discuss some of these myths and,
in some cases, expose the absurdities contained in them. The chapter is organized
as a loose collection of sections, each dealing with a different microarray inference
myth.

10.1 Differential Expression

Although hypothesis testing is widely used, there are certain aspects about its
interpretation that are often misunderstood. This section deals with some of these
aspects.

10.1.1 Myth: ‘Bonferroni is too conservative’

When testing multiple hypotheses, a number of different procedures exist to control
several different error rates. Bonferroni is a very well-known procedure. However,
it is often disparaged for being ‘too conservative’. When testing n hypotheses, the
Bonferroni procedure rejects, for a given familywise error rate (FWER) α, each
hypothesis whose associated p-value is less than α/n. It is often felt that this is
too stringent, and Bonferroni is discarded as a ‘poor’ error control procedure.

However, this is to slight a procedure that controls perfectly the error rate it is
supposed to control—the FWER. The FWER is the probability of falsely rejecting
one or more hypotheses when testing multiple hypotheses.

Whilst it is true that certain other FWER control methods have greater power
than the Bonferroni procedure, there will be little difference between the methods in
most microarray settings. For example, in Hochberg’s procedure (see Section 8.2.3)
α/(n − g + 1) will be little different from α/n when n is large and g—the number
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of hypotheses rejected by Hochberg’s procedure—is relatively small. For example,
if n = 10 000 and g is 2 500, then Bonferroni with α = 0.05 would give 5.0 × 10−6

as a decision boundary, whereas Hochberg’s procedure would use 6.7 × 10−6 as
a cut-off.

What people often tend to mean when criticizing Bonferroni is that they do not
feel that the FWER is the appropriate error rate to control. If that is the case, then
they should choose to control another type of error. Either the false discovery rate
(FDR) or the false positive rate (FPR) may be more suitable.

10.1.2 FPR and collective multiple testing

Although the false positive rate (FPR) is used standardly when testing single hypothe-
ses, somehow it is frowned upon when testing multiple hypotheses. The intuition is
that when testing many hypotheses simultaneously while controlling for the FPR,
you cannot be certain that all of the rejected null hypotheses are in fact false.

This prejudice against the FPR in multiple testing is not necessary as long as
one realizes that not all rejected hypotheses have to be false. For example, if testing
100 hypotheses, controlling the FPR at 0.05, 14 hypotheses might be rejected. Even
if all the 100 null hypotheses were true, we would expect only about 5 rejections.
Therefore, with the additional information that on average at most 5 hypotheses
are falsely rejected, the 14 rejected hypotheses are a significant contribution to
scientific knowledge.

10.1.3 Misinterpreting FDR

One of the error rates that is useful when testing multiple hypotheses is the false
discovery rate (FDR). The FDR is defined as the expected proportion of falsely
rejected hypotheses FP out of the total rejected S,

FDR = E(FP /S).

In the context of differential expression, it roughly stands for the average number
of false discoveries among all genes declared ‘active’.

If, for example, 40 genes are rejected using an FDR of 20%, it is tempting to
conclude that ‘the expected number of false discoveries in the 40 genes selected
is 8’. This is incorrect. Care must be taken not to interpret the FDR as being
conditional on the actual number of rejections found. The FDR is not defined as a
conditional expectation, that is,

FDR �= E(FP /S|S = s).

Despite its appeal, this interpretation is wrong. It is quite possible that for a par-
ticular number of rejections, the conditional expectation is quite different from the
unconditional expectation. The FDR can be seen as a weighted average of the
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conditional expectations,

FDR =
∞∑

s=1

E(FP /S|S = s)p(S = s).

The real interpretation of the FDR is a bit more abstract:

The false discovery rate associated with a decision rule is the average
fraction of false discoveries whenever that decision rule is repeatedly
applied to a set of hypotheses.

The FDR stands for the average fraction of false rejection associated with a decision
rule, rather than with any particular number of rejected hypotheses. When fixing a
FDR decision rule, such as the Benjamini & Hochberg FDR procedure, the number
of rejected hypothesis is still regarded as a random variable.

10.2 Prediction and Learning

10.2.1 Cross-validation

In many cases, the main objective in classifying microarray samples is to minimize
the misclassification rate of a classifier. In order to obtain the classifier, it needs
to be trained on a set of data, typically called the training set L. Training means
estimating the parameters in the classifier so that afterwards for any class c and
for any gene profile x, one can calculate the posterior probability of belonging to
class c, that is, P (C(X, L) = c|X = x).

The danger of determining the misclassification rate on the basis of the training
set is that the model might overfit the data and so an overly rosy picture of the
model’s performance can be painted. For this reason, one can use a validation set
or cross-validation to estimate the misclassification rate (cf. Section 9.1.1).

It would be tempting to use cross-validation for several different classifiers and
choose the one that minimizes the cross-validated misclassification rate. In itself
this is not a bad idea, as long as one remembers that the misclassification rate thus
found is not an accurate estimate of the true misclassification. Especially, if this is
done over a large class of predictors, the minimum cross-validated misclassification
rate tends to underestimate the misclassification rate. In order to achieve an honest
evaluation of the classification rate, one could, for example, apply the classifier
with the lowest cross-validated misclassification rate to a validation set.
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Adaptive shape segmentation, 61
Addressing, see gridding
Adenine, 15
Affected genes, 177
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Affymetrix

data normalization, 94–101
data structure, 93–94
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MAS 5.0, 10, 43, 94, 96, 98,
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reading data into R, 94

Agglomerative hierarchical
clustering, 146–148,
163–165

AIC, see Akaike information
criterion

Akaike information criterion (AIC),
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all.norm, 70
Alternative hypothesis, 178, 180
(Analysis of variance), see ANOVA
ANOVA (analysis of variance), 63
Arabidopsis, 16
Arabidopsis experiment, 4–6, 16–21
Arabidopsis thaliana, see
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Statistics for Microarrays: Design, Analysis and Inference E. Wit and J. McClure
 2004 John Wiley & Sons, Ltd ISBN: 0-470-84993-2

Array effect normalization
across-condition, 88–93
global, 85–86, 93, 98, 99
within-replication, 86–88,

92–93
Artifacts

detection, 66, 103, 121–122
high-end, 64, 121
low-end, 64, 121

Average silhouette width (a.s.w.),
152, 167

Background contamination, 77
Background correction

additive, 76
dangers of, 76–77
filtering, 59
global, 77–80, 97
local, 76–77
one channel, 96–97
two-channel, 76–80

Background subtraction, 76
‘Banana effect’, 70, 80
Bayes classifiers, 212
Bayesian FDR procedure, 199
Bayesian hypothesis testing, see

hypothesis testing
Bayesian inference, 178
Bayesian information criterion

(BIC), 172
Benjamini & Hochberg FDR

procedure, 195, 201–202
Bias, 24, 30
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BIC, see Bayesian information
criterion

Bioconductor, 2, 79
bkg.norm, 79–80, 97
Bleeding, see carry-over effect
Blocking factor, 37–38
Bonferroni correction, 194

myths, 247–248
Bootstrap, 185
Bootstrap p-values, 184–186
Breast cancer experiment, 7–9
Breast tissue

tumours, see breast cancer
experiment

CAGED algorithm, 163, 174–175
Cancer

breast, see breast cancer
experiment

skin, see skin cancer
experiment

Carry-over effect (bleeding), 40, 120
CDF files (.cdf), 93–94
cDNA (complementary

deoxyribonucleic acid), 18
folding, 20
labelled, 19

CEL files (.cel), 93–94
cel2int, 95
Centroid, 167
CLARA, 168
Classification, 211

Bayes rule, 213
continuous, 217–218
probabilistic, 212–217

Clerical errors, 114–117, 123
cluster, 147
Cluster validation, 152–154
cluster.samples, 150
Clustering

dissimilarity measures
samples, 139–144

genes, 160–175
model-based, 171–175

samples, 137–155
methods, 144–155

two-way, 165–167
visualization, 144

Co-expression, 161
Co-regulation, 160
Complementary deoxyribonucleic

acid, see cDNA
Composite sequence, 104
cond.norm, 92–93, 99
Condition, 37, 41
Confounding

design, 37–38
spatial and dye effect, 132–133

Constant background subtraction,
see background correction.
global

Control spots, 65
Correlation, see dissimilarity

measures and
co-expression

Correlograms, 113
Cosine distance, 161
Cross-validation

generalized, 239
K-fold, 213, 216–217, 238–240
leave-one-out, 214, 217, 239
myths, 249

Crossing factor, 37–38
cv.lars, 241–243
Cy3/Cy5 dyes, 19
Cytosine, 15

D-optimality, see optimal design
Data augmentation, 68
dChip, 66, 94, 103
Decision rules

Bayesian, 199–200
for multiple genes, 193–195,

199
for single gene, 193
hypothesis testing, 182–183,

192–195, 199
Degrees of freedom, 28
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labelled, 156

Deoxyribonucleic acid, see DNA
Design, 23

efficiency, 46
principles, 36–40
single-channel arrays, 40, 44
two channel arrays, 44–56

ratios, 125–129
variation, 24

Design matrix, 45
Diagnostic tests

designs for, 55
Differential expression, 177
Differential expression score, 178,

197
Differentially expressed, 177
Dimension reduction, 111–112
Direct comparisons, 128
Dissimilarity measures, 106–110

and measurement scale, 107
between clusters, 141–142
comparisons of, 108–110
correlation, 107, 161
Euclidean, 107, 140
for co-expression, 160–163
for repeated observations,

142–144
geometric, 140
Manhattan, 107, 140
missing data, 66–68
power distances, 107
weighted, 140–141, 143

DNA (deoxyribonucleic acid), 15
Dye balance, 40
Dye effect normalization, 80–

84
confounding with spatial

correction, 132–133
constant, 80
dye-swap, 81
intensity dependent, 82–

84

Dye-swap
myths, 129
versus dye balance, 40

Dye-swap normalization, see dye
effect normalization,
dye-swap

dye.norm, 84
Dyes, see Cy3/Cy5 dyes, cDNA

labelling

EMMIX-GENE, 174
Enzymes, 18–19
Error rates in hypothesis testing,

181–182
Euclidean distance, see dissimilarity

measures
Expected misclassification rate, 213
Expression profile, 160

False array plots, 112
False discovery rate (FDR), 182,

193
controlling the FDR, 195,

199
myths, 248–249

False negative rate (FNR), 181
False positive rate (FPR), 178, 181,

182
myths, 248

Familywise error rate (FWER), 181,
193

controlling FWER, 193–
195

myths, 247
FDR, see false discovery rate
Features, 104
Filtering, 58–60
Fixed circle segmentation, 61
Flags, reliability, 66, 103
FNR, see false negative rate
FPR, see false positive rate
FWER, see familywise error rate

Gaussian distribution (normal
distribution), 129–131
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Gene filtering, 218
biological selection, 222–223
clustering, 220–221
expression significance,

218–220
PCA, 220
penalized methods, 222

Gene shaving, 170–171
Generalized log transformations of

scale, 64
GEPAS, 68
Gibbs sampling, 205
Global error likelihood ratio test,

191–192
Gridding, 60–61
Guanine, 15

hclust, 147
Hierarchical clustering, 145–148
Hierarchical PAM clustering,

150–155
global validation, 152–154
local validation, 153–154

HIPAM, see hierarchical PAM
clustering

hipam, 154
Histogram segmentation, 62
Hochberg’s FWER procedure, 194
Hotelling’s T 2 test, 219
Housekeeping genes, 65
Hybridization, 16, 20–21

buffer, 20
quality assessment of, 119–121,

124
Hypothesis testing, 178

Bayesian, 196–210
classical, 179–196
comparison of methods,

195–196
decision rules, 182–183

Image analysis, 57–62
Imputation of missing data, 68–69
impute.missing, 68
Inactive genes, 177

Indirect comparisons, 128
Interwoven loop designs, 40, 49,

51–55
Invariant set

across condition normalization,
89–92, 98

dye effect normalization, 82–
84

k-means clustering, 151
k-nearest neighbours, see K-NN
K-NN (k-nearest neighbours)

classification, 231–234
missing data imputation, 68–69
regression, 243–245
stepwise, 233, 243–244

Kullback-Leibler divergence,
143–144

Labelled PAM, 157–160
Landing lights, 65
lars, 241–243
LASSO regression, 222, 237–243
Layout of genes on array, 113, 120
LDA, see linear discriminant

analysis
Learning set, see training set
Least squares estimation, 235
Likelihood, 191, 204
Likelihood ratio test, 191–192
Linear discriminant analysis

stepwise, 228–229
Linear discriminant analysis (LDA),

227–231
Linearity of expression data, 63
Linkage, 141

average, 142
centroid, 142
complete, 142
median, 142
single, 142

Locally weighted regression, see
loess

Loess, 75–76
smoothing, 73, 82
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Log ratios, 125–129
normalization, 69, 72

Logarithmic scale for data, 64

Mammary gland experiment, 9–10
Manhattan distance, see

dissimilarity measures
Mann-Whitney statistic, see

Wilcoxon rank sum
statistic

Mclust, 172
MDS, see multi-dimensional scaling
Mean average silhouette width, 154
Median filter, 58
Medoid, 168
Meta-genes, 220
MGED, 104
MIAME, 104–105
Microarray, 15
Minimum information about a

microarray experiment,
see MIAME

Misclassification costs, 212
Misclassification rate, 212–215

cross-validation, 217
Mishandling problems, 121–122,

124
Mismatch probe, Affymetrix, 93
Mismatch subtraction normalization,

94, 97
Missing data, 65–69
Misspecification rate, 225
Mixture model

clustering, 171–175
hypothesis testing, 208–210

MM, see mismatch probe
Model-based clustering, 171–175
Model-based expression index

(MBEI), 100
Morphological opening, 58
Mouse mammary gland experiment,

see mammary gland
experiment

Multidimensional scaling (MDS),
148

Multiple testing decision rules,
193–195, 199

Multiple testing problem, 179

Nested design, 42
Normal distribution (Gaussian

distribution), 129–131
Normalization, 62

across arrays, 84–93, 98–99
combining all effects, 39
one-channel arrays, 93–101
order of, 70–71
quality assessment of, 117–119,

123
sequential, 63, 69–101
two-channel arrays, 69–93

Normalization and design, 39–40
Nucleotides, 16
Null hypothesis, 178, 180

od, 50, 55
Oligonucleotide, 93
op, 33
Optimal design, 44

A-optimality, 44, 47–55
weighted, 54–55

D-optimality, 44, 47–55
principles, 46–48

Optimal pooling, see pooling
samples, optimal pooling

Outliers, 66
Over-expressed, 178

p-value, 178, 182–186, 188–190,
192, 193

Pairwise scatterplots, 113
PAM, see partitioning around

medoids
PAMSAM, 167–169
pamsam, 169
Partitioning around medoids (PAM),

151
labelled, 157–160
two-way, 165–167
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PCA, see principal component
analysis

PCA clustering, 148–150, see SVD
clustering

Pearson correlation, 161
Penalized regression, 235–243
Perfect match probe, Affymetrix, 93
Permutation test (randomization

test), 186–188
Plaid models, 165
plot.lars, 241
plot.tree, 155
PM, see perfect match probe
Poly-A tail, 18
Poly-T primer, 18
Poly-T tail, 18
Pooled variance t-statistic, see

t-statistic
Pooling samples, 30–36

arguments against, 30
biological variation, 31, 33–34
optimal pooling, 31–36
replication, 30
technical variation, 31, 34

Posterior distribution, 205
Posterior probability, 178
Power of a test, 193
Power transformations, 106
Prediction

class membership, 223–234
continuous responses, 235–245
variance vs bias, 223–226, 235

Predictor evaluation, 215
Principal component analysis

(PCA), 111, 112
Print-tip spatial normalization, 72
Prior distributions, 204
Probabilistic background correction,

64, 78–80, 97
Probe set, 99

summarization, 99–101
Probes, 15

Affymetrix, 93

q-value, 199

Quality assessment, 103
consequences, 123–124
qualitative, 104

Quantification, 62
Quantile normalization, 92, 99

across-condition, 89–92, 98
within-replication, 86–88, 98

R computing environment, 1–3
Randomization in design, 37–39
Randomization test, see permutation

test
Reference designs, 51, 56, 72, 125
Replication, 26, 38

biological replicates, 27–29
number of replicates, 29
on the same array, 28, 42
technical replicates, 27–29,

42–43
Reporter, 104
Resistor-average, 143
Reverse transcriptase, 19
Ribonucleic acid, see RNA
Ridge regression, 237
RNA (ribonucleic acid), 16

extraction, 17–18
spiking, 18

Sammon mapping, 112, 149–150
sammon.plot, 158
Scale for data, 63–64

in quality assessment, 105–106
Scaling factors (Affymetrix), see

array effect normalization
Segmentation, 61–62
Significance of a test, 182
Silhouette width, 152
Singular value decomposition, see

SVD
Skin cancer experiment, 6–7
smida, 2–3
Smoothing spatial trend

location, 73
scale, 73

Smoothing splines, 82
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spat.norm, 74, 75, 95–96
Spatial correction normalization

confounding with dye effect,
132–133

single channel, 95–96
two-channel, 71–76

Spearman’s rank correlation, 161
Spiking controls, 65
step.knn, 233, 244
step.lda, 229
Stray signal, 96
‘Stress’, 112
Strong control of FWER, 195
Student t-distribution, 183, 184
Super-genes, 148, 170, 220
Supervised learning

exploratory, 155–160
SVD, 148

clustering, 169–171
SVD clustering, see PCA clustering
SVD imputation, 68
SVD impute, 68
Symmetric percentile t method, 185

t-statistic
Bayesian hypothesis testing,

197, 198, 203–210
pooled variance, 188–189
Welch, 183–188

Test statistic, 178, 181
for two conditions, 183–192

Thymine, 15
Time course experiments

clustering, 162–163, 174–175

Time series dissimilarity measures,
162–163

Top-hat filter, 58–60
Training set, 214
Treatment, 37
Tuberculosis experiment, 10–11
Tukey biweight estimate, 94, 100
Two-way PAM, 165–167
twoway.pam, 166

Unaffected genes, 177
Under-expressed, 178
Unit, statistical, 37
Units of comparison, 110
Unreliable data, 66

Validation set, 215
Variance measures of reliability, 66
Variance-bias trade off

log ratios, 127–129
prediction, 223–226, 235

Visualization methods, 111–112
vsn, 79

Weak control of FWER, 195
Weighted designs, see optimal

design
Welch t-statistic, see t-statistic
Wilcoxon rank sum statistic

Bayesian hypothesis testing,
197–198, 202–203

hypothesis testing, 189–190
Within-cluster sums of squares,

167
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